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1: List Library
by Olin Shivers

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send emailto srfi-1 @srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

o Received: 1998-11-08

Draft: 1998-12-22--1999-03-09
Revised: several times

Final: 1999-10-09

Revised to fix errata:

2016-08-27 (Clarify Booleans.)

o

o 2018-10-08 (Remove extra parenthesis.)

o 2019-10-25 (Fix broken links.)

o 2020-06-02 (Add note about order of arguments to 1set=.)

o 2022-10-22 (Fixed definition of reduce-right. See discussion in archive.)
o 2022-11-21 (Add missing ellipsis in signature of count.)

o 2023-04-27 (Fix return type of circular—-1ist.)

Table of contents
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o References & links

Copyright
Abstract

R5RS Scheme has an impoverished set of list-processing utilities, which is a problem for authors of
portable code. This SRFI proposes a coherent and comprehensive set of list-processing procedures; it
is accompanied by a reference implementation of the spec. The reference implementation is

e portable
o efficient
e completely open, public-domain source

Rationale

The set of basic list and pair operations provided by R4RS/R5RS Scheme is far from satisfactory.
Because this set is so small and basic, most implementations provide additional utilities, such as a list-
filtering function, or a "left fold" operator, and so forth. But, of course, this introduces incompatibilities --
different Scheme implementations provide different sets of procedures.

| have designed a full-featured library of procedures for list processing. While putting this library
together, | checked as many Schemes as | could get my hands on. (I have a fair amount of experience


https://srfi.schemers.org/srfi-process.html
mailto:srfi+minus+1%20%20+at+srfi+dotschemers+dot+org
https://srfi.schemers.org/srfi-list-subscribe.html
https://srfi-email.schemers.org/srfi-1
https://srfi-email.schemers.org/srfi-1/msg/18561246/

with several of these already.) | missed Chez -- no on-line manual that | can find -- but | hit most of the
other big, full-featured Schemes. The complete list of list-processing systems | checked is:

R4RS/R5RS Scheme, MIT Scheme, Gambit, RScheme, MzScheme, slib, Common Lisp, Bigloo,
guile, T, APL and the SML standard basis

As a result, the library | am proposing is fairly rich.

Following this initial design phase, this library went through several months of discussion on the SRFI
mailing lists, and was altered in light of the ideas and suggestions put forth during this discussion.

In parallel with designing this API, | have also written a reference implementation. | have placed this
source on the Net with an unencumbered, "open" copyright. A few notes about the reference
implementation:

e Although | got procedure names and specs from many Schemes, | wrote this code myself. Thus,
there are no entanglements. Any Scheme implementor can pick this library up with no worries
about copyright problems -- both commercial and non-commercial systems.

e The code is written for portability and should be trivial to port to any Scheme. It has only four
deviations from R4RS, clearly discussed in the comments:

o Use of an error procedure;

o Use of the R5RS values and a simple receive macro for producing and consuming
multiple return values;

o Use of simple :optional and let-optionals macros for optional argument parsing and
defaulting;

o Use of a simple check-arg procedure for argument checking.

e |tis written for clarity and well-commented. The current source is 768 lines of source code and 826
lines of comments and white space.

o It is written for efficiency. Fast paths are provided for common cases. Side-effecting procedures
such as filter! avoid unnecessary, redundant set-cdr!s which would thrash a generational
GC's write barrier and the store buffers of fast processors. Functions reuse longest common tails
from input parameters to construct their results where possible. Constant-space iterations are used
in preference to recursions; local recursions are used in preference to consing temporary
intermediate data structures.

This is not to say that the implementation can't be tuned up for a specific Scheme implementation.
There are notes in comments addressing ways implementors can tune the reference
implementation for performance.

In short, I've written the reference implementation to make it as painless as possible for an implementor
-- or a regular programmer -- to adopt this library and get good results with it.

Procedure Index

Here is a short list of the procedures provided by the list-lib package. R5RS procedures are shown in
bold; extended R5RS procedures, in bold italic.

Constructors
cons list
xcons cons* make-list list-tabulate
list-copy circular-1list iota

Predicates
pair? null?
proper—-1ist? circular-1ist? dotted-1ist?
not-pair? null-l1ist?

list=
Selectors
car cdr ... cddadr cddddr list-ref
first second third fourth fifth sixth seventh eighth ninth tenth
car+cdr
take drop
take-right drop-right
take! drop-right!

split-at split-at!
last last-pair



Miscellaneous: length, append, concatenate, reverse, zip & count
length length+
append concatenate reverse
append! concatenate! reverse!
append-reverse append-reverse!
zip unzipl unzip2 unzip3 unzipd unzipd
count

Fold, unfold & map
map for-each
fold unfold pair-fold reduce
fold-right unfold-right pair-fold-right reduce-right
append-map append-map!
map! pair-for-each filter-map map-in-order

Filtering & partitioning
filter partition remove
filter! partition! remove!

Searching
member memg memv
find find-tail
any every
list-index
take-while drop-while take-while!
span break span! break!

Deleting
delete delete-duplicates
delete! delete-duplicates!

Association lists
assoc assg assv
alist-cons alist-copy
alist-delete alist-delete!

Set operations on lists
lset<= lset= lset-adjoin

lset-union  lset-union!
lset-intersection lset-intersection!

lset-difference lset-difference!

lset-xor lset-xor!
lset-diff+intersection = = lset-diff+intersection!

Primitive side-effects
set-car! set-cdr!

Four R4RS/R5RS list-processing procedures are extended by this library in backwards-compatible
ways:

map for-each (Extended to take lists of unequal length)
member assoc (Extended to take an optional comparison procedure.)

The following R4RS/R5RS list- and pair-processing procedures are also part of list-lib's exports, as
defined by the R5RS:

cons pair? null?

car cdr ... cdddar cddddr
set-car! set-cdr!

list append reverse
length list-ref

memg memv assg assv

The remaining two R4RS/R5RS list-processing procedures are not part of this library:

list-tail(renamed drop)



list? (see proper-list?, circular-list? and dotted-1ist?)

General discussion

A set of general criteria guided the design of this library.

| don't require "destructive" (what | call "linear update") procedures to alter and recycle cons cells from
the argument lists. They are allowed to, but not required to. (And the reference implementations | have
written do recycle the argument lists.)

List-filtering procedures such as filter or delete do not disorder lists. Elements appear in the
answer list in the same order as they appear in the argument list. This constrains implementation, but
seems like a desirable feature, since in many uses of lists, order matters. (In particular, disordering an
alist is definitely a bad idea.)

Contrariwise, although the reference implementations of the list-filtering procedures share longest
common tails between argument and answer lists, it not is part of the spec.

Because lists are an inherently sequential data structure (unlike, say, vectors), list-inspection functions
such as find, find-tail, for-each, any and every commit to a left-to-right traversal order of their
argument list.

However, constructor functions, such as 1ist-tabulate and the mapping procedures (append-map,
append-map!, map!, pair-for-each, filter-map, map-in-order), do not specify the dynamic
order in which their procedural argument is applied to its various values.

Predicates return useful true values wherever possible. Thus any must return the true value produced
by its predicate, and every returns the final true value produced by applying its predicate argument to
the last element of its argument list.

Functionality is provided both in pure and linear-update (potentially destructive) forms wherever this
makes sense.

No special status accorded Scheme's built-in equality functions. Any functionality provided in terms of
eqg?, eqv?, equal? is also available using a client-provided equality function.

Proper design counts for more than backwards compatibility, but | have tried, ceteris paribus, to be as
backwards-compatible as possible with existing list-processing libraries, in order to facilitate porting old
code to run as a client of the procedures in this library. Name choices and semantics are, for the most
part, in agreement with existing practice in many current Scheme systems. | have indicated some
incompatibilities in the following text.

These procedures are not "sequence generic" -- i.e., procedures that operate on either vectors and lists.
They are list-specific. | prefer to keep the library simple and focussed.

I have named these procedures without a qualifying initial "list-" lexeme, which is in keeping with the
existing set of list-processing utilities in Scheme. | follow the general Scheme convention (vector-length,
string-ref) of placing the type-name before the action when naming procedures -- so we have 1ist-
copy and pair-for-each rather than the perhaps more fluid, but less consistent, copy-1ist or
for-each-pair.

| have generally followed a regular and consistent naming scheme, composing procedure names from a
set of basic lexemes.

"Linear update"” procedures

Many procedures in this library have "pure" and "linear update" variants. A "pure" procedure has no
side-effects, and in particular does not alter its arguments in any way. A "linear update" procedure is
allowed -- but not required -- to side-effect its arguments in order to construct its result. "Linear update"
procedures are typically given names ending with an exclamation point. So, for example, (append!
listl 1list2) is allowed to construct its result by simply using set-cdr! to set the cdr of the last
pair of list; to point to lists, and then returning list; (unless list; is the empty list, in which case it would
simply return list;). However, append! may also elect to perform a pure append operation -- this is a

legal definition of append!:

(define append! append)



This is why we do not call these procedures "destructive" -- because they aren't required to be
destructive. They are potentially destructive.

What this means is that you may only apply linear-update procedures to values that you know are
"dead" -- values that will never be used again in your program. This must be so, since you can't rely on
the value passed to a linear-update procedure after that procedure has been called. It might be
unchanged; it might be altered.

The "linear" in "linear update" doesn't mean "linear time" or "linear space" or any sort of multiple-of-n
kind of meaning. It's a fancy term that type theorists and pure functional programmers use to describe
systems where you are only allowed to have exactly one reference to each variable. This provides a
guarantee that the value bound to a variable is bound to no other variable. So when you use a variable
in a variable reference, you "use it up." Knowing that no one else has a pointer to that value means the
a system primitive is free to side-effect its arguments to produce what is, observationally, a pure-
functional result.

In the context of this library, "linear update" means you, the programmer, know there are no other live
references to the value passed to the procedure -- after passing the value to one of these procedures,
the value of the old pointer is indeterminate. Basically, you are licensing the Scheme implementation to
alter the data structure if it feels like it -- you have declared you don't care either way.

You get no help from Scheme in checking that the values you claim are "linear" really are. So you better
get it right. Or play it safe and use the non-! procedures -- it doesn't do any good to compute quickly if
you get the wrong answer.

Why go to all this trouble to define the notion of "linear update" and use it in a procedure spec, instead
of the more common notion of a "destructive" operation? First, note that destructive list-processing
procedures are almost always used in a linear-update fashion. This is in part required by the special
case of operating upon the empty list, which can't be side-effected. This means that destructive
operators are not pure side-effects -- they have to return a result. Second, note that code written using
linear-update operators can be trivially ported to a pure, functional subset of Scheme by simply
providing pure implementations of the linear-update operators. Finally, requiring destructive side-effects
ruins opportunities to parallelise these operations -- and the places where one has taken the trouble to
spell out destructive operations are usually exactly the code one would want a parallelising compiler to
parallelise: the efficiency-critical kernels of the algorithm. Linear-update operations are easily
parallelised. Going with a linear-update spec doesn't close off these valuable alternative implementation
techniques. This list library is intended as a set of low-level, basic operators, so we don't want to
exclude these possible implementations.

The linear-update procedures in this library are

take! drop-right! split-at! append! concatenate! reverse! append-reverse!
append-map! map! filter! partition! remove! take-while! span! break!
delete! alist-delete! delete-duplicates! lset-union! lset-intersection!
lset-difference! lset-xor! lset-diff+intersection!

Improper Lists

Scheme does not properly have a list type, just as C does not have a string type. Rather, Scheme has a
binary-tuple type, from which one can build binary trees. There is an interpretation of Scheme values
that allows one to treat these trees as lists. Further complications ensue from the fact that Scheme
allows side-effects to these tuples, raising the possibility of lists of unbounded length, and trees of
unbounded depth (that is, circular data structures).

However, there is a simple view of the world of Scheme values that considers every value to be a list of
some sort. that is, every value is either

e a'"proper list" -- a finite, nil-terminated list, such as:
(a b c)
()
(32)
¢ a "dotted list" -- a finite, non-nil terminated list, such as:
(a b c . d)
(x . vy)
42
george
e or a "circular list" -- an infinite, unterminated list.

Note that the zero-length dotted lists are simply all the non-null, non-pair values.



This view is captured by the predicates proper-1ist?, dotted-1ist?,and circular-1ist?. List-
lib users should note that dotted lists are not commonly used, and are considered by many Scheme
programmers to be an ugly artifact of Scheme's lack of a true list type. However, dotted lists do play a
noticeable role in the syntax of Scheme, in the "rest" parameters used by n-ary lambdas: (1ambda (x
y . rest) ...).

Dotted lists are not fully supported by list-lib. Most procedures are defined only on proper lists -- that is,
finite, nil-terminated lists. The procedures that will also handle circular or dotted lists are specifically
marked. While this design decision restricts the domain of possible arguments one can pass to these
procedures, it has the benefit of allowing the procedures to catch the error cases where programmers
inadvertently pass scalar values to a list procedure by accident, e.g., by switching the arguments to a
procedure call.

Errors

Note that statements of the form "it is an error" merely mean "don't do that." They are not a guarantee
that a conforming implementation will "catch" such improper use by, for example, raising some kind of
exception. Regrettably, R5RS Scheme requires no firmer guarantee even for basic operators such as
car and cdr, so there's little point in requiring these procedures to do more. Here is the relevant
section of the R5RS:

When speaking of an error situation, this report uses the phrase "an error is signalled" to
indicate that implementations must detect and report the error. If such wording does not
appear in the discussion of an error, then implementations are not required to detect or report
the error, though they are encouraged to do so. An error situation that implementations are
not required to detect is usually referred to simply as "an error."

For example, it is an error for a procedure to be passed an argument that the procedure is not
explicitly specified to handle, even though such domain errors are seldom mentioned in this

report. Implementations may extend a procedure's domain of definition to include such
arguments.

Not included in this library

The following items are not in this library:
e Sort routines
¢ Destructuring/pattern-matching macro
e Tree-processing routines

They should have their own SRFI specs.

The procedures

In a Scheme system that has a module or package system, these procedures should be contained in a
module named "list-lib".

The templates given below obey the following conventions for procedure formals:

list A proper (finite, nil-terminated) list
clist A proper or circular list

flist A finite (proper or dotted) list

pair A pair

X, Y, d, a Any value

object, value Any value

ni A natural number (an integer >= 0)
proc A procedure

pred A procedure whose return value is treated as a boolean
= A boolean procedure taking two arguments

It is an error to pass a circular or dotted list to a procedure not defined to accept such an argument.

Constructors

cons ad -> pair



R5RS] The primitive constructor. Returns a newly allocated pair whose car is a and whose cdr is
d. The pair is guaranteed to be different (in the sense of eqv?) from every existing object.

(cons 'a '()) => (a)

(cons '"(a) '"(b c d)) => ((a) b c d)
(cons "a" '"(b c¢)) => ("a" b c)
(cons 'a 3) => (a . 3)
(cons '(a b) 'c) => ((a b) c)

list object... -> list
R5RS] Returns a newly allocated list of its arguments.

(list 'a (+ 3 4) 'c) => (a 7 c)
(list) => ()

xcons d a -> pair
(lambda (d a) (cons a d))
Of utility only as a value to be conveniently passed to higher-order procedures.
(xcons '"(b ¢c) 'a) => (a b c)

The name stands for "eXchanged CONS."

cons* elt; elto ... -> object
Like 1ist, but the last argument provides the tail of the constructed list, returning

(cons elt; (cons elt, (cons ... elt,)))

This function is called 1ist* in Common Lisp and about half of the Schemes that provide it, and
cons* in the other half.

(cons* 1 2 3 4) => (1 2 3 . 4)
(cons* 1) => 1

make-1list n [fill] -> list

Returns an n-element list, whose elements are all the value fill. If the fill argument is not given, the
elements of the list may be arbitrary values.

(make-1list 4 'c) => (c c c c)

list-tabulate n init-proc -> list

Returns an n-element list. Element j of the list, where 0 <= i< n, is produced by (init-proc 1).
No guarantee is made about the dynamic order in which init-proc is applied to these indices.

(list-tabulate 4 wvalues) => (0 1 2 3)

list-copy flist -> flist

Copies the spine of the argument.

circular-listelt;elts... ->clist
Constructs a circular list of the elements.

(circular-1list 'z 'q) => (z 9z 9z g ...)



iota count [start step] -> list
Returns a list containing the elements
(start start+step ... start+(count-1) *step)

The start and step parameters default to 0 and 1, respectively. This procedure takes its name from
the APL primitive.

(iota 5) => (0 1 2 3 4)
(iota 5 0 -0.1) => (0 -0.1 -0.2 -0.3 -0.4)

Predicates

Note: the predicates proper-1ist?, circular-1list?, and dotted-11ist? partition the entire
universe of Scheme values.

proper-1list? x ->boolean
Returns true iff x is a proper list -- a finite, nil-terminated list.
More carefully: The empty list is a proper list. A pair whose cdr is a proper list is also a proper list:

<proper-list> ::= () (Empty proper list)
| (cons <x> <proper-list>) (Proper-list pair)

Note that this definition rules out circular lists. This function is required to detect this case and
return false.

Nil-terminated lists are called "proper" lists by RSRS and Common Lisp. The opposite of proper is
improper.

R5RS binds this function to the variable 1ist?.

(not (proper-list? x)) = (or (dotted-list? x) (circular-list? x))

circular-1list? x -> boolean

True if x is a circular list. A circular list is a value such that for every n>= 0, cdr’(x) is a pair.
Terminology: The opposite of circular is finite.

(not (circular-list? x)) = (or (proper-list? x) (dotted-list? x))

dotted-1list? x -> boolean

True if x is a finite, non-nil-terminated list. That is, there exists an n>= 0 such that cdr(x) is neither
a pair nor (). This includes non-pair, non-() values (e.g. symbols, numbers), which are considered
to be dotted lists of length O.

(not (dotted-1list? x)) = (or (proper-1list? x) (circular-list? x))

pair? object -> boolean

R5RS] Returns #t if object is a pair; otherwise, #f.

(pair? '(a . b)) => #t
(pair? '(a b c)) => #t
(pair? '()) => #f
(pair? '"#(a b)) => #f
(pair? 7) => #f
(pair? 'a) => #f

null? object -> boolean



R5RS] Returns #t if object is the empty list; otherwise, #f.

null-1list? list -> boolean

Listis a proper or circular list. This procedure returns true if the argument is the empty list (), and
false otherwise. It is an error to pass this procedure a value which is not a proper or circular list.

This procedure is recommended as the termination condition for list-processing procedures that
are not defined on dotted lists.

not-pair? x -> boolean
(lambda (x) (not (pair? x)))

Provided as a procedure as it can be useful as the termination condition for list-processing
procedures that wish to handle all finite lists, both proper and dotted.

list= elt=list; ... -> boolean

Determines list equality, given an element-equality procedure. Proper list A equals proper list B if
they are of the same length, and their corresponding elements are equal, as determined by elt=. If
the element-comparison procedure's first argument is from list; then its second argument is from

listi,4, i.e. itis always called as (elt= a b) for aan element of list A, and b an element of list B.

In the n-ary case, every listjis compared to list;,; (as opposed, for example, to comparing list; to
every list;, for >1). If there are no list arguments at all, 1ist= simply returns true.

It is an error to apply 1ist= to anything except proper lists. While implementations may choose to
extend it to circular lists, note that it cannot reasonably be extended to dotted lists, as it provides
no way to specify an equality procedure for comparing the list terminators.

Note that the dynamic order in which the elt=procedure is applied to pairs of elements is not
specified. For example, if 1ist=is applied to three lists, A, B, and C, it may first completely
compare A to B, then compare Bto C, or it may compare the first elements of A and B, then the
first elements of B and C, then the second elements of A and B, and so forth.
The equality procedure must be consistent with eg?. That is, it must be the case that

(eg? x y) => (elt= x y).

Note that this implies that two lists which are eg? are always list=, as well; implementations may
exploit this fact to "short-cut" the element-by-element comparisons.

(list= eg?) => #t ; Trivial cases
(list= eg? '(a)) => #t
Selectors

car pair -> value
cdr pair -> value

R5RS] These functions return the contents of the car and cdr field of their argument, respectively.
Note that it is an error to apply them to the empty list.

(car '"(a b ¢)) => a (cdr '"(a b c¢)) => (b ¢)
(car "((a) b c d)) => (a) (cdr "((a) b c d)) => (b ¢ d)
(car ' (1 2)) = 1 (cdr ' (1 2)) => 2

(car ' ()) => *error¥* (cdr ' ()) => *error¥*

caar pair -> value
cadr pair -> value

cddadr pair -> value
cdddar pair -> value



cddddr pair -> value

R5RS] These procedures are compositions of car and cdr, where for example caddr could be
defined by

(define caddr (lambda (x) (car (cdr (cdr x))))).

Arbitrary compositions, up to four deep, are provided. There are twenty-eight of these procedures
in all.

list-ref clisti->value

R5RS] Returns the M element of clist. (This is the same as the car of (drop clist 1).)ltisan
error if i>= n, where nis the length of clist.

(list-ref '"(a b c d) 2) => c

first pair -> object
second pair -> object
third pair -> object
fourth pair-> object
fifth pair -> object
sixth pair -> object
seventh pair -> object
eighth pair-> object
ninth pair -> object
tenth pair -> object
Synonyms for car, cadr, caddr, ...
(third '"(a b c¢c d e)) => c

car+cdr pair -> [x y]
The fundamental pair deconstructor:
(lambda (p) (values (car p) (cdr p)))

This can, of course, be implemented more efficiently by a compiler.

take xi->list
drop x i -> object
take returns the first i elements of list x.
drop returns all but the first / elements of list x.

(take "(a b c d e) 2) => (a b)
(drop '"(a b c d e) 2) => (c d e)

X may be any value -- a proper, circular, or dotted list:
(take "(1 2 3 . d) 2) => (1 2)

(drop '"(1 2 3 . d) 2) => (3 . d)
(take "(1 2 3 . d) 3) => (1 2 3)
(drop '"(1 2 3 d) 3) =>d

For a legal i, take and drop partition the list in a manner which can be inverted with append:
(append (take x 1) (drop x 1)) = x

drop is exactly equivalent to performing i cdr operations on x; the returned value shares a
common tail with x. If the argument is a list of non-zero length, take is guaranteed to return a
freshly-allocated list, even in the case where the entire list is taken, e.g. (take 1lis (length
lis)).

take-right flisti-> object
drop-right flisti-> list



take-right returns the last i elements of flist.
drop-right returns all but the last i elements of flist.

) 2) => (d e)

(take-right ' (
! ) 2) => (a b c)

abcde
(drop-right (a b c de

The returned list may share a common tail with the argument list.

flist may be any finite list, either proper or dotted:

(take-right "(1 2 3 d) 2) => (2 3 . d)

(drop-right '"(1 2 3 d) 2) => (1)

(take-right "(1 2 3 d) 0) =>d

(drop-right '"(1 2 3 d) 0) => (1 2 3)
For alegal i, take-right and drop-right partition the list in a manner which can be inverted
with append:

(append (take flist i) (drop flist 1i)) = flist

take-right's return value is guaranteed to share a common tail with flist. If the argument is a list
of non-zero length, drop-right is guaranteed to return a freshly-allocated list, even in the case
where nothing is dropped, e.g. (drop-right 1lis 0).

take! xi->list
drop-right! flisti-> list

take! and drop-right! are "linear-update" variants of take and drop-right: the procedure
is allowed, but not required, to alter the argument list to produce the result.

If xis circular, take! may return a shorter-than-expected list:
(take! (circular-list 1 3 5) 8) => (1 3)
(take! (circular-list 1 3 5) 8) => (1 351 351 3)
split-at xi->[list object]
split-at! xi->[list object]

split-at splits the list x at index i, returning a list of the first i elements, and the remaining tail. It
is equivalent to

(values (take x i) (drop x 1))

split-at! is the linear-update variant. It is allowed, but not required, to alter the argument list to
produce the result.

(split-at '(a b cde f g h) 3) =>
(a b c)
(d e £ g h)

last pair -> object
last-pair pair -> pair

last returns the last element of the non-empty, finite list pair. 1ast-pair returns the last pair in
the non-empty, finite list pair.

(last '"(a b ¢c)) => ¢
)

(last-pair '"(a b c)) => (c)

Miscellaneous: length, append, concatenate, reverse, zip &
count

length list ->integer
length+ clist -> integer or #f



Both 1ength and 1ength+ return the length of the argument. It is an error to pass a value to
length which is not a proper list (finite and nil-terminated). In particular, this means an
implementation may diverge or signal an error when length is applied to a circular list.

length+, on the other hand, returns #F when applied to a circular list.

The length of a proper list is a non-negative integer n such that cdr applied ntimes to the list
produces the empty list.

append listy ... -> list
append! listy ... -> list

R5RS] append returns a list consisting of the elements of list; followed by the elements of the
other list parameters.

(append ' (x) '(y)) =>  (x V)
(append '(a) '(b c 4d)) => (a b c d)
(append '(a (b)) '((c))) => (a (b) (c))

The resulting list is always newly allocated, except that it shares structure with the final list;

argument. This last argument may be any value at all; an improper list results if it is not a proper
list. All other arguments must be proper lists.

(append '(a b) '"(c . d)) => (a b c . d)
(append ' () 'a) => a

(append '(x y)) => (x V)
(append) => ()

append! is the "linear-update" variant of append -- it is allowed, but not required, to alter cons
cells in the argument lists to construct the result list. The last argument is never altered; the result
list shares structure with this parameter.

concatenate list-of-lists -> value
concatenate! list-of-lists -> value

These functions append the elements of their argument together. That is, concatenate returns
(apply append list-of-1lists)
or, equivalently,
(reduce-right append '() list-of-lists)
concatenate! is the linear-update variant, defined in terms of append! instead of append.
Note that some Scheme implementations do not support passing more than a certain number (e.g.,
64) of arguments to an n-ary procedure. In these implementations, the (apply append ...)

idiom would fail when applied to long lists, but concatenate would continue to function properly.

As with append and append!, the last element of the input list may be any value at all.

reverse list->list
reverse! [ist -> list

R5RS] reverse returns a newly allocated list consisting of the elements of list in reverse order.

(reverse '(a b c)) => (c b a)
(reverse '"(a (b c) d (e (£))))
=> ((e (f)) d (b c) a)

reverse! is the linear-update variant of reverse. It is permitted, but not required, to alter the
argument's cons cells to produce the reversed list.

append-reverse rev-head tail -> list



append-reverse! rev-head tail -> list

append-reverse returns (append (reverse rev-head) tail). Itis provided because itis
a common operation -- a common list-processing style calls for this exact operation to transfer
values accumulated in reverse order onto the front of another list, and because the implementation
is significantly more efficient than the simple composition it replaces. (But note that this pattern of
iterative computation followed by a reverse can frequently be rewritten as a recursion, dispensing
with the reverse and append-reverse steps, and shifting temporary, intermediate storage from
the heap to the stack, which is typically a win for reasons of cache locality and eager storage
reclamation.)

append-reverse! is just the linear-update variant -- it is allowed, but not required, to alter rev-
head's cons cells to construct the result.

zip clisty clists ... -> list
(lambda lists (apply map list lists))

If zip is passed nlists, it returns a list as long as the shortest of these lists, each element of which
is an n-element list comprised of the corresponding elements from the parameter lists.

'(one two three)
(1 2 3)
'(odd even odd even odd even odd even))
=> ((one 1 odd) (two 2 even) (three 3 odd))

(zip

(zip '(1 2 3)) => ((1) (2) (3))
At least one of the argument lists must be finite:

(zip '"(3 1 4 1) (circular-list #f #t))
=> ((3 #f) (1 #t) (4 #£f) (1 #t))

unzipl list -> list

unzip?2 list -> [list list]

unzip3 list -> [list list list]
unzip4 list -> [list list list list]
unzip5 list -> [list list list list list]

unzipl takes a list of lists, where every list must contain at least one element, and returns a list
containing the initial element of each such list. That is, it returns (map car lists).unzip2
takes a list of lists, where every list must contain at least two elements, and returns two values: a
list of the first elements, and a list of the second elements. unzip3 does the same for the first
three elements of the lists, and so forth.

(unzip2 '"((1 one) (2 two) (3 three))) =>
(1 2 3)
(one two three)

count pred clist; clists ... -> integer

pred is a procedure taking as many arguments as there are lists and returning a single value. It is
applied element-wise to the elements of the lists, and a count is tallied of the number of elements
that produce a true value. This count is returned. count is "iterative" in that it is guaranteed to
apply pred to the list elements in a left-to-right order. The counting stops when the shortest list

expires.
(count even? '"(31 415 9 25 %6)) =>3
(count < '"(1 2 4 8) '"(2 4 6 8 10 12 14 16)) => 3

At least one of the argument lists must be finite:

(count < '"(3 1 4 1) (circular-list 1 10)) => 2

Fold, unfold & map



fold kons knil clist; clists ... -> value

The fundamental list iterator.

First, consider the single list-parameter case. If clist; = (e €5 ... ep), then this procedure returns
(kons e, ... (kons e, (kons e; knil)) ... )

That is, it obeys the (tail) recursion

(fold kons knil 1is) = (fold kons (kons (car 1is) knil) (cdr 1is))
(fold kons knil '()) = knil
Examples:
(fold + 0 1lis) ; Add up the elements of LIS.
(fold cons '() lis) ; Reverse LIS.
(fold cons tail rev-head) ; See APPEND-REVERSE.

;; How many symbols in LIS?

(fold (lambda (x count) (if (symbol? x) (+ count 1) count))
0
lis)

;+ Length of the longest string in LIS:
(fold (lambda (s max-len) (max max-len (string-length s)))
0
lis)
If n list arguments are provided, then the kons function must take n+1 parameters: one element
from each list, and the "seed" or fold state, which is initially knil. The fold operation terminates
when the shortest list runs out of values:
(fold cons* '"() '"(abc) "(1 23 45)) =>(c3b2al

At least one of the list arguments must be finite.

fold-right kons knil clist; clists ... -> value

The fundamental list recursion operator.

First, consider the single list-parameter case. If clist;= (e; e> ... e,), then this procedure
returns
(kons e; (kons e, ... (kons e, knil)))

That is, it obeys the recursion

(fold-right kons knil 11is) (kons (car 1is) (fold-right kons knil

(cdr 1is)))

(fold-right kons knil '()) = knil
Examples:
(fold-right cons '() 1lis) ; Copy LIS.

;; Filter the even numbers out of LIS.
(fold-right (lambda (x 1) (if (even? x) (cons x 1) 1)) '() 1lis))

If n list arguments are provided, then the kons function must take n+1 parameters: one element
from each list, and the "seed" or fold state, which is initially knil. The fold operation terminates
when the shortest list runs out of values:

(fold-right cons* "() '"(abc) '"(1 23 45)) =>(alb22c3



At least one of the list arguments must be finite.

pair-£fold kons knil clist; clists ... -> value

Analogous to fold, but kons is applied to successive sublists of the lists, rather than successive
elements -- that is, kons is applied to the pairs making up the lists, giving this (tail) recursion:

(pair-fold kons knil 1is) = (let ((tail (cdr 1is)))
(pair-fold kons (kons 1is knil) tail))
(pair-fold kons knil '"()) = knil

For finite lists, the kons function may reliably apply set-cdr! to the pairs it is given without
altering the sequence of execution.

Example:

;;; Destructively reverse a list.
(pair-fold (lambda (pair tail) (set-cdr! pair tail) pair) '() lis)

At least one of the list arguments must be finite.

pair-fold-right kons knil clist; clists ... -> value

Holds the same relationship with fold-right that pair-fold holds with fold. Obeys the
recursion

(pair-fold-right kons knil 1is) =
(kons 1is (pair-fold-right kons knil (cdr 1is)))

(pair-fold-right kons knil '()) = knil
Example:
(pair-fold-right cons '"() '"(a b c)) => ((a b c) (b c) (c))

At least one of the list arguments must be finite.

reduce fridentity list -> value
reduce is a variant of fold.
ridentity should be a "right identity" of the procedure f-- that is, for any value x acceptable to f,
(f x ridentity) = x
reduce has the following definition:

If list = (), return ridentity;
Otherwise, return (fold f (car list) (cdr list)).

...in other words, we compute (fold f ridentity list).

Note that ridentity is used only in the empty-list case. You typically use reduce when applying fis
expensive and you'd like to avoid the extra application incurred when fold applies fto the head of
list and the identity value, redundantly producing the same value passed in to f. For example, if f
involves searching a file directory or performing a database query, this can be significant. In
general, however, fold is useful in many contexts where reduce is not (consider the examples
given in the £o1d definition -- only one of the five folds uses a function with a right identity. The
other four may not be performed with reduce).

Note: MIT Scheme and Haskell flip F's arg order for their reduce and fold functions.

;; Take the max of a list of non-negative integers.
(reduce max 0 nums) ; i.e., (apply max 0 nums)

reduce-right fridentity list -> value
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(reduce-right f ridentity '()) = ridentity
(reduce-right f ridentity '(e;)) = (f e; ridentity) = e;
(reduce-right f ridentity '(e; er ...)) =

(fold-right £ e; "(er ...))

... in other words, we compute (fold-right f ridentity Ilist), butas with reduce, only
use ridentity in the empty-list case."

;7 Append a bunch of lists together.
;7 I.e., (apply append list-of-lists)
(reduce-right append '() list-of-lists)

unfold p f g seed [tail-gen] -> list

unfold is best described by its basic recursion:

(unfold p £ g seed) =
(if (p seed) (tail-gen seed)
(cons (f seed)
(unfold p £ g (g seed))))

Determines when to stop unfolding.
Maps each seed value to the corresponding list element.

Maps each seed value to next seed value.
seed
The "state" value for the unfold.
tail-gen
Creates the tail of the list; defaults to (1lambda (x) ' ())

In other words, we use g to generate a sequence of seed values

seed, g(seed), g°(seed), g°(seed), ...

These seed values are mapped to list elements by f, producing the elements of the result list in a
left-to-right order. P says when to stop.

unfold is the fundamental recursive list constructor, just as fold-right is the fundamental
recursive list consumer. While unfold may seem a bit abstract to novice functional programmers,
it can be used in a number of ways:

;; List of squares: 172 ... 1072
(unfold (lambda (x) (> x 10))
(lambda (x) (* x x))
(lambda (x) (+ x 1))
1)
(unfold null-list? car cdr 1lis) ; Copy a proper list.

;7 Read current input port into a list of values.
(unfold eof-object? values (lambda (x) (read)) (read))

;; Copy a possibly non-proper list:
(unfold not-pair? car cdr lis
values)

;; Append HEAD onto TAIL:
(unfold null-1list? car cdr head
(lambda (x) tail))

Interested functional programmers may enjoy noting that fold-right and unfold are in some
sense inverses. That is, given operations knull?, kar, kdr, kons, and knil satisfying



(kons (kar x) (kdr x)) =xand (knull? knil) = #t
then

(fold-right kons knil (unfold knull? kar kdr x)) =X
and

(unfold knull? kar kdr (fold-right kons knil x)) =X

This combinator sometimes is called an "anamorphism;" when an explicit tail-gen procedure is
supplied, it is called an "apomorphism."

unfold-right p f g seed [tail] -> list
unfold-right constructs a list with the following loop:

(let 1lp ((seed seed) (lis tail))
(if (p seed) 1lis
(lp (g seed)

(cons (f seed) 1lis))))

Determines when to stop unfolding.
Maps each seed value to the corresponding list element.

Maps each seed value to next seed value.
seed

The "state" value for the unfold.
tail

list terminator; defaults to ' ().

In other words, we use g to generate a sequence of seed values

seed, g(seed), g°(seed), g°(seed), ...

These seed values are mapped to list elements by f, producing the elements of the result list in a
right-to-left order. P says when to stop.

unfold-right is the fundamental iterative list constructor, just as fold is the fundamental
iterative list consumer. While unfold-right may seem a bit abstract to novice functional
programmers, it can be used in a number of ways:

;7 List of squares: 172 ... 1072
(unfold-right zero?
(lambda (x) (* x x))
(lambda (x) (- x 1))
10)

;; Reverse a proper list.
(unfold-right null-list? car cdr 1lis)

;7 Read current input port into a list of wvalues.
(unfold-right eof-object? values (lambda (x) (read)) (read))

;; (append-reverse rev-head tail)
(unfold-right null-list? car cdr rev-head tail)

Interested functional programmers may enjoy noting that fold and unfold-right are in some
sense inverses. That is, given operations knull?, kar, kdr, kons, and knil satisfying

(kons (kar x) (kdr x)) =xand (knull? knil) = #t
then

(fold kons knil (unfold-right knull? kar kdr x)) =X



and
(unfold-right knull? kar kdr (fold kons knil X)) =X

This combinator presumably has some pretentious mathematical name; interested readers are
invited to communicate it to the author.

map proc clist; clists ... -> list

R5RS+] proc is a procedure taking as many arguments as there are list arguments and returning a
single value. map applies proc element-wise to the elements of the lists and returns a list of the
results, in order. The dynamic order in which proc is applied to the elements of the lists is

unspecified.
(map cadr '((a b) (d e) (g h))) => (b e h)
(map (lambda (n) (expt n n))

'(1 2 3 4 5))
=> (1 4 27 256 3125)

(map + '"(1 2 3) '"(4 5 6)) => (57 9)

(let ((count 0))
(map (lambda (ignored)
(set! count (+ count 1))

count)
'(a b))) => (1 2) or (2 1)

This procedure is extended from its R5RS specification to allow the arguments to be of unequal
length; it terminates when the shortest list runs out.

At least one of the argument lists must be finite:

(map + '"(3 1 4 1) (circular-list 1 0)) => (4 1 5 1)

for-each proc clist; clists ... -> unspecified

[R5RS+]

The arguments to for-each are like the arguments to map, but for-each calls proc for its side
effects rather than for its values. Unlike map, for-each is guaranteed to call proc on the elements
of the lists in order from the first element(s) to the last, and the value returned by for-each is
unspecified.

(let ((v (make-vector 5)))
(for—-each (lambda (1)
(vector-set! v 1 (* 1 1)))
(01 2 3 4))
v) => #(0 1 4 9 106)

This procedure is extended from its R5RS specification to allow the arguments to be of unequal
length; it terminates when the shortest list runs out.

At least one of the argument lists must be finite.

append-map fclist; clists ... -> value
append-map! fclist; clists ... -> value

Equivalent to

(apply append (map f clist; clisty, ...))

and

(apply append! (map £ clist; clisty ...))



Map fover the elements of the lists, just as in the map function. However, the results of the
applications are appended together to make the final result. append-map uses append to append
the results together; append-map! uses append!.

The dynamic order in which the various applications of fare made is not specified.
Example:

(append-map! (lambda (x) (list x (- x))) '"(1 3 8))
=> (1 -1 3 -3 8 -8)

At least one of the list arguments must be finite.

map! flist; clisty ... -> list

Linear-update variant of map -- map'! is allowed, but not required, to alter the cons cells of list; to
construct the result list.

The dynamic order in which the various applications of fare made is not specified.

In the n-ary case, clisty, clists, ... must have at least as many elements as list;.

map-in-order fclist; clisto... -> list

A variant of the map procedure that guarantees to apply facross the elements of the list;arguments
in a left-to-right order. This is useful for mapping procedures that both have side effects and return
useful values.

At least one of the list arguments must be finite.

pair-for-each fclist; clists ... -> unspecific

Like for-each, but fis applied to successive sublists of the argument lists. That is, fis applied to
the cons cells of the lists, rather than the lists' elements. These applications occur in left-to-right
order.

The fprocedure may reliably apply set-cdr! to the pairs it is given without altering the sequence
of execution.

(pair-for-each (lambda (pair) (display pair) (newline)) '(a b c)) ==>
(a b c)
(b ¢)
(c)

At least one of the list arguments must be finite.

filter-map fclist; clists ... -> list
Like map, but only true values are saved.

(filter-map (lambda (x) (and (number? x) (* x x))) '"(a 1l b 3 c 7))
=> (1 9 49)

The dynamic order in which the various applications of fare made is not specified.

At least one of the list arguments must be finite.
Filtering & partitioning

filter pred list -> list

Return all the elements of list that satisfy predicate pred. The list is not disordered -- elements that
appear in the result list occur in the same order as they occur in the argument list. The returned list
may share a common tail with the argument list. The dynamic order in which the various
applications of pred are made is not specified.



(filter even? '(0 7 8 8 43 -4)) => (0 8 8 -4)

partition pred list -> [list list]

Partitions the elements of list with predicate pred, and returns two values: the list of in-elements
and the list of out-elements. The list is not disordered -- elements occur in the result lists in the
same order as they occur in the argument list. The dynamic order in which the various applications
of pred are made is not specified. One of the returned lists may share a common tail with the
argument list.

(partition symbol? ' (one 2 3 four five 6)) =>
(one four five)
(2 3 6)

remove pred list -> list
Returns list without the elements that satisfy predicate pred:
(lambda (pred list) (filter (lambda (x) (not (pred x))) list))
The list is not disordered -- elements that appear in the result list occur in the same order as they

occur in the argument list. The returned list may share a common tail with the argument list. The
dynamic order in which the various applications of pred are made is not specified.

(remove even? '(0 7 8 8 43 -4)) => (7 43)
filter! pred list -> list
partition! pred list -> [list list]
remove! pred list -> list

Linear-update variants of filter, partition and remove. These procedures are allowed, but
not required, to alter the cons cells in the argument list to construct the result lists.

Searching

The following procedures all search lists for a leftmost element satisfying some criteria. This means they
do not always examine the entire list; thus, there is no efficient way for them to reliably detect and signal
an error when passed a dotted or circular list. Here are the general rules describing how these
procedures work when applied to different kinds of lists:

Proper lists:
The standard, canonical behavior happens in this case.
Dotted lists:

It is an error to pass these procedures a dotted list that does not contain an element satisfying the
search criteria. That is, it is an error if the procedure has to search all the way to the end of the
dotted list. However, this SRFI does not specify anything at all about the behavior of these
procedures when passed a dotted list containing an element satisfying the search criteria. It may
finish successfully, signal an error, or perform some third action. Different implementations may
provide different functionality in this case; code which is compliant with this SRFI may not rely on
any particular behavior. Future SRFI's may refine SRFI-1 to define specific behavior in this case.

In brief, SRFI-1 compliant code may not pass a dotted list argument to these procedures.

Circular lists:
It is an error to pass these procedures a circular list that does not contain an element satisfying the
search criteria. Note that the procedure is not required to detect this case; it may simply diverge. It
is, however, acceptable to search a circular list if the search is successful -- that is, if the list
contains an element satisfying the search criteria.

Here are some examples, using the find and any procedures as canonical representatives:

;; Proper list -- success
(find even? '"(1 2 3)) => 2



(any even? '(1 2 3)) => #t

;; proper list -- failure
(find even? '(1 7 3)) => #f
(any even? '(1 7 3)) => #f

;; Failure is error on a dotted list.
(find even? '"(1 3 . x)) => error
(any even? '(1 3 . x)) => error

;; The dotted list contains an element satisfying the search.

;; This case is not specified -- it could be success, an error,

;7 or some third possibility.

(find even? '(1 2 . x)) => error/undefined

(any even? '(1 2 . x)) => error/undefined ; success, error or other.
;; circular list —-- success

(find even? (circular-list 1 6 3)) => 6

(any even? (circular-list 1 6 3)) => #t

;; circular list -- failure is error. Procedure may diverge.

(find even? (circular-list 1 3)) => error

(any even? (circular-list 1 3)) => error

find pred clist -> value
Return the first element of clist that satisfies predicate pred, false if no element does.
(find even? '"(3 1 4 1 5 9)) =>4

Note that find has an ambiguity in its lookup semantics -- if £ind returns #£, you cannot tell (in
general) if it found a #£ element that satisfied pred, or if it did not find any element at all. In many
situations, this ambiguity cannot arise -- either the list being searched is known not to contain any
#f elements, or the list is guaranteed to have an element satisfying pred. However, in cases where
this ambiguity can arise, you should use find-tail instead of find -- find-tail has no such
ambiguity:

(cond ((find-tail pred 1lis) => (lambda (pair) ...)) ; Handle (CAR

PAIR)
(else ...)) ; Search failed.

find-tail pred clist -> pair or false
Return the first pair of clist whose car satisfies pred. If no pair does, return false.
find-tail can be viewed as a general-predicate variant of the member function.
Examples:

(31 37 -8-5020)) => (-8 -50 0)
(31 37 =-5)) => #f£

(find-tail even?

|l
(find-tail even? '

;; MEMBER X LIS:
(find-tail (lambda (elt) (equal? x elt)) lis)
In the circular-list case, this procedure "rotates" the list.
Find-tail is essentially drop-while, where the sense of the predicate is inverted: Find-tail

searches until it finds an element satisfying the predicate; drop-while searches until it finds an
element that doesn't satisfy the predicate.

take-while pred clist -> list
take-while! pred clist -> list

Returns the longest initial prefix of clist whose elements all satisfy the predicate pred.



Take-while! is the linear-update variant. It is allowed, but not required, to alter the argument list
to produce the result.

(take-while even? '(2 18 3 10 22 9)) => (2 18)

drop-while pred clist -> list

Drops the longest initial prefix of clist whose elements all satisfy the predicate pred, and returns the
rest of the list.

(drop-while even? '(2 18 3 10 22 9)) => (3 10 22 9)

The circular-list case may be viewed as "rotating" the list.

span pred clist -> [list clist]
span! pred list -> [list list]
break pred clist -> [list clist]
break! pred list -> [list list]

Span splits the list into the longest initial prefix whose elements all satisfy pred, and the remaining
tail. Break inverts the sense of the predicate: the tail commences with the first element of the input
list that satisfies the predicate.

In other words: span finds the intial span of elements satisfying pred, and break breaks the list at
the first element satisfying pred.

Span is equivalent to

(values (take-while pred clist)
(drop-while pred clist))

Span! and break! are the linear-update variants. They are allowed, but not required, to alter the
argument list to produce the result.

(span even? '(2 18 3 10 22 9)) =>
(2 18)
(3 10 22 9)

(break even? '(3 1 4 1 5 9)) =>
(3 1)
(4 1 5 9)

any pred clist; clists ... -> value

Applies the predicate across the lists, returning true if the predicate returns true on any application.

If there are n list arguments clist; ... clist,, then pred must be a procedure taking n arguments and

returning a single value, interpreted as a boolean (that is, # £ means false, and any other value
means true).

any applies predto the first elements of the clist;parameters. If this application returns a true
value, any immediately returns that value. Otherwise, it iterates, applying pred to the second
elements of the clist; parameters, then the third, and so forth. The iteration stops when a true value
is produced or one of the lists runs out of values; in the latter case, any returns #£. The application
of pred to the last element of the lists is a tail call.

Note the difference between £ind and any -- £ind returns the element that satisfied the
predicate; any returns the true value that the predicate produced.

Like every, any's hame does not end with a question mark -- this is to indicate that it does not
return a simple boolean (#t or #f), but a general value.

(any integer? '(a 3 b 2.7)) => #t
(any integer? '(a 3.1 b 2.7)) => #f
(any < '"(3 1 4 1 5)



'(2 71 8 2)) => #t

every pred clisty clists ... -> value

Applies the predicate across the lists, returning true if the predicate returns true on every
application.

If there are n list arguments clist; ... clist,, then pred must be a procedure taking n arguments and

returning a single value, interpreted as a boolean (that is, # £ means false, and any other value
means true).

every applies predto the first elements of the clist;parameters. If this application returns false,
every immediately returns false. Otherwise, it iterates, applying pred to the second elements of
the clist;parameters, then the third, and so forth. The iteration stops when a false value is
produced or one of the lists runs out of values. In the latter case, every returns the true value
pr_c|>dUﬁed by its final application of pred. The application of pred to the last element of the lists is a
tail call.

If one of the clist;has no elements, every simply returns #t.

Like any, every's hame does not end with a question mark -- this is to indicate that it does not
return a simple boolean (#t or #f), but a general value.

list-index pred clist; clist, ... -> integer or false

Return the index of the leftmost element that satisfies pred.

If there are nlist arguments clist; ... clist,, then pred must be a function taking n arguments and
returning a single value, interpreted as a boolean (that is, # £ means false, and any other value
means true).

list-index applies pred to the first elements of the clist; parameters. If this application returns

true, 1ist-index immediately returns zero. Otherwise, it iterates, applying pred to the second
elements of the clist; parameters, then the third, and so forth. When it finds a tuple of list elements
that cause pred to return true, it stops and returns the zero-based index of that position in the lists.

The iteration stops when one of the lists runs out of values; in this case, 1ist-index returns #f.

(list-index even? '(3 1 4 1 5 9)) => 2
(list-index < '"(3 1 41 5 925 %6) '"(27182)=1
(list-index = '(3 1 4 1 5 9 2 5 %6) '"(2 718 2)) => #f

member x list [=] -> list
memq x list -> list
memv X list -> list

R5RS+] These procedures return the first sublist of list whose car is x, where the sublists of list
are the non-empty lists returned by (drop 1ist 1) foriless than the length of list. If x does not

occur in list, then #f£ is returned. memg uses eq? to compare x with the elements of /ist, while memv

uses egv?, and member uses equal?.

(memg 'a '(a b c)) => (a b )
(memg 'b '(a b c)) => (b )
(memg 'a '(b c d)) => #f
(memg (list 'a) '(b (a) c)) => #f
(member (list 'a)
'(b (a) <)) => ((a) c)
(memg 101 ' (100 101 102)) => “*unspecified*
(memv 101 ' (100 101 102)) => (101 102)

member is extended from its R5RS definition to allow the client to pass in an optional equality
procedure = used to compare keys.

The comparison procedure is used to compare the elements g; of list to the key x in this way:



(= x e;) ; list is (E1 ... En)

That is, the first argument is always x, and the second argument is one of the list elements. Thus
one can reliably find the first element of list that is greater than five with (member 5 1ist <)

Note that fully general list searching may be performed with the find-tail and f£ind procedures,
e.g.

(find-tail even? list) ; Find the first elt with an even key.

Deletion

delete xlist[=] -> list
delete! xlist[=]-> list

delete uses the comparison procedure =, which defaults to equal?, to find all elements of list
that are equal to x, and deletes them from list. The dynamic order in which the various applications
of = are made is not specified.

The list is not disordered -- elements that appear in the result list occur in the same order as they
occur in the argument list. The result may share a common tail with the argument list.

Note that fully general element deletion can be performed with the remove and remove!
procedures, e.g.:

;; Delete all the even elements from LIS:
(remove even? 1lis)

The comparison procedure is used in this way: (= x e;). Thatis, xis always the first argument,
and a list element is always the second argument. The comparison procedure will be used to
compare each element of list exactly once; the order in which it is applied to the various e;is not
specified. Thus, one can reliably remove all the numbers greater than five from a list with (delete
5 list <)

delete! is the linear-update variant of delete. It is allowed, but not required, to alter the cons
cells in its argument list to construct the result.

delete-duplicates list[=]-> list
delete-duplicates! list[=]-> list

delete-duplicates removes duplicate elements from the list argument. If there are multiple
equal elements in the argument list, the result list only contains the first or leftmost of these
elements in the result. The order of these surviving elements is the same as in the original list --
delete-duplicates does not disorder the list (hence it is useful for "cleaning up" association
lists).

The = parameter is used to compare the elements of the list; it defaults to equal?. If x comes
before y in list, then the comparison is performed (= x y). The comparison procedure will be
used to compare each pair of elements in /ist no more than once; the order in which it is applied to
the various pairs is not specified.

Implementations of delete-duplicates are allowed to share common tails between argument
and result lists -- for example, if the list argument contains only unique elements, it may simply
return exactly this list.

Be aware that, in general, delete-duplicates runs in time O(n2) for n-element lists. Uniquifying
long lists can be accomplished in O(n Ig n) time by sorting the list to bring equal elements together,
then using a linear-time algorithm to remove equal elements. Alternatively, one can use algorithms
based on element-marking, with linear-time results.

delete-duplicates! is the linear-update variant of delete-duplicates;itis allowed, but
not required, to alter the cons cells in its argument list to construct the result.

(delete-duplicates '(a b a cabc z)) => (a b c z)

;7 Clean up an alist:



(delete-duplicates '"((a . 3) (b . 7) (a . 9) (c . 1))
(lambda (x y) (eg? (car x) (car y))))
=> ((a . 3) (b . 7) (c . 1))

Association lists

An "association list" (or "alist") is a list of pairs. The car of each pair contains a key value, and the cdr
contains the associated data value. They can be used to construct simple look-up tables in Scheme.
Note that association lists are probably inappropriate for performance-critical use on large data; in these
cases, hash tables or some other alternative should be employed.

assoc key alist [=] -> pair or #f
assq key alist -> pair or #f
assv key alist -> pair or #f

[R5RS+] alist must be an association list -- a list of pairs. These procedures find the first pair in
alist whose car field is key, and returns that pair. If no pair in alist has key as its car, then #f£ is
returned. assqg uses eq? to compare key with the car fields of the pairs in alist, while assv uses
eqv? and assoc uses equal?.

(define e "((a 1) (b 2) (c 3)))

(assg 'a e) => (a 1)
(assg 'b e) => (b 2)
(assg 'd e) => #f

(assq (list 'a) '(((a)) ((b)) ((c)))) => #f

(assoc (list 'a) '(((a)) ((b)) ((c)))) => ((a))
(assg 5 "((2 3) (5 7) (11 13))) => “*unspecified*
(assv 5 "((2 3) (5 7) (11 13))) => (5 7)

assoc is extended from its R5RS definition to allow the client to pass in an optional equality
procedure = used to compare keys.

The comparison procedure is used to compare the elements g; of list to the key parameter in this
way:

(= key (car e;)) ; list is (E1 ... En)

That is, the first argument is always key, and the second argument is one of the list elements. Thus
one can reliably find the first entry of alist whose key is greater than five with (assoc 5 alist
<)

Note that fully general alist searching may be performed with the find-tail and find
procedures, e.g.

;7 Look up the first association in alist with an even key:
(find (lambda (a) (even? (car a))) alist)

alist-cons key datum alist -> alist
(lambda (key datum alist) (cons (cons key datum) alist))

Cons a new alist entry mapping key -> datum onto alist.

alist-copy alist -> alist

Make a fresh copy of alist. This means copying each pair that forms an association as well as the
spine of the list, i.e.

(lambda (a) (map (lambda (elt) (cons (car elt) (cdr elt))) a))

alist-delete key alist [=] -> alist
alist-delete! key alist [=]-> alist

alist-delete deletes all associations from alist with the given key, using key-comparison
procedure =, which defaults to equal ?. The dynamic order in which the various applications of =



are made is not specified.

Return values may share common tails with the alist argument. The alist is not disordered --
elements that appear in the result alist occur in the same order as they occur in the argument alist.

The comparison procedure is used to compare the element keys k; of alist's entries to the key
parameter in this way: (= key k;). Thus, one can reliably remove all entries of alist whose key is

greater than five with (alist-delete 5 alist <)

alist-delete! isthe linear-update variant of alist-delete. It is allowed, but not required, to
alter cons cells from the alist parameter to construct the result.

Set operations on lists

These procedures implement operations on sets represented as lists of elements. They all take an =
argument used to compare elements of lists. This equality procedure is required to be consistent with
eqg?. Thatis, it must be the case that

(eg? x y) => (= x y).

Note that this implies, in turn, that two lists that are eq? are also set-equal by any legal comparison
procedure. This allows for constant-time determination of set operations on eg? lists.

Be aware that these procedures typically run in time O(n * m) for n- and m-element list arguments.
Performance-critical applications operating upon large sets will probably wish to use other data
structures and algorithms.

lset<= =list; ... -> boolean

Returns true iff every list;is a subset of list;, 1, using = for the element-equality procedure. List A is
a subset of list Bif every element in A is equal to some element of B. When performing an element
comparison, the = procedure's first argument is an element of A; its second, an element of B.

(lset<= eg? '(a) '"(a b a) '"(abcc)) => #t
(lset<= eqg?) => #t ; Trivial cases
(lset<= eg? '(a)) => #t

1set= =list; list5 ... -> boolean

Returns true iff every list;is set-equal to listj, ¢, using = for the element-equality procedure. "Set-
equal" simply means that list;is a subset of list;, s, and list;,; is a subset of list;. The = procedure's
first argument is an element of list;; its second is an element of /ist;, ;.

(lset=eg? '"(b e a) '(a e b) "(e e ba)) => #t
(lset= eqg?) => #t ; Trivial cases
(lset= eg? '(a)) => #t

Note added on 2020-06-02: The reference (sample) implementation had a bug that reversed the

arguments to =. The implementation has been corrected to match the text above.

lset-adjoin =listelt;... > list

Adds the elf;elements not already in the list parameter to the result list. The result shares a
common tail with the list parameter. The new elements are added to the front of the list, but no
guarantees are made about their order. The = parameter is an equality procedure used to
determine if an elt;is already a member of list. Its first argument is an element of list; its second is

one of the el

The list parameter is always a suffix of the result -- even if the list parameter contains repeated
elements, these are not reduced.
'i 'o

(lset-adjoin eqg? '"(a b c d c e) 'a 'e 'u) => (uoilabcdoc

e)



lset-union =/ist; ... -> list
Returns the union of the lists, using = for the element-equality procedure.
The union of lists A and B is constructed as follows:

o If Ais the empty list, the answer is B (or a copy of B).

e Otherwise, the result is initialised to be list A (or a copy of A).

e Proceed through the elements of list B in a left-to-right order. If b is such an element of B,
compare every element r of the current result listto b: (= r b). If all comparisons fail, b is
consed onto the front of the result.

However, there is no guarantee that = will be applied to every pair of arguments from A and B. In
particular, if Ais eqg? to B, the operation may immediately terminate.

In the n-ary case, the two-argument list-union operation is simply folded across the argument lists.

(lset-union eqg? '"(a b cde) "(ae iowu) =>
(uoilabcde)

;; Repeated elements in LIST1 are preserved.
(lset-union eqg? '(a a c) '"(x a x)) => (x a a c)

;; Trivial cases
(lset-union eqg?) => ()
(lset-union eqg? '"(a b c)) => (a b c)

lset-intersection =list; listo... -> list
Returns the intersection of the lists, using = for the element-equality procedure.

The intersection of lists A and B is comprised of every element of A that is =to some element of B:
(= a b),forain A, and bin B. Note this implies that an element which appears in B and multiple
times in list A will also appear multiple times in the result.

The order in which elements appear in the result is the same as they appear in list; -- that is,
lset-intersection essentially filters list;, without disarranging element order. The result may
share a common tail with /ist;.

In the n-ary case, the two-argument list-intersection operation is simply folded across the argument
lists. However, the dynamic order in which the applications of = are made is not specified. The
procedure may check an element of list; for membership in every other list before proceeding to

consider the next element of list;, or it may completely intersect list; and listo before proceeding to
lists, or it may go about its work in some third order.

(lset-intersection eqg? '"(a b c de) "(a e i1 o0 u)) => (a e)

;; Repeated elements in LIST1 are preserved.
(lset-intersection eqg? '"(a x y a) '(x a x z)) => '(a x a)

(lset-intersection eqg? '(a b c)) => (a b ¢) ; Trivial case

lset-difference =list; lists... -> list

Returns the difference of the lists, using = for the element-equality procedure -- all the elements of
list; that are not = to any element from one of the other list; parameters.

The = procedure's first argument is always an element of list;; its second is an element of one of
the other list;. Elements that are repeated multiple times in the list; parameter will occur multiple
times in the result. The order in which elements appear in the result is the same as they appear in
list; -- thatis, 1set-difference essentially filters list;, without disarranging element order. The
result may share a common tail with list;. The dynamic order in which the applications of = are
made is not specified. The procedure may check an element of list; for membership in every other
list before proceeding to consider the next element of list;, or it may completely compute the
difference of list; and listo before proceeding to lists, or it may go about its work in some third
order.



(lset-difference eg? '"(a b cde) '"(aeiowu)) => (b cd)

(lset-difference eg? '"(a b c)) => (a b c) ; Trivial case

lset-xor =list; ... -> list

Returns the exclusive-or of the sets, using = for the element-equality procedure. If there are exactly
two lists, this is all the elements that appear in exactly one of the two lists. The operation is
associative, and thus extends to the n-ary case -- the elements that appear in an odd number of
the lists. The result may share a common tail with any of the list; parameters.

More precisely, for two lists A and B, A xor Bis a list of

o every element a of A such that there is no element b of Bsuch that (= a b), and
e every element b of B such that there is no element a of Asuch that (= b a).

However, an implementation is allowed to assume that = is symmetric -- that is, that
(= a b) == (= b a).

This means, for example, that if a comparison (= a b) produces true for some ain Aand bin B,
both a and b may be removed from inclusion in the result.

In the n-ary case, the binary-xor operation is simply folded across the lists.
(lset-xor eg? '(ab cde) "(aeiou)) => (dcbiou
;7 Trivial cases.

(lset-xor eg?) => ()
(lset-xo0or eg? '"(a b c de)) => (a b cde)

lset-diff+intersection =listy lists... -> [list list]

Returns two values -- the difference and the intersection of the lists. Is equivalent to

(values (lset-difference = list; listy ...)
(lset-intersection = list;
(lset-union = Iist, ...)))

but can be implemented more efficiently.

The = procedure's first argument is an element of listy; its second is an element of one of the other
list;.

Either of the answer lists may share a common tail with /ist;. This operation essentially partitions
/i8t1.

lset-union! = listy ... -> list
lset-intersection! = listy listo ... -> list
lset-difference! = listy listo ... -> list
lset-xor! = listy ... -=> list

lset-diff+intersection! =list;lists... -> [list list]
These are linear-update variants. They are allowed, but not required, to use the cons cells in their

first list parameter to construct their answer. 1set-union! is permitted to recycle cons cells from
any of its list arguments.

Primitive side-effects

These two procedures are the primitive, R5RS side-effect operations on pairs.

set-car! pair object -> unspecified
set-cdr! pair object -> unspecified



R5RS] These procedures store object in the car and cdr field of pair, respectively. The value
returned is unspecified.

define (f) (list 'not-a-constant-list))
define (g) ' (constant-list))

set-car! (f) 3) => “*unspecified*
set-car! (g) 3) => “*error*

(
(
(
(
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Copyright
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All other text is copyright (C) Olin Shivers (1998, 1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
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without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell

copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: Michael Sperber
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2: AND-LET*: an AND with local bindings, a guarded LET*
special form

by Oleg Kiselyov
Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-2@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

Received: 1998-12-28
Revised: 1999-02-09

Draft: 1998-12-28--1999-02-28
Final: 1999-03-01

Revised to fix errata:

o 2020-06-08 (Fixed: Variables bound by AND-LET* needn't be unique. This requirement was
based on the mistaken impression that LET* imposed that requirement, which it doesn't. Also,
updated link to sample implementation to point to a more recent version by Oleg.)

o 2020-10-26 (Clarified what is meant by BODY in (and-let* (CLAWS) BODY).)

Abstract

Like an ordinary AND, an AND-LET* special form evaluates its arguments -- expressions -- one after
another in order, till the first one that yields #f. Unlike AND, however, a non-#f result of one expression
can be bound to a fresh variable and used in the subsequent expressions. AND-LET* is a cross-breed
between LET* and AND.

Rationale

In case of an ordinary AND formed of proper boolean expressions:

(AND E1E2..)

expression E2, if it gets to be evaluated, knows that E1 has returned non-#f. Moreover, E2 knows
exactly what the result of E1 was -- #t -- which E2 can use to its advantage. If E1 however is an
extended boolean expression, E2 can no longer tell which particular non-#f value E1 has returned.
Chances are it took a lot of work to evaluate E1, and the produced result (a number, a vector, a string,
etc) may be of value to E2. Alas, the AND form merely checks that the result is not an #f, and throws it
away. If E2 needs it, it has to compute that value anew. This proposed AND-LET* special form lets
constituent expressions get hold of the results of already evaluated expressions, without re-doing their
work.

AND-LET™* can be thought of as a combination of LET* and AND, or a generalization of COND's send
operator =>. An AND-LET* form can also be considered a sequence of guarded expressions. In a
regular program, forms may produce results, bind them to variables and let other forms use these
results. AND-LET™ differs in that it checks to make sure that every produced result "makes sense" (that
is, not an #f). The first "failure" triggers the guard and aborts the rest of the sequence (which
presumably would not make any sense to execute anyway).

Examples:

(AND-LET* ((my-list (compute-list)) ((not (null? my-list))))
(do-something my-1list))

(define (look-up key alist)
(and-let* ((x (assq key alist))) (cdr x)))

(or
(and-let* ((c (read-char))
((not (eof-object? c))))
(string-set! some-str i c)
(set! i (+ 1 i)))
(begin (do-process-eof)))

; A more realistic example
; Parse the 'timestamp' =
H tokenl ::= 'Yy' 'MmMm' 'J’
: token2 ::= 'GG' 'gg' "/"
(define (parse-full-timestamp tokenl token2)

'tokenl' 'token2'
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(AND-LET* (((= 5 (string-length tokenl)))
= 5 (string-length token2)))
imestamp
(OS:string->time "%m/%d/%y %H:3M"
(string
(string-ref tokenl 2) (string-ref tokenl 3) #\/
(string-ref tokenl 0) (string-ref tokenl 1) #\/
(case (string-ref tokenl 4)
((#\8 #\9) #\9) (else #\0))
(string-ref tokenl 4) #\space
(string-ref token2 0) (string-ref token2 1) #\:
(string-ref token2 2) (string-ref token2 3))))
((positive? timestamp)))
timestamp))

((
((
(t

AND-LET™ is also similar to an "anaphoric AND" LISP macro [Rob Warnock, comp.lang.scheme, 26 Feb
1998 09:06:43 GMT, Message-ID: 6d3bb3$3804h @fido.asd.sgi.com]. AND-LET* allows however more

than one intermediate result, each of which continues to be bound through the rest of the form.
Specification
Syntax and Informal Semantics

AND-LET* (CLAWS) BODY

CLAWS ::
CLAW

'() | (cons CLAW CLAWS)
(VARIABLE EXPRESSION) | (EXPRESSION) |
BOUND-VARIABLE

The CLAWS are evaluated in the strict left-to-right order

For each CLAW, the EXPRESSION part is evaluated first (or BOUND-VARIABLE is looked up)
If the result is #f, AND-LET* immediately returns #f

Otherwise, if the CLAW is of the form (VARIABLE EXPRESSION) the EXPRESSION's value is
bound to a freshly made VARIABLE

The VARIABLE is available for the rest of the CLAWS , and the BODY

BODY is a body as in a LET* form.

Formal (Denotational) Semantics

eval[ (AND-LET* (CLAWl ...) BODY), env] =
eval claw[ CLAWl, env ] andalso
eval[ (AND-LET* ( ...) BODY), ext claw env[CLAWl, env]]

eval[ (AND-LET* (CLAW) ), env] = eval claw[ CLAW, env ]
eval[ (AND-LET* () FORM1 ...), env] = eval[ (LET* () FORM1l ...), env ]
eval[ (AND-LET* () ), env] = #t

eval claw[ BOUND-VARIABLE, env ] =
eval[ BOUND-VARIABLE, env ]

eval claw|[ (EXPRESSION), env ] =
eval[ EXPRESSION, env ]

eval claw[ (VARIABLE EXPRESSION), env ] =
eval[ EXPRESSION, env ]

ext claw_env[ BOUND-VARIABLE, env ] = env
ext claw _env[ (EXPRESSION), env ] =
env-after-eval[ EXPRESSION, env ]
ext claw_env[ (VARIABLE EXPRESSION), env ] =
extend-env[ env-after-eval[ EXPRESSION, env ],
VARIABLE boundto eval[ EXPRESSION, env ]]

Implementation

A full sample implementation is available at http://okmij.org/ftp/Scheme/1lib/myenv-chez.s

cm. The test suite is at http://okmij.org/ftp/Scheme/tests/vland. scm.

Copyright
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Copyright (C) Oleg Kiselyov (1998). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: Dave Mason

Last modified: Sun Jan 28 13:40:28 MET 2007
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6: Basic String Ports
by William D Clinger

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-6@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

« Received: 1999-04-07
o Draft: 1999-04-26--1999-06-24
o Final: 1999-07-01

Abstract

Scheme's i/o primitives are extended by adding three new procedures that:
e create an input port from a string;
e create an output port whose contents are accumulated in Scheme's working memory instead of an
external file; and

e extract the accumulated contents of an in-memory output port and return them in the form of a
string.

Issues

None.

Rationale

Scheme's procedures for performing input and output from and to ports become more useful when
extended by string ports. The interface described here has been in use since 1986 or before, and is
currently supported by several of the major implementations.

Specification
This specification is taken from the MacScheme Reference Manual.
(OPEN-INPUT-STRING string) ;procedure
Takes a string and returns an input port that delivers characters from the string. The port can be

closed by CLOSE-INPUT-PORT, though its storage will be reclaimed by the garbage collector if it
becomes inaccessible.

(define p
(open-input-string "(a . (b . (c . ()))) 34"))
(input-port? p) --> #t
(read p) --> (a b c)
(read p) --> 34
(eof-object? (peek-char p)) --> #t
(OPEN-OUTPUT-STRING) ;procedure

Returns an output port that will accumulate characters for retrieval by GET-OUTPUT-STRING. The
port can be closed by the procedure CLOSE-OUTPUT-PORT, though its storage will be reclaimed
by the garbage collector if it becomes inaccessible.

(let ((g (open-output-string))
(x "(abc)))
(write (car x) q)
(write (cdr x) q)
(get-output-string q)) --> "a(b c)"

(GET-OUTPUT-STRING output-port) ;procedure

Given an output port created by OPEN-OUTPUT-STRING, returns a string consisting of the
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characters that have been output to the port so far.

Implementation

What follows is just an outline of how these procedures might be implemented, because a real
implementation would also have to redefine READ, WRITE, and so forth to use PEEK-CHAR, READ-
CHAR, and WRITE-CHAR as redefined below.

Since the code for READ and WRITE would be identical to code that already exists in any
implementation, however, it should not be necessary for this SRFI to include that code within this SRFI.
Including it would only detract from the readability of this implementation.

This implementation is not IEEE- or R5RS-compliant,
for the following reasons:

This implementation does not redefine procedures
like READ, WRITE, DISPLAY, and NEWLINE to ensure
that they use the redefined PEEK-CHAR, READ-CHAR,
WRITE-CHAR, and so forth. That should be easy
for an implementor to do, however.

This implementation obtains an end-of-file object
by reading a Unix-specific file, /dev/null.

Ne Ne Ne Ne Ne Ne Ne Ne we we wo

(define open-input-string 0) ; assigned below
(define open-output-string 0) ; assigned below
(define get-output-string 0) ; assigned below

; We have to remember the original procedures before
; we can define new ones.

(define ur-vector? vector?)

(define ur-vector-length vector-length)

(define ur-vector-ref vector-ref)

(define ur-vector-set! vector-set!)

(define ur-input-port? input-port?)

(define ur-output-port? output-port?)

(define ur-close-input-port close-input-port)
(define ur-close-output-port close-output-port)
(define ur-peek-char peek-char)

(define ur-read-char read-char)

(define ur-write-char write-char)

IEEE/ANSI Scheme insists that we define any global
variables that we are going to assign. R5RS Scheme
apparently does not require this.

~e Ne ~o

(define vector? vector?)

(define vector-length vector-length)
(define vector-ref vector-ref)

(define vector-set! vector-set!)

(define input-port? input-port?)

(define output-port? output-port?)

(define close-input-port close-input-port)
(define close-output-port close-output-port)
(define peek-char peek-char)

(define read-char read-char)

(define write-char write-char)

(let ((ur-vector? ur-vector?)
(ur-vector-length ur-vector-length)
(ur-vector-ref ur-vector-ref)
(ur-vector-set! ur-vector-set!)
(ur-input-port? ur-input-port?)
(ur-output-port? ur-output-port?)
(ur-close-input-port ur-close-input-port)
(ur-close-output-port ur-close-output-port)
(ur-peek-char ur-peek-char)
(ur-read-char ur-read-char)
(ur-write-char ur-write-char)
(eof (call-with-input-file "/dev/null" read-char))



(input-string-tag (list 'input-string-tag))
(output-string-tag (list 'output-string-tag)))

(define (error)
(display "You're not supposed to do that!")
(newline)
(if #f #f))

(define (restrict f pred?)
(lambda (x . rest)
(if (pred? x)
(apply f x rest)
(error))))

(define (my-vector? x)
(and (ur-vector? x)
(not (input-string? x))
(not (output-string? x))))

(define (input-string? x)
(and (ur-vector? x)
(positive? (ur-vector-length x))
(eq? input-string-tag (ur-vector-ref x 0))))

(define (output-string? x)
(and (ur-vector? Xx)
(positive? (ur-vector-length x))
(eq? output-string-tag (ur-vector-ref x 0))))

(define (selector pred? i)
(lambda (x)
(if (pred? x)
(ur-vector-ref x i)
(error))))

(define (setter pred? i)
(lambda (x y)
(if (pred? x)
(begin (ur-vector-set! x i y)
(if #f #f))
(error))))

(set! vector? my-vector?)

(set! vector-length (restrict ur-vector-length my-vector?))
(set! vector-ref (restrict ur-vector-ref my-vector?))
(set! vector-set! (restrict ur-vector-set! my-vector?))
(let ()

; The guts of the implementation begin here.

(define (make-input-string s)
(vector input-string-tag #t s (string-length s) 0))

(define input-string:open? (selector input-string?
(define input-string:open?! (setter input-string?
(define input-string:string (selector input-string?

BB WN R e
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(define input-string:size (selector input-string?
(define input-string:next (selector input-string?
(define input-string:next! (setter input-string?

(define (make-output-string)
(vector output-string-tag #t '()))

(define output-string:open? (selector output-string?
(define output-string:open?! (setter output-string?
(define output-string:contents (selector output-string?
(define output-string:contents! (setter output-string?

(set! open-input-string make-input-string)
(set! open-output-string make-output-string)
(set! get-output-string

NN
~ ~— ~— ~—
~— ~— ~— ~—



(lambda (x)
(list->string (reverse (output-string:contents x)))))

(set! input-port?
(lambda (x)
(or (ur-input-port? x)
(input-string? x))))

(set! output-port?
(lambda (x)
(or (ur-output-port? x)
(output-string? x))))

(set! close-input-port
(lambda (x)
(if (input-string? x)
(input-string:open?! x #f)
(ur-close-input-port x))))

(set! close-output-port
(lambda (x)
(if (output-string? x)
(output-string:open?! x #f£f)
(ur-close-output-port x))))

(set! peek-char
(lambda args
(if (null? args)
(ur-peek-char)
(let ((x (car args)))
(if (input-string? x)
(let ((s (input-string:string x))
(i (input-string:next x))
(n (input-string:size x)))
(if (input-string:open? x)
(if (< 1 n)
(string-ref s i)
eof)
(error)))
(ur-peek-char x))))))

(set! read-char
(lambda args
(if (null? args)
(ur-read-char)
(let ((x (car args)))
(if (input-string? x)
(let ((s (input-string:string x))
(i (input-string:next x))
(n (input-string:size x)))
(if (input-string:open? x)
(if (< i n)
(let ((c (string-ref s i)))
(input-string:next! x (+ i 1))
c)
eof)
(error)))
(ur-read-char x))))))

(set! write-char
(lambda (c . rest)
(if (null? rest)
(ur-write-char c)
(let ((x (car rest)))
(if (output-string? x)
(if (output-string:open? x)
(output-string:contents!
X
(cons c (output-string:contents x)))
(error))
(ur-write-char c x))))))



(1f #£f #£f)))
Copyright

Copyright (C) William D Clinger (1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
g\IOCONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE

FTWARE.

Editor: Mike Sperber
Last modified: Fri Aug 7 09:46:28 MST 2009


mailto:srfi%20minus%20editors%20at%20srfi%20dot%20schemers%20dot%20org

8: receive: Binding to multiple values

by John David Stone
Department of Mathematics and Computer Science, Grinnell College, Grinnell, lowa 50112, email.

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-8@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

o Received: 1999-05-27
e Draft: 1999-07-01--1999-08-30
o Final: 1999-08-30

Related SRFis

The syntax proposed in this SRFI is used in the reference implementation of SRFI-1, “List library.”

Abstract

The only mechanism that R°RS provides for binding identifiers to the values of a multiple-valued
expression is the primitive call-with-values. This SRFI proposes a more concise, more readable
syntax for creating such bindings.

Rationale

Although RORS supports multiple-valued expressions, it provides only the essential procedures values
and call-with-values. It is evident that the authors expected Scheme programmers to define other
constructs in terms of these, abstracting common patterns of use.

One such pattern consists in binding an identifier to each of the values of a multiple-valued expression
and then evaluating an expression in the scope of the bindings. As an instance of this pattern, consider
the following excerpt from a quicksort procedure:

(call-with-values
(lambda ()
(partition (precedes pivot) others))
(lambda (fore aft)
(append (gsort fore) (cons pivot (gsort aft)))))

Here partition is a multiple-valued procedure that takes two arguments, a predicate and a list, and
returns two lists, one comprising the list elements that satisfy the predicate, the other those that do not.
The purpose of the expression shown is to partition the list others, sort each of the sublists, and
recombine the results into a sorted list.

For our purposes, the important step is the binding of the identifiers fore and aft to the values
returned by partition. Expressing the construction and use of these bindings with the call-by-
values primitive is cumbersome: One must explicitly embed the expression that provides the values for
the bindings in a parameterless procedure, and one must explicitly embed the expression to be
evaluated in the scope of those bindings in another procedure, writing as its parameters the identifiers
that are to be bound to the values received.

These embeddings are boilerplate, exposing the underlying binding mechanism but not revealing
anything relevant to the particular program in which it occurs. So the use of a syntactic abstraction that
exposes only the interesting parts -- the identifiers to be bound, the multiple-valued expression that
supplies the values, and the body of the receiving procedure -- makes the code more concise and more
readable:

(receive (fore aft) (partition (precedes pivot) others)
(append (gsort fore) (cons pivot (gsort aft))))

The advantages are similar to those of a 1et-expression over a procedure call with a 1ambda-


mailto:stone@cs.grinnell.edu
https://srfi.schemers.org/srfi-process.html
mailto:srfi+minus+8+at+srfi+dotschemers+dot+org
https://srfi.schemers.org/srfi-list-subscribe.html
https://srfi-email.schemers.org/srfi-8
file:///Users/mdh/Downloads/srfi-1/

expression as its operator. In both cases, cleanly separating a “header” in which the bindings are
established from a “body” in which they are used makes it easier to follow the code.

Specification
(receive <formals> <expression> <body>) library syntax

<Formals>, <expression>, and <body> are as described in R°RS. Specifically, <formals> can have any
of three forms:

e (<variables> ... <variable;>): The environment in which the receive-expression is evaluated is
extended by binding <variable>, ..., <variable > to fresh locations. The <expression> is evaluated,

and its values are stored into those locations. (It is an error if <expression> does not have exactly n
values.)

e <variable>: The environment in which the receive-expression is evaluated is extended by binding
<variable> to a fresh location. The <expression> is evaluated, its values are converted into a newly
allocated list, and the list is stored in the location bound to <variable>.

e (<variable{> ... <variable> . <variable,, 1>): The environment in which the receive-
expression is evaluated is extended by binding <variable{>, ..., <variable,, , 1> to fresh locations.
The <expression> is evaluated. Its first n values are stored into the locations bound to <variable{>
. . . <variable;>. Any remaining values are converted into a newly allocated list, which is stored
into the location bound to <variable, , 1>. (It is an error if <expression> does not have at least n
values.)

In any case, the expressions in <body> are evaluated sequentially in the extended environment. The
results of the last expression in the body are the values of the receive-expression.

Reference implementation

(define-syntax receive
(syntax-rules ()
((receive formals expression body ...)
(call-with-values (lambda () expression)
(lambda formals body ...)))))

Copyright (C) John David Stone (1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
g\IOCONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE

FTWARE.

Editor: Mike Sperber
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9: Defining Record Types
by Richard Kelsey

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-9@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

o Received: 1999-07-01

« Revised: 1999-08-25

o Draft: 1999-07-07--1999-09-06
« Final: 1999-09-09

Abstract

This SRFI describes syntax for creating new data types, called record types. A predicate, constructor,
and field accessors and modifiers are defined for each record type. Each new record type is distinct
from all existing types, including other record types and Scheme's predefined types.

Rationale

Many Scheme implementations provide means for creating new types, usually called either records or
structures. The DEFINE-RECORD-TYPE syntax described here is a slight simplification of one written for
Scheme 48 by Jonathan Rees. Unlike many record-defining macros or special forms, it does not create
any new identifiers. Instead, the names of the record type, predicate, constructor, and so on are all
listed explicitly in the source. This has the following advantages:

e |t can be defined using a simple SYNTAX-RULES macro in Scheme implementations that provide a
procedural interface for creating record types.

¢ It does not restrict users to a particular naming convention.

e Tools like grep and GNU Emacs's tag facility will see the defining occurrence of each identifier.

Specification

The syntax of a record-type definition is:

<command or definition>
-> <record type definition> ; addition to 8.1.6 in R5RS

<record type definition>

-> (define-record-type <type name>
(<constructor name> <field tag> ...)
<predicate name>
<field spec> ...)

<field spec> -> (<field tag> <accessor name>)
-> (<field tag> <accessor name> <modifier name>)

<field tag> -> <identifier>
<... name> -> <identifier>

DEFINE-RECORD-TYPE is generative: each use creates a new record type that is distinct from all
existing types, including other record types and Scheme's predefined types.

Record-type definitions may only occur at top-level (there are two possible semantics for “internal’
record-type definitions, generative and nongenerative, and no consensus as to which is better).

An instance of DEFINE-RECORD-TYPE is equivalent to the following definitions:

e <type name> is bound to a representation of the record type itself. Operations on record types,
such as defining print methods, reflection, etc. are left to other SRFls.

e <constructor name> is bound to a procedure that takes as many arguments as there are
<field tag>sinthe (<constructor name> ...) subform and returns a new <type name>
record. Fields whose tags are listed with <constructor name> have the corresponding
argument as their initial value. The initial values of all other fields are unspecified.

e <predicate name> is a predicate that returns #T when given a value returned by
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<constructor name> and #F for everything else.

e Each <accessor name> is a procedure that takes a record of type <type name> and returns
the current value of the corresponding field. It is an error to pass an accessor a value which is not
a record of the appropriate type.

e Each <modifier name> is a procedure that takes a record of type <type name> and a value
which becomes the new value of the corresponding field; an unspecified value is returned. It is an
error to pass a modifier a first argument which is not a record of the appropriate type.

Records are disjoint from the types listed in Section 4.2 of R5RS.
Set ling the value of any of these identifiers has no effect on the behavior of any of their original values.
The following
(define-record-type :pare

(kons x vy)

pare?

(x kar set-kar!)

(y kdr))

defines KONS to be a constructor, KAR and KDR to be accessors, SET-KAR! to be a modifier, and
PARE? to be a predicate for : PARES.

(pare? (kons 1 2)) -—> #t
(pare? (cons 1 2)) -—> #f
(kar (kons 1 2)) -->1
(kdr (kons 1 2)) -=> 2

(let ((k (kons 1 2)))
(set-kar! k 3)
(kar k)) --> 3

Implementation

This code is divided into three layers. In top-down order these are:

1. Syntax definitions for DEFINE-RECORD-TYPE and an auxillary macro.

2. An implementation of record types with a procedural interface. Some Scheme implementations
already have something close to this.

3. Vector-like records implemented in R5RS. This redefines some standard Scheme procedures and
therefor must be loaded before any other code, including part 2 above. Note that these procedures
can be used to break the record-type abstraction (for example, RECORD-SET! can be used to
modify the type of a record). Access to these procedures should be restricted.

Syntax definitions

; Definition of DEFINE-RECORD-TYPE

(define-syntax define-record-type
(syntax-rules ()
((define-record-type type
(constructor constructor-tag ...)
predicate
(field-tag accessor . more) ...)
(begin
(define type
(make-record-type 'type '(field-tag ...)))
(define constructor
(record-constructor type '(constructor-tag ...)))
(define predicate
(record-predicate type))
(define-record-field type field-tag accessor . more)

ce+))))

; An auxilliary macro for define field accessors and modifiers.
; This is needed only because modifiers are optional.
(define-syntax define-record-field
(syntax-rules ()
((define-record-field type field-tag accessor)
(define accessor (record-accessor type 'field-tag)))
((define-record-field type field-tag accessor modifier)



(begin
(define accessor (record-accessor type 'field-tag))
(define modifier (record-modifier type 'field-tag))))))
Record types

We define the following procedures:

H

H

; (make-record-type <type-name <field-names>) -> <record-type>
; (record-constructor <record-type<field-names>) -> <constructor>
; (record-predicate <record-type>) -> <predicate>

; (record-accessor <record-type <field-name>) -> <accessor>

; (record-modifier <record-type <field-name>) -> <modifier>

H where

; (<constructor> <initial-value> ...) -> <record>

; (<predicate> <value>) -> <boolean>

; (<accessor> <record>) -> <value>

; (<modifier> <record> <value>) -> <unspecific>

Record types are implemented using vector-like records. The first
slot of each record contains the record's type, which is itself a
record.

~e ~eo we

(define (record-type record)
(record-ref record 0))

14
; Record types are themselves records, so we first define the type for

; them. Except for problems with circularities, this could be defined as:
; (define-record-type :record-type

; (make-record-type name field-tags)

; record-type?

H (name record-type-name)

; (field-tags record-type-field-tags))

; As it is, we need to define everything by hand.

(define :record-type (make-record 3))

(record-set! :record-type 0 :record-type) ; Its type is itself.
(record-set! :record-type 1 ':record-type)

(record-set! :record-type 2 '(name field-tags))

; Now that :record-type exists we can define a procedure for making more
; record types.
(define (make-record-type name field-tags)
(let ((new (make-record 3)))

(record-set! new 0 :record-type)

(record-set! new 1 name)

(record-set! new 2 field-tags)

new))

; Accessors for record types.

(define (record-type-name record-type)
(record-ref record-type 1))

(define (record-type-field-tags record-type)
(record-ref record-type 2))

14
; A utility for getting the offset of a field within a record.
(define (field-index type tag)
(let loop ((i 1) (tags (record-type-field-tags type)))
(cond ((null? tags)
(error "record type has no such field" type tag))
((eq? tag (car tags))
i)
(else
(loop (+ i 1) (cdr tags))))))



; Now we are ready to define RECORD-CONSTRUCTOR and the rest of the
; procedures used by the macro expansion of DEFINE-RECORD-TYPE.
(define (record-constructor type tags)
(let ((size (length (record-type-field-tags type)))
(arg-count (length tags))
(indexes (map (lambda (tag)
(field-index type tag))

tags)))
(lambda args
(if (= (length args)
arg-count)
(let ((new (make-record (+ size 1))))
(record-set! new 0 type)
(for-each (lambda (arg i)
(record-set! new i arg))
args
indexes)
new)
(error "wrong number of arguments to constructor" type args)))))

(define (record-predicate type)
(lambda (thing)
(and (record? thing)
(eq? (record-type thing)
type))))

(define (record-accessor type tag)

(let ((index (field-index type tag)))
(lambda (thing)
(if (and (record? thing)
(eq? (record-type thing)
type))
(record-ref thing index)
(error "accessor applied to bad value" type tag thing)))))

(define (record-modifier type tag)
(let ((index (field-index type tag)))
(lambda (thing value)
(if (and (record? thing)
(eg? (record-type thing)
type))
(record-set! thing index value)
(error "modifier applied to bad value" type tag thing)))))

Records

This implements a record abstraction that is identical to vectors,
except that they are not vectors (VECTOR? returns false when given a

record and RECORD? returns false when given a vector). The following
procedures are provided:

(record? <value>) -> <boolean>

(make-record <size>) -> <record>

(record-ref <record> <index>) -> <value>

(record-set! <record> <index> <value>) -> <unspecific>

These can implemented in R5RS Scheme as vectors with a distinguishing
value at index zero, providing VECTOR? is redefined to be a procedure
that returns false if its argument contains the distinguishing record
value. EVAL is also redefined to use the new value of VECTOR?.

Ne N Ne Ne Ne N Ne Ne Ne N “we we ~o

~e

Define the marker and redefine VECTOR? and EVAL.
(define record-marker (list 'record-marker))
(define real-vector? vector?)

(define (vector? x)
(and (real-vector? x)
(or (= 0 (vector-length x))
(not (eq? (vector-ref x 0)
record-marker)))))



; This won't work if ENV is the interaction environment and someone has

; redefined LAMBDA there.

(define eval
(let ((real-eval eval))
(lambda (exp env)
((real-eval " (lambda (vector?) ,exp))
vector?))))

; Definitions of the record procedures.

(define (record? x)
(and (real-vector? x)
(< 0 (vector-length x))
(eq? (vector-ref x 0)
record-marker)))

(define (make-record size)
(let ((new (make-vector (+ size 1))))
(vector-set! new 0 record-marker)
new))

(define (record-ref record index)
(vector-ref record (+ index 1)))

(define (record-set! record index value)
(vector-set! record (+ index 1) value))

Copyright
Copyright (C) Richard Kelsey (1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: Mike Sperber
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11: Syntax for receiving multiple values

by Lars T Hansen

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-11@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

Received: 1999-09-10

Draft: 1999-09-14--1999-11-12
Revised: 1999-11-01

Revised: 2000-03-15

Final: 2000-03-15

Abstract

The SRFI introduces syntactic forms LET-VALUES and LET*-VALUES that bind the values of
expressions that return multiple values.

Issues

None.

Rationale

LET-VALUES and LET*-VALUES reduce the clutter of the CALL-WITH-VALUES notation for receiving
multiple values.

Specification

(LET-VALUES ((<formals> <expression>) ...) <body>)
Syntax

Each <formals> should be a formal arguments list as for a LAMBDA expression, cf section 4.1.4 of
the R5RS.

The <expression>s are evaluated in the current environment, the variables of the <formals> are
bound to fresh locations, the return values of the <expression>s are stored in the variables, the
<body> is evaluated in the extended environment, and the values of the last expression of <body>
are returned. The <body> is a <tail body>, cf section 3.5 of the R5RS.

The matching of each <formals> to values is as for the matching of <formals> to arguments in a
LAMBDA expression, and it is an error for an <expression> to return a number of values that does
not match its corresponding <formals>.

(let-values (((a b . c) (values 1 2 3 4)))
(list a b c)) --> (1 2 (3 4))

(let ((a 'a) (b 'b) (x 'x) (v 'y))
(let-values (((a b) (values x y))
((x y) (values a b)))
(list a b x y))) --> (X y a b)

(LET*-VALUES ((<formals> <expression>) ...) <body>)
Syntax

Each <formals> should be a formal arguments list as for a LAMBDA expression, cf section 4.1.4 of
the R5RS.

LET*-VALUES is similar to LET-VALUES, but the bindings are performed sequentially from left to
right, and the region of a binding indicated by (<formals> <expression>) is that part of the LET*-
VALUES expression to the right of the binding. Thus the second binding is done in an environment
in which the first binding is visible, and so on.

(let ((a 'a) (b 'b) (x 'x) (v 'Y))
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(let*-values (((a b) (values x y))
((x y) (values a b)))
(list a b x y))) -—> (X ¥y XVY)
Implementation

The following implementation is written in R5RS Scheme. It is not compatible with the IEEE Scheme
standard because the IEEE standard does not contain the high-level macro system.

The implementation assumes that some top-level names defined by the R5RS are bound to their
original values.

;7 This code is in the public domain.

(define-syntax let-values
(syntax-rules ()
((let-values (?binding ...) ?body0 ?bodyl ...)
(let-values "bind" (?binding ...) () (begin ?body0 ?bodyl ...)))

((let-values "bind" () ?tmps ?body)
(let ?tmps ?body))

((let-values "bind" ((?b0 ?e0) ?binding ...) ?tmps ?body)
(let-values "mktmp" ?b0 ?e0 () (?binding ...) ?tmps ?body))

((let-values "mktmp" () ?e0 ?args ?bindings ?tmps ?body)
(call-with-values
(lambda () ?e0)
(lambda ?args
(let-values "bind" ?bindings ?tmps ?body))))

((let-values "mktmp" (?a . ?b) ?e0 (?arg ...) ?bindings (?tmp ...) ?
body)

(let-values "mktmp" ?b ?e0 (?arg ... x) ?bindings (?tmp ... (?a x)) ?
body))

((let-values "mktmp" ?a ?e0 (?arg ...) ?bindings (?tmp ...) ?body)
(call-with-values
(lambda () ?e0)
(lambda (?arg ... . X)
(let-values "bind" ?bindings (?tmp ... (?a x)) 2body))))))

(define-syntax let*-values
(syntax-rules ()
((let*-values () ?body0 ?bodyl ...)
(begin ?body0 ?bodyl ...))

((let*-values (?binding0 ?bindingl ...) ?body0 ?bodyl ...)
(let-values (?binding0)
(let*-values (?bindingl ...) ?body0 ?bodyl ...)))))

Copyright

Copyright (C) Lars T Hansen (1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE



SOFTWARE.

Editor: Mike Sperber
Last modified: Sun Jan 28 13:40:20 MET 2007
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13: String Libraries
by Olin Shivers

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send emailto srfi-13@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.
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o 2022-01-13 (Revised to fix error in description of kmp-step.)
o 2024-09-02 (Revised to fix missing argument in examples of string-fold and string-

fold-right.)
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Abstract

R5RS Scheme has an impoverished set of string-processing utilities, which is a problem for authors of
portable code. This SRFI proposes a coherent and comprehensive set of string-processing procedures;
it is accompanied by a reference implementation of the spec. The reference implementation is

e portable
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o efficient
e Open source

The routines in this SRFI are backwards-compatible with the string-processing routines of R5RS.
Procedure Index

Here is a list of the procedures provided by the string-lib and string-lib-internals packages. R5RS
procedures are shown in bold; extended R5RS procedures, in bold italic.

Predicates
string? string-null?
string-every string-any

Constructors
make-string string string-tabulate

List & string conversion
string->list list->string
reverse-list->string string-join

Selection
string-length
string-ref
string-copy
substring/shared
string-copy!
string-take string-take-right
string-drop string-drop-right
string-pad string-pad-right
string-trim string-trim-right string-trim-both

Modification
string-set! string-fill!
Comparison
string-compare string-compare-ci
string<> string= string< string> string<= string>=

string-ci<> string-ci= string-ci< string-ci> string-ci<= string-ci>=
string-hash string-hash-ci

Prefixes & suffixes
string-prefix-length string-suffix-length
string-prefix-length-ci string-suffix-length-ci

string-prefix? string-suffix?
string-prefix-ci? string-suffix-ci?

Searching
string-index string-index-right
string-skip string-skip-right
string-count
string-contains string-contains-ci

Alphabetic case mapping
string-titlecase string-upcase string-downcase
string-titlecase! string-upcase! string-downcase!

Reverse & append
string-reverse string-reverse!
string-append
string-concatenate
string-concatenate/shared string-append/shared
string-concatenate-reverse string-concatenate-reverse/shared

Fold, unfold & map
string-map string-map!



string-fold string-fold-right
string-unfold string-unfold-right
string-for-each string-for-each-index

Replicate & rotate
xsubstring string-xcopy!

Miscellaneous: insertion, parsing
string-replace string-tokenize

Filtering & deleting

string-filter string-delete

Low-level procedures
string-parse-start+end
string-parse-final-start+end
let-string-start+end

check-substring-spec
substring-spec-ok?

make-kmp-restart-vector kmp-step string-kmp-partial-search

Rationale

This SRFI defines two libraries that provide a rich set of operations for manipulating strings. These are
frequently useful for scripting and other text-manipulation applications. The library's design was
influenced by the string libraries found in MIT Scheme, Gambit, RScheme, MzScheme, slib, Common
Lisp, Bigloo, guile, Chez, APL, Java, and the SML standard basis.

All procedures involving character comparison are available in both case-sensitive and case-insensitive
forms.

All functionality is available in substring and full-string forms.
Strings are code-point sequences

This SRFI considers strings simply to be a sequence of "code points" or character encodings.
Operations such as comparison or reversal are always done code point by code point. See the
comments below on super-ASCII character types for implications that follow.

It's entirely possible that a legal string might not be a sensible "text" sequence. For example, consider a
string comprised entirely of zero-width Unicode accent characters with no preceding base character to
modify -- this is a legal string, albeit one that does not make a great deal of sense when interpreted as a
sequence of natural-language text. The routines in this SRFI do not handle these "text" concerns; they
restrict themselves to the underlying view of strings as merely a sequence of "code points."

String operations are locale- and context-independent

This SRFI defines string operations that are locale- and context-independent. While it is certainly
important to have a locale-sensitive comparison or collation procedure when processing text, it is also
important to have a suite of operations that are reliably invariant for basic string processing ---
otherwise, a change of locale could cause data structures such as hash tables, b-trees, symbol tables,
directories of filenames, etc. to become corrupted.

Locale- and context-sensitive text operations, such as collation, are explicitly deferred to a subsequent,
companion "text" SRFI.

Internationalisation & super-ASCII character types

The major issue confronting this SRFI is the existence of super-ASCII character encodings, such as
eight-bit Latin-1 or 16- and 32-bit Unicode. It is a design goal of this SRFI for the API to be portable
across string implementations based on at least these three standard encodings. Unfortunately, this
places strong limitations on the API design. Here are some relevant issues. Be warned that life in a
super-ASCII world is significantly more complex; there are no easy answers for many of these issues.

Case mapping and case-folding



Upper- and lower-casing characters is complex in super-ASCIl encodings.

e Some characters case-map to more than one character. For example, the Latin-1 German eszet
character upper-cases to "SS."

o This means that the R5RS function char-upcase is not well-defined, since it is defined to
produce a (single) character result.

o It means that an in-place string-upcase! procedure cannot be reliably defined, since the
original string may not be long enough to contain the result -- an N-character string might
upcase to a 2N-character result.

o It means that case-insensitive string-matching or searching is quite tricky. For example, an n-
character string s might match a 2N-character string s

e Some characters case-map in different ways depending upon their surrounding context. For
example, the Unicode Greek capital sigma character downcases differently depending upon
whether or not it is the final character in a word. Again, this spells trouble for the simple R5RS
char-downcase function.

¢ Unicode defines three cases: lowercase, uppercase and titlecase. The distinction between
uppercase and titlecase arises in the presence of Unicode's compound characters. For example,
Unicode has a single character representing the compound pair "dz." Uppercasing the "dz"
character produces the compound character "DZ", while titlecasing (or, as Americans say,
capitalizing) it produces compound character "Dz".

e Turkish actually has different case-mappings from other languages.

The Unicode Consortium's web site

http://www.unicode.org/
has detailed discussions of the issues. See in particular technical report 21 on case mappings

http://www.unicode.org/unicode/reports/tr21/

SRFI 13 makes no attempt to deal with these issues; it uses a simple 1-1 locale- and context-
independent case-mapping, specifically Unicode's 1-1 case-mappings given in

ftp://ftp.unicode.org/Public/lUNIDATA/UnicodeData.txt
The format of this file is explained in

ftp:/ftp.unicode.org/Public/lUNIDATA/UnicodeData.html
Note that this means that German eszet upper-cases to itself, not "SS".

Case-mapping and case-folding operations in SRFI 13 are locale-independent so that shifting locales
won't wreck hash tables, b-trees, symbol tables, efc.

String equality & string normalisation

Comparing strings for equality is complicated because in some cases Unicode actually provides multiple
encodings for the "same" character, and because what we usually think of as a "character" can be
represented in Unicode as a sequence of several code-points. For example, consider the letter "e" with
an acute accent. There is a single Unicode character for this. However, Unicode also allows one to
represent this with a two-character sequence: the "e" character followed by a zero-width acute-accent
character. As another example, Unicode provides some Asian characters in "narrow" and "full" widths.

There are multiple ways we might want to compare strings for equality. In (roughly) decreasing order of
precision,

e we might want a precise comparison of the actual encoding, so that <e-acute> would not compare
equal to <e, acute>.

« We might want a "normalised" comparison, where these two sequences would compare equal.

o We might want an even more-permissive normalisation, where visually-distinct properties of "the

same" character would be ignored. For example, we might want narrow/full-width versions of the

same Asian character to compare equal.

We might want comparisons that are insensitive to accents and diacritical marks.

We might want comparisons that are case-insensitive.

We might want comparisons that are insensitive to several of the above properties.

We might want ways to "normalise" strings into various canonical forms.

This library does not address these complexities. SRFI 13 string equality is simply based upon
comparing the encoding values used for the characters. Accent-insensitive and other types of
comparison are not provided; only a simple form of case-insensitive comparison is provided, which uses
the 1-1 case mappings specified by Unicode in

ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt
These are adequate for "program" or "systems" use of strings (e.g., to manipulate program identifiers
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and operating-system filenames).

String inequality

Above and beyond the issues arising in string-equality, when we attempt to order strings there are even
further considerations.

o French orders accents with right-to-left significance -- the reverse of the significance of the
characters.

o Case-insensitive ordering is not well defined by simple "code-point" considerations, even for simple
ASCII: there are punctuation characters between the ASCII's upper-case range of letters and its
lower-case range (left-bracket, backslash, right-bracket, caret, underbar and backquote). Does left-
bracket compare less-than or greater-than "a" in a case-insensitive comparison?

e The German eszet character should sort as if it were the pair of letters "ss".

Unicode defines a complex set of machinery for ordering or "collating" strings, which involves mapping
each string to a multi-byte sort key, and then doing simple lexicographic sorting with these keys. These
rules can be overlaid by additional domain- or language-specific rules. Again, this SRFI does not
address these issues. SRFI 13 string ordering is strictly based upon a character-by-character
comparison of the values used for representing the string.

Naming conventions

This library contains a large number of procedures, but they follow a consistent naming scheme, and
are consistent with the conventions developed in SRFI 1. The names are composed of smaller lexemes
in a regular way that exposes the structure and relationships between the procedures. This should help
the programmer to recall or reconstitute the name of the particular procedure that he needs when
writing his own code. In particular

e Procedures whose names end in "-ci" are case-insensitive variants.
e Procedures whose names end in "!" are side-effecting variants. What values these procedures
return is usually not specified.
e The order of common parameters is consistent across the different procedures.
 Left/right/both directionality: Procedures that have left/right directional variants use the following
convention:
Direction Suffix
left-to-right none
right-to-left —right
both -both
This is a general convention that was established in SRFI 1. The value of a convention is
proportional to the extent of its use.

Shared storage

Some Scheme implementations, e.g. guile and T, provide ways to construct substrings that share
storage with other strings. This facility is called "shared-text substrings." Shared-text substrings can be
used to eliminate the allocation and copying time and space required to produce substrings, which can
be a tremendous savings for some applications, reducing a linear-time operation to constant time.
Additionally, some algorithms rely on the sharing property of these substrings -- the application
assumes that if the underlying storage is mutated, then all strings sharing that storage will show the
change. However, shared-text substrings are not a common feature; most Scheme implementations do
not provide them.

SRFI 13 takes a middle ground with respect to shared-text substrings. In particular, a Scheme
implementation does not need to have shared-text substrings in order to implement this SRFI.

There is an additional form of storage sharing enabled by some SRFI 13 procedures, even without the
benefit of shared-text substrings. In some cases, some SRFI 13 routines are allowed to return as a
result one of the strings that was passed in as a parameter. For example, when constructing a substring

with the substring/shared procedure, if the requested substring is the entire string, the procedure is
permitted simply to return the original value. That is,

(eg? s (substring/shared s 0 (string-length s))) => true or false
whereas the R5RS substring function is required to allocate a fresh copy
(eg? s (substring s 0 (string-length s))) => false.

In keeping with SRFI 13's general approach to sharing, compliant implementations are allowed, but not
required, to provide this kind of sharing. Hence, procedures may not rely upon sharing in these cases.



Most procedures that permit results to share storage with inputs have equivalent procedures that
require allocating fresh storage for results. If an application wishes to be sure a new, fresh string is
allocated, then these "pure" procedures should be used.

Fresh copy guaranteed Sharing permitted

string-copy substring/shared

string-copy string-take string-take-right
string-copy string-drop string-drop-right
string-concatenate string-concatenate/shared
string-append string-append/shared

string-concatenate-reversestring-concatenate-reverse/shared
string-pad string-pad-right
string-trim string-trim-right
string-trim-both
string-filter string-delete

On the other hand, the functionality is present to allow one to write efficient code without shared-text
substrings. You can write efficient code that works by passing around start/end ranges indexing into a
string instead of simply building a shared-text substring. The APl would be much simpler without this
consideration -- if we had cheap shared-text substrings, all the start/end index parameters would vanish.
However, since SRFI 13 does not require implementations to provide shared-text substrings, the
extended API is provided.

R4RS/R5RS procedures

The R4RS and R5RS reports define 22 string procedures. The string-lib package includes 8 of these
exactly as defined, 3 in an extended, backwards-compatible way, and drops the remaining 11 (whose
functionality is available via other bindings).

The 8 procedures provided exactly as documented in the reports are string?, make-string,
string, string-length, string-ref, string-set!, string-append, and 1ist->string.

The eleven functions not included are string=?, string-ci=?, string<?, string-ci<?,
string>?, string-ci>?, string<=?, string-ci<=?, string>=?, string-ci>=?, and
substring. The string-lib package provides alternate bindings and extended functionality.

Additionally, the three extended procedures are

string-fill! s char [start end] -> unspecified
string->list s [start end] -> char-1ist
string-copy s [start end] -> string

They are uniformly extended to take optional start/end parameters specifying substring ranges.
Extra-SRFI recommendations

This SRFI recommends the following

¢ A SRFI be defined for shared-text substrings, allowing programs to be written that actually rely on
the shared-storage properties of these data structures.

¢ A SRFI be defined for manipulating Unicode text -- various normalisation operations, collation,
searching, etc. Collation operations might be parameterised by a "collation" structure representing
collation rules for a particular locale or language. Alternatively, a data structure specifying collation
rules could be activated with dynamic scope by special procedures, possibly overridden by
allowing collation rules to be optional arguments to procedures that need to order strings, e.g.

(with-locale* denmark-locale
(lambda ()
(f x)
(g 42)))

(with-locale taiwan-locale
(f x)
(h denmark-locale)
(g 42))

(set-locale! denmark-locale)



« A SRFI be defined for manipulating characters that is portable across at least ASCII, Latin-1 and
Unicode.

o For backwards-compatibility, char-upcase and char-downcase should be defined to use
thg|1-1 locale- and context-insensitive case mappings given by Unicode's UnicodeData.txt
table.

o numeric codes for standard functions that map between characters and integers should be
required to use the Unicode/Latin-1/ASCIl mapping. This allows programmers to write
portable code.

o char-titlecase be added to char-upcase and char-downcase.

o char-titlecase? be added to char-upcase? and char-downcase?.

o Title/up/down-case functions be added to the character-processing suite which allow 1->n
case maps by returning immutable, possibly-multi-character strings instead of single
characters. These case mappings need not be locale- or context-sensitive.

These recommendations are not a part of the SRFI 13 spec. Note also that requiring a Unicode/Latin-
1/ASCI!I interface to integer/char mapping functions does not imply anything about the actual underlying
encodings of characters.

Procedure Specification

In the following procedure specifications:

e An s parameter is a string.

e A charparameter is a character.

» Start and end parameters are half-open string indices specifying a substring within a string
parameter; when optional, they default to 0 and the length of the string, respectively. When
specified, it must be the case that 0 <= starf <= end <= (string-length s), forthe
corresponding parameter s. They typically restrict a procedure's action to the indicated substring.

o A pred parameter is a unary character predicate procedure, returning a true/false value when
applied to a character.

e A char/char-set/pred parameter is a value used to select/search for a character in a string. If it is a
character, it is used in an equality test; if it is a character set, it is used as a membership test; if it is
a procedure, it is applied to the characters as a test predicate.

e An jparameter is an exact non-negative integer specifying an index into a string.

e Len and nchars parameters are exact non-negative integers specifying a length of a string or some
number of characters.

e An obj parameter may be any value at all.

Passing values to procedures with these parameters that do not satisfy these types is an error.
Parameters given in square brackets are optional. Unless otherwise noted in the text describing the
procedure, any prefix of these optional parameters may be supplied, from zero arguments to the full list.
When a procedure returns multiple values, this is shown by listing the return values in square brackets,
as well. So, for example, the procedure with signature

halts? f [x init-store] -> [boolean integer]

would take one (f), two (f, x) or three (f, x, init-store) input parameters, and return two values, a boolean
and an integer.

A parameter followed by ". . ." means zero-or-more elements. So the procedure with the signature
sum-sguares X ... -> number
takes zero or more arguments (x ...), while the procedure with signature

spell-check doc dict; dict, ... —-> string-1list
takes two required parameters (doc and dict;) and zero or more optional parameters (dicts ...).

If a procedure is said to return "unspecified," this means that nothing at all is said about what the
procedure returns. Such a procedure is not even required to be consistent from call to call. It is simply
required to return a value (or values) that may be passed to a command continuation, e.g. as the value
of an expression appearing as a non-terminal subform of a begin expression. Note that in R5RS, this
restricts such a procedure to returning a single value; non-R5RS systems may not even provide this
restriction.

Main procedures



In a Scheme system that has a module or package system, these procedures should be contained in a
module named "string-lib".

Predicates

string? obj -> boolean

R5RS] Returns #t if objis a string, otherwise returns #£.

string-null? s -> boolean
Is s the empty string?

string-every char/char-set/pred s [start end] -> value
string-any char/char-set/pred s [start end] -> value

Checks to see if the given criteria is true of every / any character in s, proceeding from left (index
start) to right (index end).

If char/char-set/pred is a character, it is tested for equality with the elements of s.
If char/char-set/pred is a character set, the elements of s are tested for membership in the set.

If char/char-set/pred is a predicate procedure, it is applied to the elements of s. The predicate is
"witness-generating:"

e If string-any returns true, the returned true value is the one produced by the application of
the predicate.
o If string-every returns true, the returned true value is the one produced by the final

application of the predicate to s[end-1]. If string-every is applied to an empty sequence of
characters, it simply returns #t.

If string-every or string-any apply the predicate to the final element of the selected
sequence (i.e., s[end-1]), that final application is a tail call.

The names of these procedures do not end with a question mark -- this is to indicate that, in the
predicate case, they do not return a simple boolean (#t or #f), but a general value.

Constructors

make-string len [char] -> string

R5RS] make-string returns a newly allocated string of length len. If char is given, then all
elements of the string are initialized to char, otherwise the contents of the string are unspecified.

string chary ... -> string

R5RS] Returns a newly allocated string composed of the argument characters.

string-tabulate proc len -> string
Proc is an integer->char procedure. Construct a string of size /len by applying proc to each index to

produce the corresponding string element. The order in which proc is applied to the indices is not
specified.

List & string conversion

string->list s[start end] -> char-list
list->string char-list -> string

[R5RS+] string->1ist returns a newly allocated list of the characters that make up the given
string. 1ist->string returns a newly allocated string formed from the characters in the list char-



list, which must be a list of characters. string->1ist and 1ist->string are inverses so far as
equal? is concerned.

string->1ist is extended from the R5RS definition to take optional start/end arguments.

reverse-list->string char-list -> string
An efficient implementation of (compose list->string reverse):
(reverse-list->string ' (#\a #\B #\c)) -> "cBa"
This is a common idiom in the epilog of string-processing loops that accumulate an answer in a
reverse-order list. (See also string-concatenate-reverse for the "chunked" variant.)
string-join string-list [delimiter grammar] -> string
This procedure is a simple unparser --- it pastes strings together using the delimiter string.

The grammar argument is a symbol that determines how the delimiter is used, and defaults to
'infix.

e 'infix means an infix or separator grammar: insert the delimiter between list elements. An
empty list will produce an empty string -- note, however, that parsing an empty string with an
infix o; separator grammar is ambiguous. Is it an empty list, or a list of one element, the empty
string”

e 'strict-infix means the same as 'infix, but will raise an error if given an empty list.

e 'suffix means a suffix or terminator grammar: insert the delimiter after every list element.
This grammar has no ambiguities.

e 'prefix means a prefix grammar: insert the delimiter before every list element. This
grammar has no ambiguities.

The delimiter is the string used to delimit elements; it defaults to a single space " ".

(string-join ' ("foo" "bar" "baz") ":") => "foo:bar:baz"
(string-join ' ("foo" "bar" "baz") ":" 'suffix) => "foo:bar:baz:"

;7 Infix grammar is ambiguous wrt empty list vs. empty string,
(String_join ] () ":") => mwn

(String_join | ("") ":") => mwn

;; but suffix & prefix grammars are not.

(string-join ' () "e" 'suffix) => ""

(String_join | ("") ":" 'SUffiX) => ":"

Selection

string-length s ->integer

R5RS] Returns the number of characters in the string s.

string-ref si->char

R5RS] Returns character sfi] using zero-origin indexing. / must be a valid index of s.
string-copy s [start end] -> string
substring/shared s start [end] -> string

[R5RS+] substring/shared returns a string whose contents are the characters of s beginning
with index start (inclusive) and ending with index end (exclusive). It differs from the R5RS
substring in two ways:

e The end parameter is optional, not required.
e substring/shared may return a value that shares memory with soris eg? to s.



string-copy is extended from its R5RS definition by the addition of its optional start/end
parameters. In contrast to substring/shared, it is guaranteed to produce a freshly-allocated
string.

Use string-copy when you want to indicate explicitly in your code that you wish to allocate new
storage; use substring/shared when you don't care if you get a fresh copy or share storage
with the original string.

(string-copy "Beta substitution") => "Beta substitution"
(string-copy "Beta substitution" 1 10)

=> "eta subst"
(string-copy "Beta substitution" 5) => "substitution"

string-copy! farget tstart s [start end] -> unspecified

Copy the sequence of characters from index range [start,end) in string s to string farget, beginning
at index tstart. The characters are copied left-to-right or right-to-left as needed -- the copy is
guaranteed to work, even if target and s are the same string.

It is an error if the copy operation runs off the end of the target string, e.g.

(string-copy! (string-copy "Microsoft") O
"Regional Microsoft Operating Companies") => error

string-take s nchars -> string
string-drop s nchars -> string
string-take-right s nchars -> string
string-drop-right s nchars -> string

string-take returns the first nchars of s; string-drop returns all but the first nchars of s.
string-take-right returns the last nchars of s; string-drop-right returns all but the last
nchars of s. If these procedures produce the entire string, they may return either s or a copy of s; in
some implementations, proper substrings may share memory with s.

(string-take "Pete Szilagyi" 6) => "Pete S"
(string-drop "Pete Szilagyi" 6) => "zilagyi"

(string-take-right "Beta rules" 5) => "rules"
(string-drop-right "Beta rules" 5) => "Beta "

It is an error to take or drop more characters than are in the string:
(string-take "foo" 37) => error
string-pad s len [char start end] -> string
string-pad-right s len [char start end] -> string
Build a string of length len comprised of s padded on the left (right) by as many occurrences of the
character char as needed. If s has more than len chars, it is truncated on the left (right) to length

len. Char defaults to #\space.

If len <= end-start, the returned value is allowed to share storage with s, or be exactly s (if len =

end-start).
(string-pad "325" 5) => " 325"
(string-pad "71325" 5) => "71325"

(string-pad "8871325" 5) => "71325"

string-trim s [char/char-set/pred start end] -> string
string-trim-right s [char/char-sel/pred start end] -> string
string-trim-both s [char/char-sel/pred start end] -> string

Trim s by skipping over all characters on the left / on the right / on both sides that satisfy the
second parameter char/char-set/pred:



o if it is a character char, characters equal to char are trimmed;

o if it is a char set c¢s, characters contained in c¢s are trimmed;

o if it is a predicate pred, it is a test predicate that is applied to the characters in s; a character
causing it to return true is skipped.

Char/char-set/pred defaults to the character set char-set:whitespace defined in SRFI 14.

If no trimming occurs, these functions may return either s or a copy of s; in some implementations,
proper substrings may share memory with s.

(string-trim-both " The outlook wasn't brilliant, \n\r")

=> "The outlook wasn't brilliant,"

Modification

string-set! sichar -> unspecified

[R5RS] I must be a valid index of s. string-set! stores charin element i of s. Constant string
literals appearing in code are immutable; it is an error to use them in a string-set!.

(define (f) (make-string 3 #\*))

(define (g) "***")

(string-set! (f) 0 #\?) ==> unspecified
(

(

string-set! (g) 0 #\?) ==> error
string-set! (symbol->string 'immutable)

3

#\7?) ==> error

string-£il1l! s char [start end] -> unspecified
[R5RS+] Stores char in every element of s.

string-fill is extended from the R5RS definition to take optional start/end arguments.

Comparison

string-compare s1 82 proc< proc= proc> [start1 end1 start2 end2] -> values

string-compare-ci s1 s2 proc< proc= proc> [start1 end1 start2 end2] -> values
Apply proc<, proc=, or proc>to the mismatch index, depending upon whether s7 is less than, equal
to, or greater than s2. The "mismatch index" is the largest index i such that for every 0 <= j< i, s1[j]
= s2[j] -- that is, iis the first position that doesn't match.

string-compare-ci is the case-insensitive variant. Case-insensitive comparison is done by
case-folding characters with the operation

(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp://fip.unicode.org/Public/UNIDATA/UnicodeData.txt

The optional start/end indices restrict the comparison to the indicated substrings of s7 and s2. The
mismatch index is always an index into s7; in the case of proc=, it is always end7; we observe the
protocol in this redundant case for uniformity.

(string-compare "The cat in the hat" "abcdefgh"
values values values

4 6 ; Select "ca"
2 4) ;& "cd"
=> 5 ; Index of Sl's "a"

Comparison is simply done on individual code-points of the string. True text collation is not handled
by this SRFI.


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

string= s1 s2[start1 end1 start2 end2] -> boolean
string<> s1 s2 [start1 end1 start2 end2] -> boolean
string< s1s2[start1 end1 start2 end2] -> boolean
string> s1s2[start1 end1 start2 end2] -> boolean
string<=s1 s2 [start1 end1 start2 end2] -> boolean
string>= s1 s2 [start1 end1 start2 end2] -> boolean

These procedures are the lexicographic extensions to strings of the corresponding orderings on
characters. For example, string< is the lexicographic ordering on strings induced by the ordering
char<? on characters. If two strings differ in length but are the same up to the length of the shorter
string, the shorter string is considered to be lexicographically less than the longer string.

The optional start/end indices restrict the comparison to the indicated substrings of s7 and s2.

Comparison is simply done on individual code-points of the string. True text collation is not handled
by this SRFI.

string-ci= s1 s2 [start1 end1 start2 end2] -> boolean
string-ci<> s1 s2 [start1 end1 start2 end2] -> boolean
string-ci< s1 s2[start1 end1 start2 end2] -> boolean
string-ci> s1s2[start1 end1 start2 end2] -> boolean
string-ci<=s1 s2 [start1 end1 start2 end2] -> boolean
string-ci>= s1 s2 [start1 end1 start2 end2] -> boolean

Case-insensitive variants.
Case-insensitive comparison is done by case-folding characters with the operation
(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp:/ftp.unicode.org/Public/lUNIDATA/UnicodeData.txt

string-hash s [bound start end] -> integer
string-hash-ci s [bound start end] -> integer

Compute a hash value for the string s. Bound is a non-negative exact integer specifying the range
of the hash function. A positive value restricts the return value to the range [0,bound).

If bound is either zero or not given, the implementation may use an implementation-specific default
value, chosen to be as large as is efficiently practical. For instance, the default range might be
chosen for a given implementation to map all strings into the range of integers that can be
represented with a single machine word.

The optional start/end indices restrict the hash operation to the indicated substring of s.

string-hash-ci is the case-insensitive variant. Case-insensitive comparison is done by case-
folding characters with the operation

(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp://fip.unicode.org/Public/UNIDATA/UnicodeData.txt

Invariants:
(<= 0 (string-hash s b) (- b 1)) ; When B > 0.
(string= sl s2) => (= (string-hash sl b) (string-hash s2 b))
(string-ci= sl s2) => (= (string-hash-ci sl b) (string-hash-ci s2
b))

A legal but nonetheless discouraged implementation:


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt
ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

(define (string-hash s . other-args) 1)
(define (string-hash-ci s . other-args) 1)

Rationale: allowing the user to specify an explicit bound simplifies user code by removing the mod
operation that typically accompanies every hash computation, and also may allow the
implementation of the hash function to exploit a reduced range to efficiently compute the hash
value. E.g., for small bounds, the hash function may be computed in a fashion such that
intermediate values never overflow into bignum integers, allowing the implementor to provide a
fixnum-specific "fast path" for computing the common cases very rapidly.

Prefixes & suffixes

string-prefix-length s1 .82 [start1 end1 start2 end2] -> integer
string-suffix-length s1 s2 [start1 end1 start2 end2] -> integer
string-prefix-length-ci s1 s2 [start1 end1 start?2 end2] -> integer
string-suffix-length-ci s1 s2[start1 end1 start2 end2] -> integer

Return the length of the longest common prefix/suffix of the two strings. For prefixes, this is
equivalent to the "mismatch index" for the strings (modulo the starti index offsets).

The optional start/end indices restrict the comparison to the indicated substrings of s7 and s2.

string-prefix-length-ci and string-suffix-length-ci are the case-insensitive
variants. Case-insensitive comparison is done by case-folding characters with the operation

(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

Comparison is simply done on individual code-points of the string.

string-prefix? s1 s2 [start1 end1 start2 end2] -> boolean
string-suffix? s1 s2 [start1 end1 start2 end2] -> boolean
string-prefix-ci? s1s2 [start1 end1 start2 end2] -> boolean
string-suffix-ci? s1s2 [start1 end1 start2 end2] -> boolean

Is s1 a prefix/suffix of s27?
The optional start/end indices restrict the comparison to the indicated substrings of s7 and s2.

string-prefix-ci? and string-suffix-ci? are the case-insensitive variants. Case-
insensitive comparison is done by case-folding characters with the operation

(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp://fip.unicode.org/Public/UNIDATA/UnicodeData.txt

Comparison is simply done on individual code-points of the string.

Searching

string-index s char/char-set/pred [start end] -> integer or #f
string-index-right s char/char-set/pred [start end] -> integer or #f
string-skip s char/char-set/pred [start end] -> integer or #f
string-skip-right s char/char-set/pred [start end] -> integer or #f

string-index (string-index-right) searches through the string from the left (right),
returning the index of the first occurrence of a character which


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt
ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

e equals char/char-set/pred (if it is a character);
e isin char/char-set/pred (if it is a character set);
o satisfies the predicate char/char-set/pred (if it is a procedure).
If no match is found, the functions return false.
The start and end parameters specify the beginning and end indices of the search; the search
includes the start index, but not the end index. Be careful of "fencepost" considerations: when
searching right-to-left, the first index considered is
end-1
whereas when searching left-to-right, the first index considered is
start

That is, the start/end indices describe a same half-open interval [start,end) in these procedures
that they do in all the other SRFI 13 procedures.

The skip functions are similar, but use the complement of the criteria: they search for the first char
that doesn't satisfy the test. E.g., to skip over initial whitespace, say

(cond ((string-skip s char-set:whitespace) =>
(lambda (i) ...)) ; s[i] is not whitespace.

-)
string-count s char/char-set/pred [start end] -> integer
Return a count of the number of characters in s that satisfy the char/char-set/pred argument. If this

argument is a procedure, it is applied to the character as a predicate; if it is a character set, the
character is tested for membership; if it is a character, it is used in an equality test.

string-contains s1 82 [start1 end1 start2 end2] -> integer or false
string-contains-ci s71 s2 [start1 end1 start2 end2] -> integer or false

Does string s1 contain string s2?

Return the index in s1 where s2 occurs as a substring, or false. The optional start/end indices
restrict the operation to the indicated substrings.

The returned index is in the range [start1,end1). A successful match must lie entirely in the
[start1,end1) range of s1.

(string-contains "eek -- what a geek." "ee"
12 18) ; Searches "a geek"
=> 15

string-contains-ci is the case-insensitive variant. Case-insensitive comparison is done by
case-folding characters with the operation

(char-downcase (char-upcase c))

where the two case-mapping operations are assumed to be 1-1, locale- and context-insensitive,
and compatible with the 1-1 case mappings specified by Unicode's UnicodeData.txt table:

ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt
Comparison is simply done on individual code-points of the string.

The names of these procedures do not end with a question mark -- this is to indicate that they do
not return a simple boolean (#t or #£). Rather, they return either false (#£) or an exact non-
negative integer.

Alphabetic case mapping

string-titlecase s/[start end]-> string
string-titlecase! s /[start end] -> unspecified


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

For every character cin the selected range of s, if ¢ is preceded by a cased character, it is
downcased; otherwise it is titlecased.

string-titlecase returns the result string and does not alter its s parameter. string-
titlecase! is the in-place side-effecting variant.

(string-titlecase "--capitalize tHIS sentence.") =>
"--Capitalize This Sentence."

(string-titlecase "see Spot run. see Nix run.") =>
"See Spot Run. See Nix Run."

(string-titlecase "3com makes routers.") =>
"3Com Makes Routers."

Note that if a start index is specified, then the character preceding s[starf] has no effect on the
titlecase decision for character s[start]:

(string-titlecase "greasy fried chicken" 2) => "Easy Fried Chicken"

Titlecase and cased information must be compatible with the Unicode specification.

string-upcase s [start end] -> string
string-upcase! s /[start end] -> unspecified
string-downcase s [start end] -> string
string-downcase! s [start end] -> unspecified

Raise or lower the case of the alphabetic characters in the string.

string-upcase and string-downcase return the result string and do not alter their s
parameter. string-upcase! and string-downcase! are the in-place side-effecting variants.

These procedures use the locale- and context-insensitive 1-1 case mappings defined by Unicode's
UnicodeData.txt table:

ftp:/ftp.unicode.org/Public/lUNIDATA/UnicodeData.txt

Reverse & append

string-reverse s [start end] -> string
string-reverse! s [start end] -> unspecified

Reverse the string.

string-reverse returns the result string and does not alter its s parameter. string-reverse!
is the in-place side-effecting variant.

(string-reverse "Able was I ere I saw elba.")
=> ".able was I ere I saw elbA"

;77 In-place rotate-left, the Bell Labs way:
(lambda (s 1)
(let ((i (modulo i (string-length s))))
(string-reverse! s 0 1i)
(string-reverse! s 1i)
(string-reverse! s)))

Unicode note: Reversing a string simply reverses the sequence of code-points it contains. So a
zero-width accent character a coming after a base character b in string s would come out before b

in the reversed result.
string-append sy ... -> string

R5RS] Returns a newly allocated string whose characters form the concatenation of the given
strings.


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt

string-concatenate string-list -> string

Append the elements of string-1ist together into a single string. Guaranteed to return a freshly
allocated string.

Note that the (apply string-append string-1ist) idiom is not robust for long lists of

strings, as some Scheme implementations limit the number of arguments that may be passed to an
n-ary procedure.

string-concatenate/shared string-list -> string
string-append/shared s; ... -> string

These two procedures are variants of string-concatenate and string-append that are
permitted to return results that share storage with their parameters. In particular, if string-
append/shared is applied to just one argument, it may return exactly that argument, whereas
string-append is required to allocate a fresh string.

string-concatenate-reverse string-list [final-string end] -> string
string-concatenate-reverse/shared string-list [final-string end] -> string
With no optional arguments, these functions are equivalent to
(string-concatenate (reverse string-1ist))
and
(string-concatenate/shared (reverse string-1list))
respectively.

If the optional argument final-string is specified, it is consed onto the beginning of string-list before
performing the list-reverse and string-concatenate operations.

If the optional argument end is given, only the first end characters of final-string are added to the
string list, thus producing

(string-concatenate
(reverse (cons (substring/shared final-string 0 end)
string-1ist)))

E.g.

(string-concatenate-reverse ' (" must be" "Hello, I") " going.XXXX" 7)
=> "Hello, I must be going."

This procedure is useful in the construction of procedures that accumulate character data into lists
of string buffers, and wish to convert the accumulated data into a single string when done.

Unicode note: Reversing a string simply reverses the sequence of code-points it contains. So a

zero-width accent character ac coming after a base character bc in string s would come out before
bc in the reversed result.

Fold, unfold & map
string-map proc s [start end] -> string
string-map! proc s [start end] -> unspecified

Proc is a char->char procedure; it is mapped over s.

string-map returns the result string and does not alter its s parameter. string-map! is the in-
place side-effecting variant.

Note: The order in which proc is applied to the elements of s is not specified.

string-fold kons knil s [start end] -> value



string-fold-right kons knil s [start end] -> value
These are the fundamental iterators for strings.
The left-fold operator maps the kons procedure across the string from left to right
(... (kons s[2] (kons s[l] (kons s[0] knil))))
In other words, string-fold obeys the (tail) recursion

(string-fold kons knil s start end) =
(string-fold kons (kons s[start] knil) s start+1 end)

The right-fold operator maps the kons procedure across the string from right to left

(kons s[0] (... (kons s[end-3] (kons s[end-2] (kons s[end-1]
knil)))))

obeying the (tail) recursion

(string-fold-right kons knil s start end) =
(string-fold-right kons (kons s[end-1] knil) s start end-1)

Examples:

;5 Convert a string to a list of chars.
(string-fold-right cons '() s)

;;; Count the number of lower-case characters in a string.
(string-fold (lambda (c count)
(1f (char-lower-case? c)
(+ count 1)
count))
0
s)

;+; Double every backslash character in S.
(let* ((ans-len (string-fold (lambda (c sum)
(+ sum (if (char=? c #\\) 2 1)))
0 s))
(ans (make-string ans-1len)))
(string-fold (lambda (c 1)
(let ((1 (if (char=? c #\\)
(begin (string-set! ans i #\\) (+ i 1))
i)))
(string-set! ans 1 c)
(+ 1 1)))
0 s)
ans)

The right-fold combinator is sometimes called a "catamorphism."

string-unfold p f g seed [base make-final] -> string

This is a fundamental constructor for strings.

e Gis used to generate a series of "seed" values from the initial seed:
seed, (g seed), (g2 seed), (g° seed), ...

¢ Ptells us when to stop -- when it returns true when applied to one of these seed values.

e Fmaps each seed value to the corresponding character in the result string. These chars are
assembled into the string in a left-to-right order.

e Base is the optional initial/leftmost portion of the constructed string; it defaults to the empty
string "".

e Make-final is applied to the terminal seed value (on which p returns true) to produce the
final/rightmost portion of the constructed string. It defaults to (lambda (x) "").

More precisely, the following (simple, inefficient) definitions hold:



;7 Iterative
(define (string-unfold p f g seed base make-final)

(let 1lp ((seed seed) (ans base))
(i1f (p seed)
(string-append ans (make-final seed))
(lp (g seed) (string-append ans (string (f seed)))))))
;+; Recursive

(define (string-unfold p f g seed base make-final)
(string-append base
(let recur ((seed seed))
(if (p seed) (make-final seed)
(string-append (string (f seed))
(recur (g seed)))))))

string-unfold is a fairly powerful string constructor -- you can use it to convert a list to a string,
read a port into a string, reverse a string, copy a string, and so forth. Examples:

(port->string p) = (string-unfold eof-object? wvalues
(lambda (x) (read-char p))
(read-char p))

(list->string lis) = (string-unfold null? car cdr 1lis)
(string-tabulate f size) = (string-unfold (lambda (i) (= 1 size)) £
addl 0)

To map fover a list lis, producing a string:
(string-unfold null? (compose f car) cdr lis)

Interested functional programmers may enjoy noting that string-fold-right and string-
unfold are in some sense inverses. That is, given operations knull?, kar, kdr, kons, and knil

satisfying

(kons (kar x) (kdr x)) = x and (knull? knil) = #t
then

(string-fold-right kons knil (string-unfold knull? kar kdr x)) = x
and

(string-unfold knull? kar kdr (string-fold-right kons knil s)) = s.

The final string constructed does not share storage with either base or the value produced by
make-final.

This combinator sometimes is called an "anamorphism."

Note: implementations should take care that runtime stack limits do not cause overflow when
constructing large (e.g., megabyte) strings with string-unfold.

string-unfold-right p f g seed [base make-final] -> string

This is a fundamental constructor for strings.

e Gis used to generate a series of "seed" values from the initial seed: seed, (g seed), (92

seed), (g° seed), ...
e Ptells us when to stop -- when it returns true when applied to one of these seed values.

e Fmaps each seed value to the corresponding character in the result string. These chars are
assembled into the string in a right-to-left order.

e Base is the optional initial/rightmost portion of the constructed string; it defaults to the empty
string ™".

e Make-final is applied to the terminal seed value (on which P returns true) to produce the
final/leftmost portion of the constructed string. It defaults to (lambda (x) "").



More precisely, the following (simple, inefficient) definitions hold:

;77 Iterative
(define (string-unfold-right p f g seed base make-final)
(let 1lp ((seed seed) (ans base))
(if (p seed)
(string-append (make-final seed) ans)
(lp (g seed) (string-append (string (f seed)) ans)))))
;77 Recursive
(define (string-unfold-right p f g seed base make-final)
(string-append (let recur ((seed seed))

(if (p seed) (make-final seed)
(string-append (recur (g seed))
(string (f seed)))))
base))

Interested functional programmers may enjoy noting that string-fold and string-unfold-
right are in some sense inverses. That is, given operations knull?, kar, kdr, kons, and knil
satisfying

(kons (kar x) (kdr x)) =xand (knull? knil) =4#t
then

(string-fold kons knil (string-unfold-right knull? kar kdr x)) = X
and

(string-unfold-right knull? kar kdr (string-fold kons knil s)) = s.

The final string constructed does not share storage with either base or the value produced by
make-final.

Note: implementations should take care that runtime stack limits do not cause overflow when
constructing large (e.g., megabyte) strings with string-unfold-right.

string-for-each proc s [start end] -> unspecified

Apply proc to each character in s. string-for-each is required to iterate from startto endin
increasing order.

string-for-each-index proc s [start end] -> unspecified

Apply proc to each index of s, in order. The optional start/end pairs restrict the endpoints of the
loop. This is simply a method of looping over a string that is guaranteed to be safe and correct.

Example:

(let* ((len (string-length s))
(ans (make-string len)))
(string-for-each-index
(lambda (i) (string-set! ans (- len 1) (string-ref s 1i)))
s)
ans)

Replicate & rotate

xsubstring s from [to start end] -> string

This is the "extended substring" procedure that implements replicated copying of a substring of
some string.

Sis a string; start and end are optional arguments that demarcate a substring of s, defaulting to 0
and the length of s (i.e., the whole string). Replicate this substring up and down index space, in
both the positive and negative directions. For example, if s = "abcdefg", start=3, and end=6, then



we have the conceptual bidirectionally-infinite string

..de fde fde fde fde fde fd..
..9-8-7-6-5-4-3-2-104+1 +24+3 +4 +5+6 +7 +8 49 ...

xsubstring returns the substring of this string beginning at index from, and ending at to (which
defaults to from+(end-start)).

You can use xsubstring to perform a variety of tasks:

e To rotate a string left: (xsubstring "abcdef" 2) =>"cdefab"
e To rotate a string right: (xsubstring "abcdef" -2) =>"efabcd"
e To replicate a string: (xsubstring "abc" 0 7) => "abcabca"

Note that
e The from/to indices give a half-open range -- the characters from index from up to, but not
including, index tfo.
e The from/to indices are not in terms of the index space for string s. They are in terms of the
replicated index space of the substring defined by s, start, and end.

It is an error if start=end -- although this is allowed by special dispensation when from=to.

string-xcopy! target tstart s sfrom [sto start end] -> unspecified

Exactly the same as xsubstring, but the extracted text is written into the string target starting at
index tstart. This operation is not defined if (eq? target s) orthese two arguments share
storage -- you cannot copy a string on top of itself.

Miscellaneous: insertion, parsing

string-replace s1 s2 start1 end1 [start2 end2] -> string
Returns

(string-append (substring/shared sl 0 startl)
(substring/shared s2 start2 end2)
(substring/shared sl endl (string-length s1)))

That is, the segment of characters in s1 from start1 to end1 is replaced by the segment of
characters in s2 from start2 to end2. If starti=end1, this simply splices the s2 characters into s7 at
the specified index.

Examples:

(string-replace "The TCL programmer endured daily ridicule."
"another miserable perl drone" 4 7 8 22 ) =>
"The miserable perl programmer endured daily ridicule."

(string-replace "It's easy to code it up in Scheme." "lots of fun" 5
9) =>
"It's lots of fun to code it up in Scheme."

(define (string-insert s i t) (string-replace s t i 1))

(string-insert "It's easy to code it up in Scheme." 5 "really ") =>
"It's really easy to code it up in Scheme."

string-tokenize s [token-set start end] -> list

Split the string s into a list of substrings, where each substring is a maximal non-empty contiguous
sequence of characters from the character set token-set.

o token-set defaults to char-set:graphic (see SRFI 14 for more on character sets and
char-set:graphic).



o If start or end indices are provided, they restrict string-tokenize to operating on the
indicated substring of s.

This function provides a minimal parsing facility for simple applications. More sophisticated parsers
that handle quoting and backslash effects can easily be constructed using regular-expression
systems; be careful not to use string-tokenize in contexts where more serious parsing is
needed.

(string-tokenize "Help make programs run, run, RUN!") =>
("Help" llmake" Ilprogramsll llrun, m"w llrun, " "RUN! ll)

Filtering & deleting

string-filter char/char-set/pred s [start end] -> string
string-delete char/char-set/pred s [start end] -> string

Filter the string s, retaining only those characters that satisfy / do not satisfy the char/char-set/pred
argument. If this argument is a procedure, it is applied to the character as a predicate; if it is a
char-set, the character is tested for membership; if it is a character, it is used in an equality test.

If the string is unaltered by the filtering operation, these functions may return either s or a copy of s.
Low-level procedures

The following procedures are useful for writing other string-processing functions. In a Scheme system
that has a module or package system, these procedures should be contained in a module named
"string-lib-internals".

Start/end optional-argument parsing & checking utilities

string-parse-start+end proc s args -> [rest start end]
string-parse-final-start+end proc s args -> [start end]

string-parse-start+end may be used to parse a pair of optional start/end arguments from an
argument list, defaulting them to 0 and the length of some string s, respectively. Let the length of
string s be slen.

e If args = (), the function returns (values '() 0 slen)

o If args = (i), iis checked to ensure it is an exact integer, and that 0 <= i <= slen. Returns
(values (cdr args) 1 slen).

e Ifargs= (i j ...),iandjare checked to ensure they are exact integers, and that 0 <= j <=
f<=slen. Returns (values (cddr args) i 7).

If any of the checks fail, an error condition is raised, and proc is used as part of the error condition -
- it should be the client procedure whose argument list string-parse-start+end is parsing.

string-parse-final-start+end is exactly the same, except that the args list passed to it is
required to be of length two or less; if it is longer, an error condition is raised. It may be used when
the optional start/end parameters are final arguments to the procedure.

Note that in all cases, these functions ensure that s is a string (by necessity, since all cases apply
string-length to s either to default end or to bounds-check it).

let-string-start+end (start end [rest]) proc-exp s-exp args-exp body ... -> value(s)
[Syntax]

Syntactic sugar for an application of string-parse-start+end Or string-parse-final-
start+end.

If a rest variable is given, the form is equivalent to
(call-with-values

(lambda () (string-parse-starttend proc-exp s-exp args-exp))
(lambda (rest start end) body ...))



If no rest variable is given, the form is equivalent to

(call-with-values
(lambda () (string-parse-final-start+end proc-exp s-exp args-

exp) )
(lambda (start end) body ...))

check-substring-spec proc s start end -> unspecified
substring-spec-ok? s start end -> boolean

Check values s, start and end to ensure they specify a valid substring. This means that sis a
string, start and end are exact integers, and 0 <= start<= end <= (string-length s)

If the values are not proper

e check-substring-spec raises an error condition. proc is used as part of the error
condition, and should be the procedure whose parameters we are checking.
e substring-spec-ok? returns false.

Otherwise, substring-spec-ok? returns true, and check-substring-spec simply returns
(what it returns is not specified).

Knuth-Morris-Pratt searching

The Knuth-Morris-Pratt string-search algorithm is a method of rapidly scanning a sequence of text for
the occurrence of some fixed string. It has the advantage of never requiring backtracking -- hence, it is
useful for searching not just strings, but also other sequences of text that do not support backtracking or
random-access, such as input ports. These routines package up the initialisation and searching phases
of the algorithm for general use. They also support searching through sequences of text that arrive in
buffered chunks, in that intermediate search state can be carried across applications of the search loop
from the end of one buffer application to the next.

A second critical property of KMP search is that it requires the allocation of auxiliary memory
proportional to the length of the pattern, but constant in the size of the character type. Alternate
searching algorithms frequently require the construction of a table with an entry for every possible
character -- which can be prohibitively expensive in a 16- or 32-bit character representation.

make-kmp-restart-vector s [c= start end] -> integer-vector

Build a Knuth-Morris-Pratt "restart vector," which is useful for quickly searching character
sequences for the occurrence of string s (or the substring of s demarcated by the optional start/end
parameters, if provided). C=is a character-equality function used to construct the restart vector. It
defaults to char=7?; use char-ci=2 instead for case-folded string search.

The definition of the restart vector rv for string s is: If we have matched chars 0..i-1 of s against
some search string ss, and s[/] doesn't match ss[4], then reset i := nfi], and try again to match
ss[K]. If nfi] = -1, then punt ss[k] completely, and move on to ss[k+1] and s[0].

In other words, if you have matched the first j chars of s, but the i+1'th char doesn't match, r/i] tells
you what the next-longest prefix of s is that you have matched.

The following string-search function shows how a restart vector is used to search. Note the
attractive feature of the search process: it is "on line," that is, it never needs to back up and
reconsider previously seen data. It simply consumes characters one-at-a-time until declaring a
complete match or reaching the end of the sequence. Thus, it can be easily adapted to search
other character sequences (such as ports) that do not provide random access to their contents.

(define (find-substring pattern source start end)
(let ((plen (string-length pattern))
(rv (make-kmp-restart-vector pattern)))

;; The search loop. SJ & PJ are redundant state.
(let 1lp ((si start) (pi 0)
(sj (- end start)) ; (- end si) -- how many chars
left.
(pJ plen)) ; (- plen pi) -- how many chars
left.



(if (= pi plen) (- si plen) ; Win.

(and (<= p3j s3j) ; Lose.
(if (char=? (string-ref source si) ; Test.
(string-ref pattern pi))
(lp (+ 1 si) (+ 1 pi) (-sj 1) (-pjJ 1)) ;
Advance.
(let ((pi (vector-ref rv pi))) ;
Retreat.
(1f (= pi -1)
(1p (+ si 1) 0 (- sj 1) plen) ; Punt.
(lp si pi  sj (- plen
Pi))))))))))

The optional start/end parameters restrict the restart vector to the indicated substring of pat; rvis
end - start elements long. If start> 0, then rvis offset by start elements from pat. That is, rv/i]
describes pattern element patfi + start]. Elements of rv are themselves indices that range just over
[0, end-start), not [start, end).

Rationale: the actual value of rvis "position independent" -- it does not depend on where in the pat
string the pattern occurs, but only on the actual characters comprising the pattern.

kmp-step pat rv ¢ i c= p-start -> integer

This function encapsulates the work performed by one step of the KMP string search; it can be
used to scan strings, input ports, or other on-line character sources for fixed strings.

Pat is the non-empty string specifying the text for which we are searching. Rv is the Knuth-Morris-
Pratt restart vector for the pattern, as constructed by make-kmp-restart-vector. The pattern
begins at pafip-starf], and is (vector-length rv) characters long. C=is the character-equality
function used to construct the restart vector, typically char=2 or char-ci=">.

Suppose the pattern is N characters in length: paf{p-start, p-start + n). We have already matched /
characters: pat[p-start, p-start + i). (P-start is typically zero.) C is the next character in the input
stream. kmp-step returns the new i value -- that is, how much of the pattern we have matched,
including character c. When i reaches n, the entire pattern has been matched.

Thus a typical search loop looks like this:

(let 1p ((1 0))
(or (= 1 n) ; Win -- #t
(and (not (end-of-stream)) ; Lose —- #f
(lp (kmp-step pat rv (get-next-character) i char=? 0)))))
Example:

;7 Read chars from IPORT until we find string PAT or hit EOF.
(define (port-skip pat iport)
(let* ((rv (make-kmp-restart-vector pat))
(patlen (string-length pat)))
(let 1p ((i 0) (nchars 0))

(if (= 1 patlen) nchars ; Win -- nchars
skipped
(let ((c (read-char iport)))
(if (eof-object? c) c ; Fail -- EOF
(lp (kmp-step pat rv ¢ i char=? 0) ; Continue

(+ nchars 1))))))))
This procedure could be defined as follows:

(define (kmp-step pat rv ¢ i1 c= p-start)
(let 1Ip ((i 1))
(if (c= c (string-ref pat (+ i p-start))) ; Match =>
(+ 1 1) H Done.



(let ((1 (vector-ref rv 1))) ; Back up in PAT.
(if (=1 -1) O ; Can't back up
more.
(Ip 1))))))) ; Keep going.

Rationale: this procedure takes no optional arguments because it is intended as an inner-loop
primitive and we do not want any run-time penalty for optional-argument parsing and defaulting,
nor do we wish barriers to procedure integration/inlining.

string-kmp-partial-search patrv s i [c= p-start s-start s-end] -> integer

Applies kmp-step across s; optional s-start/s-end bounds parameters restrict search to a
substring of s. The patternis (vector-length rv) characters long; optional p-start index
indicates non-zero start of pattern in pat.

Suppose plen= (vector-length rv) is the length of the pattern. /is an integer index into the
pattern (that is, 0 <= i < plen) indicating how much of the pattern has already been matched. (This
means the pattern must be non-empty -- plen > 0.)

e On success, returns -j, where j is the index in s bounding the end of the pattern -- e.g., a value

that could be used as the end parameter in a call to substring/shared.

¢ On continue, returns the current search state i’ (an index into rv) when the search reached the

end of the string. This is a non-negative integer.
Hence:

o A negative return value indicates success, and says where in the string the match occured.
« A non-negative return value provides the i to use for continued search in a following string.

This utility is designed to allow searching for occurrences of a fixed string that might extend across

multiple buffers of text. This is why, for example, we do not provide the index of the start of the
match on success -- it may have occurred in a previous buffer.

To search a character sequence that arrives in "chunks," write a loop of this form:

(let 1p ((1 0))

(and (not (end-of-data?)) ; Lose —-- return #f£f.
(let* ((buf (get-next-chunk)) ; Get or fill up the buffer.
(1 (string-kmp-partial-search pat rv buf 1i)))
(1f (< 1 0) (- 1) ; Win -- return end index.
(Ip 1))))) ; Keep looking.

Modulo start/end optional-argument parsing, this procedure could be defined as follows:

(define (string-kmp-partial-search pat rv s i c= p-start s-start s-

end)
(let ((patlen (vector-length rv)))
(let 1p ((si s-start) ; An index into S.
(vi 1)) ; An index into RV.
(cond ((= vi patlen) (- si)) ; Win.
((= si end) vi) ; Ran off the end.
(else (lp (+ si 1) ; Match s[si] & loop.

(kmp-step pat rv (string-ref s si)
vi c= p-start)))))))

Reference implementation

This SRFI comes with a reference implementation. It can be found at:

http://srfi.schemers.org/srfi-13/srfi-13.scm
| have placed this source on the Net with an unencumbered, "open" copyright. The prefix/suffix and
comparison routines in this code had (extremely distant) origins in MIT Scheme's string lib, and were
substantially reworked by myself. Being derived from that code, they are covered by the MIT Scheme
copyright, which is a generic BSD-style open-source copyright. See the source file for details.

The KMP string-search code was influenced by implementations written by Stephen Bevan, Brian
Denheyer and Will Fitzgerald. However, this version was written from scratch by myself.


https://srfi.schemers.org/srfi-13/srfi-13.scm

The remainder of the code was written by myself for scsh or for this SRFI; | have placed this code under
the scsh copyright, which is also a generic BSD-style open-source copyright.

The code is written for portability and should be straightforward to port to any Scheme. The source
comments contains detailed notes describing the non-R5RS dependencies.

The library is written for clarity and well-commented; the current source is approximately 1000 lines of
source code and 1000 lines of comments and white space. It is also written for efficiency. Fast paths are
provided for common cases. This is not to say that the implementation can't be tuned up for a specific
Scheme implementation. There are notes in the comments addressing ways implementors can tune the
reference implementation for performance.

In short, I've written the reference implementation to make it as painless as possible for an implementor
-- or a regular programmer -- to adopt this library and get good results with it.
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14: Character-set Library
by Olin Shivers

Status
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list, follow these instructions. You can access previous messages via the mailing list archive.
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Abstract

The ability to efficiently represent and manipulate sets of characters is an unglamorous but very useful
capability for text-processing code -- one that tends to pop up in the definitions of other libraries. Hence
it is useful to specify a general substrate for this functionality early. This SRFI defines a general library
that provides this functionality.

It is accompanied by a reference implementation for the spec. The reference implementation is fairly
efficient, straightforwardly portable, and has a "free software" copyright. The implementation is tuned for
"small" 7 or 8 bit character types, such as ASCII or Latin-1; the data structures and algorithms would
have to be altered for larger 16 or 32 bit character types such as Unicode -- however, the specs have
been carefully designed with these larger character types in mind.

Several forthcoming SRFls can be defined in terms of this one:
e string library

o delimited input procedures (e.g., read-1ine)
e regular expressions

Variable Index

Here is the complete set of bindings -- procedural and otherwise -- exported by this library. In a Scheme
system that has a module or package system, these procedures should be contained in a module
named "char-set-lib".

Predicates & comparison
char-set? char-set= char-set<= char-set-hash
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Iterating over character sets
char-set-cursor char-set-ref char-set-cursor-next end-of-char-set?
char-set-fold char-set-unfold char-set-unfold!
char-set-for-each char-set-map

Creating character sets
char-set-copy char-set

list->char-set string->char-set
list->char-set! string->char-set!

char-set-filter ucs-range->char-set
char-set-filter! ucs-range->char-set!

->char-set

Querying character sets
char-set->1ist char-set->string
char-set-size char-set-count char-set-contains?
char-set-every char-set-any

Character-set algebra
char-set-adjoin char-set-delete
char-set-adjoin! char-set-delete!

char-set-complement char-set-union char-set-intersection
char-set-complement! char-set-union! char-set-intersection!

char-set-difference char-set-xor char-set-diff+intersection
char-set-difference! char-set-xor! char-set-diff+intersection!

Standard character sets
char-set:lower-case char-set:upper-case char-set:title-case

char-set:letter char-set:digit char-set:letter+digit
char-set:graphic char-set:printing char-set:whitespace
char-set:iso-control char-set:punctuation char-set:symbol
char-set:hex-digit char-set:blank char-set:ascii
char-set:empty char-set:full

Rationale

The ability to efficiently manipulate sets of characters is quite useful for text-processing code.
Encapsulating this functionality in a general, efficiently implemented library can assist all such code.
This library defines a new data structure to represent these sets, called a "char-set." The char-set type
is distinct from all other types.

This library is designed to be portable across implementations that use different character types and
representations, especially ASCII, Latin-1 and Unicode. Some effort has been made to preserve
compatibility with Java in the Unicode case (see the definition of char-set:whitespace for the single
real deviation).

Linear-update operations

The procedures of this SRFI, by default, are "pure functional" -- they do not alter their parameters.
However, this SRFI defines a set of "linear-update" procedures which have a hybrid pure-
functional/side-effecting semantics: they are allowed, but not required, to side-effect one of their
parameters in order to construct their result. An implementation may legally implement these
procedures as pure, side-effect-free functions, or it may implement them using side effects, depending
upon the details of what is the most efficient or simple to implement in terms of the underlying
representation.

The linear-update routines all have names ending with "!".

Clients of these procedures may not rely upon these procedures working by side effect. For example,
this is not guaranteed to work:

(let* ((csl (char-set #\a #\b #\c)) ; csl = {a,b,c}.
(cs2 (char-set-adjoin! csl #\d))) ; Add d to {a,b,c}.
csl) ; Could be either {a,b,c} or {a,b,c,d}.

However, this is well-defined:



(let ((cs (char-set #\a #\b #\c)))
(char-set-adjoin! c¢cs #\d)) ; Add d to {a,b,c}.

So clients of these procedures write in a functional style, but must additionally be sure that, when the
procedure is called, there are no other live pointers to the potentially-modified character set (hence the
term "linear update").

There are two benefits to this convention:

¢ Implementations are free to provide the most efficient possible implementation, either functional or
side-effecting.

e Programmers may nonetheless continue to assume that character sets are purely functional data
structures: they may be reliably shared without needing to be copied, uniquified, and so forth.

Note that pure functional representations are the right thing for ASCII- or Latin-1-based Scheme
implementations, since a char-set can be represented in an ASCIl Scheme with 4 32-bit words. Pure
set-algebra operations on such a representation are very fast and efficient. Programmers who code
using linear-update operations are guaranteed the system will provide the best implementation across
multiple platforms.

In practice, these procedures are most useful for efficiently constructing character sets in a side-
effecting manner, in some limited local context, before passing the character set outside the local
construction scope to be used in a functional manner.

Scheme provides no assistance in checking the linearity of the potentially side-effected parameters
passed to these functions --- there's no linear type checker or run-time mechanism for detecting
violations. (But sophisticated programming environments, such as DrScheme, might help.)

Extra-SRFI recommendations

Users are cautioned that the R5RS predicates

char-alphabetic?
char-numeric?
char-whitespace?
char-upper-case?
char-lower-case?
may or may not be in agreement with the SRFI 14 base character sets

char-set:letter

char-set:digit

char-set:whitespace

char-set:upper-case

char-set:lower-case
Implementors are strongly encouraged to bring these predicates into agreement with the base character
sets of this SRFI; not to do so risks major confusion.

Specification

In the following procedure specifications:

e A cs parameter is a character set.

An s parameter is a string.

A char parameter is a character.

A char-list parameter is a list of characters.

A pred parameter is a unary character predicate procedure, returning a true/false value when
applied to a character.

An obj parameter may be any value at all.

Passing values to procedures with these parameters that do not satisfy these types is an error.

Unless otherwise noted in the specification of a procedure, procedures always return character sets that
are distinct (from the point of view of the linear-update operations) from the parameter character sets.
For example, char-set-adjoin is guaranteed to provide a fresh character set, even if it is not given
any character parameters.

Parameters given in square brackets are optional. Unless otherwise noted in the text describing the
procedure, any prefix of these optional parameters may be supplied, from zero arguments to the full list.
When a procedure returns multiple values, this is shown by listing the return values in square brackets,
as well. So, for example, the procedure with signature

halts? f [x init-store] -> [boolean integer]



would take one (f), two (f, x) or three (f, x, init-store) input parameters, and return two values, a boolean
and an integer.

A parameter followed by ". . ." means zero-or-more elements. So the procedure with the signature
sum-squares X ... —> number
takes zero or more arguments (x ...), while the procedure with signature

spell-check doc dict; dict, ... —-> string-list

takes two required parameters (doc and dict;) and zero or more optional parameters (dicts ...).
General procedures

char-set? obj -> boolean

Is the object obj a character set?

char-set=cs; ... -> boolean
Are the character sets equal?
Boundary cases:

(char-set=) => true
(char-set= cs) => true

Rationale: transitive binary relations are generally extended to n-ary relations in Scheme, which
enables clearer, more concise code to be written. While the zero-argument and one-argument
cases will almost certainly not arise in first-order uses of such relations, they may well arise in
higher-order cases or macro-generated code. E.g., consider

(apply char-set= cset-list)
This is well-defined if the list is empty or a singleton list. Hence we extend these relations to any
number of arguments. Implementors have reported actual uses of n-ary relations in higher-order
cases allowing for fewer than two arguments. The way of Scheme is to handle the general case;
we provide the fully general extension.
A counter-argument to this extension is that R5RS's transitive binary arithmetic relations (=, <, efc.)

require at least two arguments, hence this decision is a break with the prior convention -- although
it is at least one that is backwards-compatible.

char-set<=csy... -> boolean
Returns true if every character set cs;is a subset of character set csj, 1.
Boundary cases:

(char-set<=) => true
(char-set<= c¢s) => true

Rationale: See char-set= for discussion of zero- and one-argument applications. Consider
testing a list of char-sets for monotonicity with

(apply char-set<= cset-1list)

char-set-hash cs [bound] -> integer

Compute a hash value for the character set cs. Bound is a non-negative exact integer specifying
the range of the hash function. A positive value restricts the return value to the range [0,bound).

If bound is either zero or not given, the implementation may use an implementation-specific default
value, chosen to be as large as is efficiently practical. For instance, the default range might be
chosen for a given implementation to map all strings into the range of integers that can be
represented with a single machine word.

Invariant:



(char-set= cs; csp) => (= (char-set-hash cs; b) (char-set-hash csy b))
A legal but nonetheless discouraged implementation:
(define (char-set-hash cs . maybe-bound) 1)

Rationale: allowing the user to specify an explicit bound simplifies user code by removing the mod
operation that typically accompanies every hash computation, and also may allow the
implementation of the hash function to exploit a reduced range to efficiently compute the hash
value. E.g., for small bounds, the hash function may be computed in a fashion such that
intermediate values never overflow into bignum integers, allowing the implementor to provide a
fixnum-specific "fast path" for computing the common cases very rapidly.

Iterating over character sets

char-set-cursor cset -> cursor
char-set-ref cset cursor -> char
char-set-cursor-next cset cursor -> cursor
end-of-char-set? cursor -> boolean

Cursors are a low-level facility for iterating over the characters in a set. A cursor is a value that
indexes a character in a char set. char-set-cursor produces a new cursor for a given char set.
The set element indexed by the cursor is fetched with char-set-ref. A cursor index is
incremented with char-set-cursor-next; in this way, code can step through every character in
a char set. Stepping a cursor "past the end" of a char set produces a cursor that answers true to
end-of-char-set?. Itis an error to pass such a cursor to char-set-ref orto char-set-
cursor-next.

A cursor value may not be used in conjunction with a different character set; if it is passed to
char-set-ref or char-set-cursor-next with a character set other than the one used to
create it, the results and effects are undefined.

Cursor values are not necessarily distinct from other types. They may be integers, linked lists,
records, procedures or other values. This license is granted to allow cursors to be very
"lightweight" values suitable for tight iteration, even in fairly simple implementations.

Note that these primitives are necessary to export an iteration facility for char sets to loop macros.
Example:

(define cs (char-set #\G #\a #\T #\e #\c #\h))

;; Collect elts of CS into a list.
(let 1p ((cur (char-set-cursor cs)) (ans '()))
(1f (end-of-char-set? cur) ans
(lp (char-set-cursor-next cs cur)
(cons (char-set-ref cs cur) ans))))

=> (#\G #\T #\a #\c #\e #\h)

;; Equivalently, using a list unfold (from SRFI 1):
(unfold-right end-of-char-set?
(curry char-set-ref cs)
(curry char-set-cursor-next cs)
(char-set-cursor cs))

=> (#\G #\T #\a #\c #\e #\h)

Rationale: Note that the cursor API's four functions "fit" the functional protocol used by the
unfolders provided by the list, string and char-set SRFIs (see the example above). By way of
contrast, here is a simpler, two-function API that was rejected for failing this criterion. Besides
char-set-cursor, it provided a single function that mapped a cursor and a character set to two
values, the indexed character and the next cursor. If the cursor had exhausted the character set,
then this function returned false instead of the character value, and another end-of-char-set cursor.
In this way, the other three functions of the current APl were combined together.

char-set-fold kons knil cs -> object

This is the fundamental iterator for character sets. Applies the function kons across the character
set c¢s using initial state value knil. That is, if cs is the empty set, the procedure returns knil.
Otherwise, some element ¢ of ¢s is chosen; let ¢s'be the remaining, unchosen characters. The
procedure returns



(char-set-fold kons (kons c¢ knil) cs')
Examples:

;; CHAR-SET-MEMBERS
(lambda (cs) (char-set-fold cons ' () cs))

;; CHAR-SET-SIZE
(lambda (cs) (char-set-fold (lambda (c i) (+ i 1)) 0 cs))

;; How many vowels in the char set?
(lambda (cs)
(char-set-fold (lambda (c i) (if (vowel? c¢) (+ i 1) 1))
0 cs))

char-set-unfold p fg seed [base-cs]-> char-set
char-set-unfold! pfg seed base-cs -> char-set

This is a fundamental constructor for char-sets.

o Gis used to generate a series of "seed" values from the initial seed: seed, (g seed), (92

seed), (g° seed), ...

o Ptells us when to stop -- when it returns true when applied to one of these seed values.

e F maps each seed value to a character. These characters are added to the base character
set base-cs to form the result; base-cs defaults to the empty set. char-set-unfold! adds
the characters to base-cs in a linear-update -- it is allowed, but not required, to side-effect and
use base-cs's storage to construct the result.

More precisely, the following definitions hold, ignoring the optional-argument issues:

(define (char-set-unfold p f g seed base-cs)
(char-set-unfold! p £ g seed (char-set-copy base-cs)))

(define (char-set-unfold! p f g seed base-cs)

(let lp ((seed seed) (cs base-cs))
(if (p seed) cs ; P says we
are done.
(lp (g seed) ; Loop on (G
SEED) .
(char-set-adjoin! cs (f seed)))))) ; Add (F

SEED) to set.

(Note that the actual implementation may be more efficient.)

Examples:
(port->char-set p) = (char-set-unfold eof-object? values
(lambda (x) (read-char p))
(read-char p))
(list->char-set 1lis) = (char-set-unfold null? car cdr 1lis)

char-set-for-each proc cs -> unspecified

Apply procedure proc to each character in the character set ¢s. Note that the order in which proc is
applied to the characters in the set is not specified, and may even change from one procedure
application to another.

Nothing at all is specified about the value returned by this procedure; it is not even required to be
consistent from call to call. It is simply required to be a value (or values) that may be passed to a
command continuation, e.g. as the value of an expression appearing as a non-terminal subform of
a begin expression. Note that in R5RS, this restricts the procedure to returning a single value;
non-R5RS systems may not even provide this restriction.

char-set-map proc cs -> char-set

proc is a char->char procedure. Apply it to all the characters in the char-set ¢s, and collect the
results into a new character set.



Essentially lifts proc from a char->char procedure to a char-set -> char-set procedure.
Example:

(char-set-map char-downcase cset)
Creating character sets

char-set-copy cs -> char-set

Returns a copy of the character set cs. "Copy" means that if either the input parameter or the result
value of this procedure is passed to one of the linear-update procedures described below, the
other character set is guaranteed not to be altered.

A system that provides pure-functional implementations of the linear-operator suite could
implement this procedure as the identity function -- so copies are not guaranteed to be distinct by

eq-?.

char-set chary ... -> char-set

Return a character set containing the given characters.

list->char-set char-list [base-cs] -> char-set
list->char-set! char-list base-cs -> char-set

Return a character set containing the characters in the list of characters char-list.

If character set base-cs is provided, the characters from char-list are added to it. 1ist->char-
set! is allowed, but not required, to side-effect and reuse the storage in base-cs; 1ist->char-
set produces a fresh character set.

string->char-set s [base-cs]->char-set
string->char-set! s base-cs -> char-set

Return a character set containing the characters in the string s.

If character set base-cs is provided, the characters from s are added to it. string->char-set!
is allowed, but not required, to side-effect and reuse the storage in base-cs; string->char-set
produces a fresh character set.

char-set-filter pred cs [base-cs]->char-set
char-set-filter! pred cs base-cs -> char-set

Returns a character set containing every character ¢ in cs such that (pred c) returns true.

If character set base-cs is provided, the characters specified by pred are added to it. char-set-
filter! is allowed, but not required, to side-effect and reuse the storage in base-cs; char-set-
filter produces a fresh character set.

An implementation may not save away a reference to pred and invoke it after char-set-filter
or char-set-filter! returns -- thatis, "lazy," on-demand implementations are not allowed, as
pred may have external dependencies on mutable data or have other side-effects.

Rationale: This procedure provides a means of converting a character predicate into its equivalent
character set; the cs parameter allows the programmer to bound the predicate's domain.
Programmers should be aware that filtering a character set such as char-set:full could be a
very expensive operation in an implementation that provided an extremely large character type,
such as 32-bit Unicode. An earlier draft of this library provided a simple predicate->char-set
procedure, which was rejected in favor of char-set-filter for this reason.

ucs-range->char-set Jower upper [error? base-cs] -> char-set
ucs-range->char-set! lower upper error? base-cs -> char-set

Lower and upper are exact non-negative integers; lower <= upper.

Returns a character set containing every character whose ISO/IEC 10646 UCS-4 code lies in the
half-open range [lower,upper).



o If the requested range includes unassigned UCS values, these are silently ignored (the
current UCS specification has "holes" in the space of assigned codes).

¢ If the requested range includes "private" or "user space" codes, these are handled in an
implementation-specific manner; however, a UCS- or Unicode-based Scheme implementation
should pass them through transparently.

¢ If any code from the requested range specifies a valid, assigned UCS character that has no
corresponding representative in the implementation's character type, then (1) an error is
raised if error?is true, and (2) the code is ignored if error? is false (the default). This might
happen, for example, if the implementation uses ASCII characters, and the requested range
includes non-ASCII characters.

If character set base-cs is provided, the characters specified by the range are added to it. ucs-
range->char-set! is allowed, but not required, to side-effect and reuse the storage in base-cs;
ucs-range->char-set produces a fresh character set.

Note that ASCII codes are a subset of the Latin-1 codes, which are in turn a subset of the 16-bit
Unicode codes, which are themselves a subset of the 32-bit UCS-4 codes. We commit to a specific
encoding in this routine, regardless of the underlying representation of characters, so that client
code using this library will be portable. I.e., a conformant Scheme implementation may use

EBCDIC or SHIFT-JIS to encode characters; it must simply map the UCS characters from the
given range into the native representation when possible, and report errors when not possible.

->char-set x -> char-set
Coerces x into a char-set. X may be a string, character or char-set. A string is converted to the set
of its constituent characters; a character is converted to a singleton set; a char-set is returned as-

is. This procedure is intended for use by other procedures that want to provide "user-friendly,"
wide-spectrum interfaces to their clients.

Querying character sets

char-set-size cs -> integer

Returns the number of elements in character set cs.

char-set-count pred cs -> integer

Apply pred to the chars of character set cs, and return the number of chars that caused the
predicate to return true.

char-set->1list cs -> character-list

This procedure returns a list of the members of character set c¢s. The order in which c¢s's characters
appear in the list is not defined, and may be different from one call to another.

char-set->string cs -> string

This procedure returns a string containing the members of character set cs. The order in which cs's
characters appear in the string is not defined, and may be different from one call to another.

char-set-contains? c¢s char -> boolean
This procedure tests char for membership in character set cs.

The MIT Scheme character-set package called this procedure char-set-member?, but the
argument order isn't consistent with the name.

char-set-every pred cs -> boolean
char-set-any pred cs -> boolean

The char-set-every procedure returns true if predicate pred returns true of every character in
the character set cs. Likewise, char-set-any applies pred to every character in character set cs,
and returns the first true value it finds. If no character produces a true value, it returns false. The
order in which these procedures sequence through the elements of cs is not specified.

Note that if you need to determine the actual character on which a predicate returns true, use
char-set-any and arrange for the predicate to return the character parameter as its true value,

e.g.



(char-set-any (lambda (c) (and (char-upper-case? c) c))
cs)

Character-set algebra

char-set-adjoin cs chary ... -> char-set
char-set-delete cschary ... -> char-set

Add/delete the char; characters to/from character set cs.

char-set-adjoin! c¢schary ... -> char-set
char-set-delete! cschary ... -> char-set

Linear-update variants. These procedures are allowed, but not required, to side-effect their first
parameter.

char-set-complement cs -> char-set

char-set-union c¢sy ... -> char-set
char-set-intersection c¢sy... -> char-set
char-set-difference cs;css... -> char-set

char-set-xor c¢sy ... -> char-set
char-set-diff+intersection csycss... -> [char-set char-set]

These procedures implement set complement, union, intersection, difference, and exclusive-or for
character sets. The union, intersection and xor operations are n-ary. The difference function is also
n-ary, associates to the left (that is, it computes the difference between its first argument and the
union of all the other arguments), and requires at least one argument.

Boundary cases:

char-set-union) => char-set:empty
char-set-intersection) => char-set:full
char-set-xor) => char-set:empty
char-set-difference cs) => cs

(
(
(
(

char-set-diff+intersection returns both the difference and the intersection of the
arguments -- it partitions its first parameter. It is equivalent to

(values (char-set-difference cs; csy, ...)
(char-set-intersection c¢s; (char-set-union csy ...)))

but can be implemented more efficiently.

Programmers should be aware that char-set-complement could potentially be a very
expensive operation in Scheme implementations that provide a very large character type, such as
32-bit Unicode. If this is a possibility, sets can be complemented with respect to a smaller universe
using char-set-difference.

char-set-complement! cs ->char-set

char-set-union! ¢s;csy... -> char-set
char-set-intersection! c¢s;css... -> char-set
char-set-difference! cs;csy... -> char-set

char-set-xor! ¢sycss... -> char-set
char-set-diff+intersection! c¢sycsscss... -> [char-set char-set]

These are linear-update variants of the set-algebra functions. They are allowed, but not required,
to side-effect their first (required) parameter.

char-set-diff+intersection! is allowed to side-effect both of its two required parameters,
csyand csp.

Standard character sets

Several character sets are predefined for convenience:



char-set:lower-case Lower-case letters
char-set:upper-case Upper-case letters
char-set:title-case Title-case letters

char-set:letter Letters

char-set:digit Digits
char-set:letter+digitletters and digits
char-set:graphic Printing characters except spaces
char-set:printing Printing characters including spaces

char-set:whitespace Whitespace characters
char-set:iso-control The ISO control characters
char-set:punctuation Punctuation characters

char-set:symbol Symbol characters
char-set:hex-digit A hexadecimal digit: 0-9, A-F, a-f
char-set:blank Blank characters -- horizontal whitespace
char-set:ascii All characters in the ASCII set.
char-set:empty Empty set

char-set:full All characters

Note that there may be characters in char-set: letter that are neither upper or lower case---this
might occur in implementations that use a character type richer than ASCII, such as Unicode. A "graphic
character" is one that would put ink on your page. While the exact composition of these sets may vary
depending upon the character type provided by the underlying Scheme system, here are the definitions
for some of the sets in an ASCII implementation:

char-set:lower-case a-z
char-set:upper-case A-Z

char-set:letter A-Z and a-z
char-set:digit 0123456789
char-set:punctuation!"#%&"' () *,-./:;?2Q@[\] _{}
char-set:symbol SH<=>"" | ~

char-set:whitespace Space, newline, tab, form feed,
vertical tab, carriage return
char-set:blank Space and tab
char-set:graphic letter + digit + punctuation + symbol
char-set:printing  graphic + whitespace
char-set:iso-controlASCII 0-31 and 127

Note that the existence of the char-set:ascii setimplies that the underlying character set is
required to be at least as rich as ASCII (including ASClII's control characters).

Rationale: The name choices reflect a shift from the older "alphabetic/numeric" terms found in R5RS
and Posix to newer, Unicode-influenced "letter/digit" lexemes.

Unicode, Latin-1 and ASCII definitions of the standard character
sets

In Unicode Scheme implementations, the base character sets are compatible with Java's Unicode
specifications.

For ASCII or Latin-1, we simply restrict the Unicode set specifications to their first 128 or 256 codes,
respectively. Scheme implementations that are not based on ASCII, Latin-1 or Unicode should attempt
to preserve the sense or spirit of these definitions.

The following descriptions frequently make reference to the "Unicode character database." This is a file,
available at URL

ftp:/ftp.unicode.org/Public/lUNIDATA/UnicodeData.txt
Each line contains a description of a Unicode character. The first semicolon-delimited field of the line

gives the hex value of the character's code; the second field gives the name of the character, and the
third field gives a two-letter category. Other fields give simple 1-1 case-mappings for the character and
other information; see

ftp://ftp.unicode.org/Public/lUNIDATA/UnicodeData.html
for further description of the file's format. Note in particular the two-letter category specified in the the

third field, which is referenced frequently in the descriptions below.

char-set:lower-case

For Unicode, we follow Java's specification: a character is lowercase if

e itis not in the range [U+2000,U+2FFF], and


ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.txt
ftp://ftp.unicode.org/Public/UNIDATA/UnicodeData.html

¢ the Unicode attribute table does not give a lowercase mapping for it, and
¢ at least one of the following is true:
o the Unicode attribute table gives a mapping to uppercase for the character, or
o the name for the character in the Unicode attribute table contains the words "SMALL
LETTER" or "SMALL LIGATURE".

The lower-case ASCII characters are

abcdefghijkimnopgrstuvwxyz
Latin-1 adds another 33 lower-case characters to the ASCII set:

00B5 MICRO SIGN

OODFLATIN SMALL LETTER SHARP S

OOEOLATIN SMALL LETTER A WITH GRAVE

0OE1 LATIN SMALL LETTER A WITH ACUTE

OOE2LATIN SMALL LETTER A WITH CIRCUMFLEX

OOE3LATIN SMALL LETTER A WITH TILDE

OOE4 LATIN SMALL LETTER A WITH DIAERESIS

OOE5LATIN SMALL LETTER A WITH RING ABOVE

OOE6 LATIN SMALL LETTER AE

O0OE7 LATIN SMALL LETTER C WITH CEDILLA

OOE8LATIN SMALL LETTER E WITH GRAVE

OOE9 LATIN SMALL LETTER E WITH ACUTE

OOEALATIN SMALL LETTER E WITH CIRCUMFLEX

OOEBLATIN SMALL LETTER E WITH DIAERESIS

OOECLATIN SMALL LETTER | WITH GRAVE

OOEDLATIN SMALL LETTER | WITH ACUTE

OOEELATIN SMALL LETTER | WITH CIRCUMFLEX

OOEFLATIN SMALL LETTER | WITH DIAERESIS

OOFO LATIN SMALL LETTER ETH

00F1 LATIN SMALL LETTER N WITH TILDE

O00F2 LATIN SMALL LETTER O WITH GRAVE

OOF3 LATIN SMALL LETTER O WITH ACUTE

00F4 LATIN SMALL LETTER O WITH CIRCUMFLEX

OOF5 LATIN SMALL LETTER O WITH TILDE

00F6 LATIN SMALL LETTER O WITH DIAERESIS

OOF8 LATIN SMALL LETTER O WITH STROKE

O0F9 LATIN SMALL LETTER U WITH GRAVE

OOFALATIN SMALL LETTER U WITH ACUTE

OOFBLATIN SMALL LETTER U WITH CIRCUMFLEX

OOFCLATIN SMALL LETTER U WITH DIAERESIS

OOFDLATIN SMALL LETTER Y WITH ACUTE

OOFELATIN SMALL LETTER THORN

OOFF LATIN SMALL LETTER Y WITH DIAERESIS
Note that three of these have no corresponding Latin-1 upper-case character:

00B5MICRO SIGN

OODFLATIN SMALL LETTER SHARP S

OOFFLATIN SMALL LETTER Y WITH DIAERESIS
(The compatibility micro character uppercases to the non-Latin-1 Greek capital mu; the German sharp s
character uppercases to the pair of characters "SS," and the capital y-with-diaeresis is non-Latin-1.)

(Note that the Java spec for lowercase characters given at

http://java.sun.com/docs/books/jls/html/javalang.doc4.html#14345
is inconsistent. U+00B5 MICRO SIGN fulfills the requirements for a lower-case character (as of Unicode

3.0), but is not given in the numeric list of lower-case character codes.)

(Note that the Java spec for isLowerCase () given at

http://java.sun.com/products/jdk/1.2/docs/api/java/lang/Character.html#isL owerCase(char)

gives three mutually inconsistent definitions of "lower case." The first is the definition used in this SRFI.
Following text says "A character is considered to be lowercase if and only if it is specified to be
lowercase by the Unicode 2.0 standard (category LI in the Unicode specification data file)." The former
spec excludes U+00AA FEMININE ORDINAL INDICATOR and U+00BA MASCULINE ORDINAL
INDICATOR,; the later spec includes them. Finally, the spec enumerates a list of characters in the Latin-
1 subset; this list excludes U+00B5 MICRO SIGN, which is included in both of the previous specs.)

char-set:upper-case

For Unicode, we follow Java's specification: a character is uppercase if

e it is not in the range [U+2000,U+2FFF], and
¢ the Unicode attribute table does not give an uppercase mapping for it (this excludes titlecase
characters), and


http://java.sun.com/docs/books/jls/html/javalang.doc4.html#14345
http://java.sun.com/products/jdk/1.2/docs/api/java/lang/Character.html#isLowerCase(char)

¢ at least one of the following is true:
o the Unicode attribute table gives a mapping to lowercase for the character, or
o the name for the character in the Unicode attribute table contains the words "CAPITAL
LETTER" or "CAPITAL LIGATURE".

The upper-case ASCII characters are

ABCDEFGHIJKLMNOPQRSTUVWXYZ
Latin-1 adds another 30 upper-case characters to the ASCII set:

00CO LATIN CAPITAL LETTER A WITH GRAVE

00C1 LATIN CAPITAL LETTER A WITH ACUTE
00C2LATIN CAPITAL LETTER A WITH CIRCUMFLEX
O0OC3 LATIN CAPITAL LETTER A WITH TILDE

00C4 LATIN CAPITAL LETTER A WITH DIAERESIS
00C5 LATIN CAPITAL LETTER A WITH RING ABOVE
00C6 LATIN CAPITAL LETTER AE

00C7 LATIN CAPITAL LETTER C WITH CEDILLA
00C8 LATIN CAPITAL LETTER E WITH GRAVE

00C9 LATIN CAPITAL LETTER E WITH ACUTE
OOCALATIN CAPITAL LETTER E WITH CIRCUMFLEX
OOCBLATIN CAPITAL LETTER E WITH DIAERESIS
O00OCCLATIN CAPITAL LETTER | WITH GRAVE
OOCDLATIN CAPITAL LETTER | WITH ACUTE
OOCELATIN CAPITAL LETTER | WITH CIRCUMFLEX
OOCFLATIN CAPITAL LETTER | WITH DIAERESIS
OODO LATIN CAPITAL LETTER ETH

00D1 LATIN CAPITAL LETTER N WITH TILDE

00D2 LATIN CAPITAL LETTER O WITH GRAVE

OOD3 LATIN CAPITAL LETTER O WITH ACUTE

00D4 LATIN CAPITAL LETTER O WITH CIRCUMFLEX
00D5 LATIN CAPITAL LETTER O WITH TILDE

00D6 LATIN CAPITAL LETTER O WITH DIAERESIS
O0OD8 LATIN CAPITAL LETTER O WITH STROKE
00OD9 LATIN CAPITAL LETTER U WITH GRAVE
OODALATIN CAPITAL LETTER U WITH ACUTE
OODBLATIN CAPITAL LETTER U WITH CIRCUMFLEX
OODCLATIN CAPITAL LETTER U WITH DIAERESIS
OODDLATIN CAPITAL LETTER Y WITH ACUTE
OODELATIN CAPITAL LETTER THORN

char-set:title-case

In Unicode, a character is titlecase if it has the category Lt in the character attribute database. There are
very few of these characters; here is the entire 31-character list as of Unicode 3.0:

01C5 LATIN CAPITAL LETTER D WITH SMALL LETTER Z WITH CARON

01C8 LATIN CAPITAL LETTER L WITH SMALL LETTER J

01CBLATIN CAPITAL LETTER N WITH SMALL LETTER J

01F2 LATIN CAPITAL LETTER D WITH SMALL LETTER Z

1F88 GREEK CAPITAL LETTER ALPHA WITH PSILI AND PROSGEGRAMMENI

1F89 GREEK CAPITAL LETTER ALPHA WITH DASIA AND PROSGEGRAMMENI

1F8A GREEK CAPITAL LETTER ALPHA WITH PSILI AND VARIA AND PROSGEGRAMMENI

1F8B GREEK CAPITAL LETTER ALPHA WITH DASIA AND VARIA AND PROSGEGRAMMENI

1F8C GREEK CAPITAL LETTER ALPHA WITH PSILI AND OXIA AND PROSGEGRAMMENI

1F8D GREEK CAPITAL LETTER ALPHA WITH DASIA AND OXIA AND PROSGEGRAMMENI

1F8E GREEK CAPITAL LETTER ALPHA WITH PSILI AND PERISPOMENI AND PROSGEGRAMMENI
1F8F GREEK CAPITAL LETTER ALPHA WITH DASIA AND PERISPOMENI AND PROSGEGRAMMENI
1F98 GREEK CAPITAL LETTER ETA WITH PSILI AND PROSGEGRAMMENI

1F99 GREEK CAPITAL LETTER ETA WITH DASIA AND PROSGEGRAMMENI

1F9A GREEK CAPITAL LETTER ETA WITH PSILI AND VARIA AND PROSGEGRAMMENI

1F9B GREEK CAPITAL LETTER ETA WITH DASIA AND VARIA AND PROSGEGRAMMENI

1F9C GREEK CAPITAL LETTER ETA WITH PSILI AND OXIA AND PROSGEGRAMMENI

1F9D GREEK CAPITAL LETTER ETA WITH DASIA AND OXIA AND PROSGEGRAMMENI

1F9E GREEK CAPITAL LETTER ETA WITH PSILI AND PERISPOMENI AND PROSGEGRAMMENI
1F9F GREEK CAPITAL LETTER ETA WITH DASIA AND PERISPOMENI AND PROSGEGRAMMENI
1FA8 GREEK CAPITAL LETTER OMEGA WITH PSILI AND PROSGEGRAMMENI

1FA9 GREEK CAPITAL LETTER OMEGA WITH DASIA AND PROSGEGRAMMENI

1FAAGREEK CAPITAL LETTER OMEGA WITH PSILI AND VARIA AND PROSGEGRAMMENI
1FABGREEK CAPITAL LETTER OMEGA WITH DASIA AND VARIA AND PROSGEGRAMMEN!I
1FACGREEK CAPITAL LETTER OMEGA WITH PSILI AND OXIA AND PROSGEGRAMMENI
1FADGREEK CAPITAL LETTER OMEGA WITH DASIA AND OXIA AND PROSGEGRAMMENI
1FAEGREEK CAPITAL LETTER OMEGA WITH PSILI AND PERISPOMENI AND PROSGEGRAMMENI
1FAF GREEK CAPITAL LETTER OMEGA WITH DASIA AND PERISPOMENI AND PROSGEGRAMMEN
1FBCGREEK CAPITAL LETTER ALPHA WITH PROSGEGRAMMENI



1FCCGREEK CAPITAL LETTER ETA WITH PROSGEGRAMMENI
1FFCGREEK CAPITAL LETTER OMEGA WITH PROSGEGRAMMENI

There are no ASCII or Latin-1 titlecase characters.

char-set:letter

In Unicode, a letter is any character with one of the letter categories (Lu, LI, Lt, Lm, Lo) in the Unicode
character database.

There are 52 ASCI| letters

abcdefghijkimnopgrstuvwxyz
ABCDEFGHIJKLMNOPQRSTUVWXYZ

There are 117 Latin-1 letters. These are the 115 characters that are members of the Latin-1 char-
set:lower—-case and char-set:upper-case sets, plus

00AAFEMININE ORDINAL INDICATOR
00BAMASCULINE ORDINAL INDICATOR

(These two letters are considered lower-case by Unicode, but not by Java or SRFI 14.)
char-set:digit

In Unicode, a character is a digit if it has the category Nd in the character attribute database. In Latin-1
and ASCII, the only such characters are 0123456789. In Unicode, there are other digit characters in
other code blocks, such as Gujarati digits and Tibetan digits.

char-set:hex-digit

The only hex digits are 0123456789abcdefABCDEF.
char-set:letter+digit

The union of char-set:letter and char-set:digit.
char-set:graphic

A graphic character is one that would put ink on paper. The ASCII and Latin-1 graphic characters are
the members of

char-set:letter
char-set:digit
char-set:punctuation
char-set:symbol

char-set:printing

A printing character is one that would occupy space when printed, i.e., a graphic character or a space
character. char-set:printing is the union of char-set:whitespace and char-set:graphic.

char-set:whitespace

In Unicode, a whitespace character is either

a character with one of the space, line, or paragraph separator categories (Zs, ZI or Zp) of the
Unicode character database.

U+0009 Horizontal tabulation (\t control-I)

U+000A Line feed (\n control-J)

U+000B Vertical tabulation (\v control-K)

U+000C Form feed (\f control-L)

U+000D Carriage return (\r control-M)

There are 24 whitespace characters in Unicode 3.0:

0009 HORIZONTAL TABULATION \t control-I
O000ALINE FEED \n control-J
000BVERTICAL TABULATION \v control-K



000CFORM FEED \f control-L

000DCARRIAGE RETURN \r control-M
0020 SPACE Zs
00AONO-BREAK SPACE Zs
1680 OGHAM SPACE MARK Zs
2000 EN QUAD Zs
2001 EM QUAD Zs
2002 EN SPACE Zs
2003 EM SPACE Zs
2004 THREE-PER-EM SPACE Zs
2005 FOUR-PER-EM SPACE Zs
2006 SIX-PER-EM SPACE Zs
2007 FIGURE SPACE Zs
2008 PUNCTUATION SPACE Zs
2009 THIN SPACE Zs
200AHAIR SPACE Zs
200BZERO WIDTH SPACE Zs
2028 LINE SEPARATOR Zl

2029 PARAGRAPH SEPARATOR Zp
202F NARROW NO-BREAK SPACEZs
3000 IDEOGRAPHIC SPACE Zs

The ASCII whitespace characters are the first six characters in the above list -- line feed, horizontal
tabulation, vertical tabulation, form feed, carriage return, and space. These are also exactly the
characters recognised by the Posix isspace () procedure. Latin-1 adds the no-break space.

Note: Java's i sWhitespace () method is incompatible, including

0009 HORIZONTAL TABULATION(\t control-1)

001CFILE SEPARATOR (control-\)

001DGROUP SEPARATOR (control-])

001ERECORD SEPARATOR (control-?)

001FUNIT SEPARATOR (control-_)
and excluding

00AONO-BREAK SPACE

Java's excluding the no-break space means that tokenizers can simply break character streams at
"whitespace" boundaries. However, the exclusion introduces exceptions in other places, e.g. char-
set:printing is no longer simply the union of char-set:graphic and char-set:whitespace.

char-set:iso-control

The ISO control characters are the Unicode/Latin-1 characters in the ranges [U+0000,U+001F] and
[U+007F,U+009F].

ASCII restricts this set to the characters in the range [U+0000,U+001F] plus the character U+007F.

Note that Unicode defines other control characters which do not belong to this set (hence the qualifying
prefix "iso-" in the name). This restriction is compatible with the Java IsI1S0Control () method.

char-set:punctuation

In Unicode, a punctuation character is any character that has one of the punctuation categories in the
Unicode character database (Pc, Pd, Ps, Pe, Pi, Pf, or Po.)

ASCII has 23 punctuation characters:
IMESs ()%, -/ ;2@ 0N ()

Latin-1 adds six more:
00A1 INVERTED EXCLAMATION MARK
OOABLEFT-POINTING DOUBLE ANGLE QUOTATION MARK
00ADSOFT HYPHEN
00B7 MIDDLE DOT
00BBRIGHT-POINTING DOUBLE ANGLE QUOTATION MARK
00BFINVERTED QUESTION MARK

Note that the nine ASCII characters $+<=>~" | ~ are not punctuation. They are "symbols."

char-set:symbol



In Unicode, a symbol is any character that has one of the symbol categories in the Unicode character
database (Sm, Sc, Sk, or So). There are nine ASCII symbol characters:

S+<=>"" | ~
Latin-1 adds 18 more:

00A2 CENT SIGN

00A3 POUND SIGN
00A4 CURRENCY SIGN
00A5 YEN SIGN

00A6 BROKEN BAR
00A7 SECTION SIGN
00A8 DIAERESIS

00A9 COPYRIGHT SIGN
00ACNOT SIGN
00AEREGISTERED SIGN
00AF MACRON
00BODEGREE SIGN
00B1 PLUS-MINUS SIGN
00B4 ACUTE ACCENT
00B6 PILCROW SIGN
00B8 CEDILLA
00D7MULTIPLICATION SIGN
00F7 DIVISION SIGN

char-set:blank

Blank chars are horizontal whitespace. In Unicode, a blank character is either

¢ a character with the space separator category (Zs) in the Unicode character database.
o U+0009 Horizontal tabulation (\t control-1)

There are eighteen blank characters in Unicode 3.0:

0009 HORIZONTAL TABULATION \t control-|

0020 SPACE Zs
00AONO-BREAK SPACE Zs
1680 OGHAM SPACE MARK Zs
2000EN QUAD Zs
2001 EM QUAD Zs
2002EN SPACE Zs
2003EM SPACE Zs
2004 THREE-PER-EM SPACE Zs
2005 FOUR-PER-EM SPACE Zs
2006 SIX-PER-EM SPACE Zs
2007 FIGURE SPACE Zs
2008 PUNCTUATION SPACE Zs
2009 THIN SPACE Zs
200AHAIR SPACE Zs
200BZERO WIDTH SPACE Zs
202FNARROW NO-BREAK SPACEZs
3000IDEOGRAPHIC SPACE Zs

The ASCII blank characters are the first two characters above -- horizontal tab and space. Latin-1 adds
the no-break space.

Java doesn't have the concept of "blank" characters, so there are no compatibility issues.

Reference implementation
This SRFI comes with a reference implementation. It resides at:

https://stfi.schemers.org/srfi-14/srfi-14.scm
I have placed this source on the Net with an unencumbered, "open" copyright. Some of the code in the

reference implementation bears a distant family relation to the MIT Scheme implementation, and being
derived from that code, is covered by the MIT Scheme copyright (which is a generic BSD-style open-
source copyright -- see the source file for details). The remainder of the code was written by myself for
scsh or for this SRFI; | have placed this code under the scsh copyright, which is also a generic BSD-
style open-source copyright.

The code is written for portability and should be simple to port to any Scheme. It has only the following
deviations from R4RS, clearly discussed in the comments:


https://srfi.schemers.org/srfi-14/srfi-14.scm

an error procedure;

the R5RS values procedure for producing multiple return values;

a simple check-arg procedure for argument checking;

let-optionals* and :optional macros for for parsing, checking and defaulting optional
arguments from rest lists;

e The SRFI-19 define-record-type form;

e bitwise-and for the hash function;

e %latinl->char and $char->latinl.

The library is written for clarity and well-commented; the current source is about 375 lines of source
code and 375 lines of comments and white space. It is also written for efficiency. Fast paths are
provided for common cases.

This is not to say that the implementation can't be tuned up for a specific Scheme implementation.
There are notes in comments addressing ways implementors can tune the reference implementation for
performance.

In short, I've written the reference implementation to make it as painless as possible for an implementor
-- or a regular programmer -- to adopt this library and get good results with it.

The code uses a rather simple-minded, inefficient representation for ASCIl/Latin-1 char-sets -- a 256-
character string. The character whose code is iis in the set if sfif= ASCII 1 (soh, or 2a); not in the set if
sfi] = ASCII 0 (nul). A much faster and denser representation would be 16 or 32 bytes worth of bit string.
A portable implementation using bit sets awaits standards for bitwise logical-ops and byte vectors.

"Large" character types, such as Unicode, should use a sparse representation, taking care that the
Latin-1 subset continues to be represented with a dense 32-byte bit set.
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16: Syntax for procedures of variable arity.
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provide input on this SRFI, please send email to srfi-16@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

e Received: 1999-11-01
e Draft: 1999-11-06--2000-01-07
o Final: 2000-03-10

Abstract

CASE-LAMBDA, a syntax for procedures with a variable number of arguments, is introduced.

Rationale

CASE-LAMBDA reduces the clutter of procedures that execute different code depending on the number
of arguments they were passed; it is a pattern-matching mechanism that matches on the number of
arguments. CASE-LAMBDA is available in some Scheme systems.

While CASE-LAMBDA can be implemented as a macro using only facilities available in R5SRS Scheme,
it admits considerable implementation-specific optimization.

Specification

(CASE-LAMBDA <clause> ...)
Syntax

Each <clause> should have the form (<formals> <body>), where <formals> is a formal arguments
list as for LAMBDA, cf section 4.1.4 of the R5RS. Each <body> is a <tail-body>, cf section 3.5 of
the R5RS.

A CASE-LAMBDA expression evaluates to a procedure that accepts a variable number of
arguments and is lexically scoped in the same manner as procedures resulting from LAMBDA
expressions. When the procedure is called with some arguments V1 .. Vk, then the first <clause>
for which the arguments agree with <formals> is selected, where agreement is specified as for the
<formals> of a LAMBDA expression. The variables of <formals> are bound to fresh locations, the
values V1 .. Vk are stored in those locations, the <body> is evaluated in the extended environment,
and the results of <body> are returned as the results of the procedure call.

It is an error for the arguments not to agree with the <formals> of any <clause>.

(define plus
(case-lambda
(() 0)
((x) x)
((xy) (+ xv))
((xy z) (+ (+xYy) 2))
(args (apply + args))))

(plus) --> 0
(plus 1) -—> 1
(plus 1 2 3) --> 6

( (case-lambda

((a) a)
((a b) (* ab)))
1 2 3) --> error

Implementation

The following implementation is written in R5RS Scheme. It is not compatible with the IEEE Scheme
standard because the IEEE standard does not contain the high-level macro system.
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The implementation assumes that some top-level names defined by the R5RS are bound to their
original values.

;7 This code is in the public domain.

(define-syntax case-lambda
(syntax-rules ()
( (case-lambda)
(lambda args
(error "CASE-LAMBDA without any clauses.")))
((case-lambda
(?2al ?el ...)
?clausel ...)
(lambda args
(let ((1 (length args)))
(case-lambda "CLAUSE" args 1
(?al ?el ...)
?clausel ...))))
((case-lambda "CLAUSE" ?args ?1
((?al ...) ?el ...)
?clausel ...)
(if (= ?1 (length '(?al ...)))
(apply (lambda (?al ...) ?el ...) ?args)
(case-lambda "CLAUSE" ?args ?1

?clausel ...)))
((case-lambda "CLAUSE" ?args ?1
((?al . ?ar) ?el ...)
?clausel .
(case-lambda "IMPROPER" ?args 2?1 1 (?al . ?ar) (?ar ?el ...)
?clausel .
((case-lambda "CLAUSE" ?args ?1
(?al ?el ...)

?clausel ...)
(let ((?al ?args))
?el ...))
((case-lambda "CLAUSE" ?args ?1)
(error "Wrong number of arguments to CASE-LAMBDA."))
((case-lambda "IMPROPER" ?args ?1 ?k ?al ((?al . ?ar) ?el ...)
?clausel .
(case-lambda "IMPROPER" ?args ?1 (+ 2?2k 1) 2al (?ar ?el ...)
?clausel
((case-lambda "IMPROPER" ?args ?1 ?k ?al (?ar ?el ...)
?clausel ...)
(if (>= 21 ?2k)
(apply (lambda ?al ?el ...) ?args)
(case-lambda "CLAUSE" ?args 2?1
?2clausel ...)))))

Copyright

Copyright (C) Lars T Hansen (1999). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: Mike Sperber
Last modified: Fri Sep 18 18:34:31 MST 2009
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19:

Time Data Types and Procedures

by Will Fitzgerald

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-19@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

Draft: 2000-02-28 to 2000-08-28
Final: 2000-08-31
Revised to fix errata:
o 2003-02-28 (Fixed reference implementation.)
2003-05-30 (Fixed documentation bug for ~D.)
2004-03-15 (Fixed various documentation bugs.)
2017-05-05 (Fixed definition of Julian Day and Modified Julian Day.)
2019-06-11 (Fixed week number definitions in Table 1. Note that this was an incompatible
change to the API.)
o 2023-03-29 (Fixed return type of time-tai->time-utcand time-tai->time-utc!.)

O O O O

Abstract

Points in time are represented as the number of seconds (with nanosecond precision) since "the epoch,"
a zero point in time. Several standard variants are defined, including UTC (universal coordinated time),
TAI (international atomic time), and monotonic time. A point in time can also be represented as a Julian
Day or Modified Julian Day number. Time durations, including time spent in a process or thread, are
defined. Conversion routines are provided. The procedure CURRENT-TIME queries the current time in
a specified variant, with a system-dependent resolution. Procedures for time arithmetic and time
comparisons are also provided.

A date is a representation of a point in time in the Gregorian calendar, a 24 hour clock (with nanosecond
precision) and a time zone offset from UTC. Procedures for converting between time and dates are
provided, as well as for reading and writing string representations of dates.

Issues

[None currently]

Rationale

R5RS Scheme does not provide standard data types for time. This SRFI addresses this lack by specifying
data types for time and associated procedures.

Specification

A Time object, which is distinct from all existing types, defines a point in time or a time duration in
some standard time system. The standard time systems are:

Universal Coordinated Time (UTC),

International Atomic Time (TAI),

monotonic time (a monotonically increasing point in time from some epoch, which is
implementation-dependent),

CPU time in current thread (implementation dependent),

CPU time in current process (implementation dependent),

Time duration.

Implementations are required to implement UTC, monotonic time, CPU time in current process, and
time duration. Implementations are allowed to create extensions (for example, amount of time spent in
garbage collection).
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A time object consists of three components:

e Time type, a symbol representing the time system representation used. The constants TIME-TAT,
TIME-UTC, TIME-MONOTONIC, TIME-THREAD, TIME-PROCESS, and TIME-DURATION must be
provided for these symbols. Implementations should provide constants for time type extensions.

e Second, an integer representing the number of whole seconds from "the epoch."

¢ Nanosecond, an integer of the number of nanoseconds in the fractional portion. Although a time
object has nanosecond precision, clocks may have a lower resolution.

A Date object, which is distinct from all existing types, represents a point in time as represented by the
Gregorian calendar as well as by a time zone. Dates are immutable. A date consists of the following
components:

Nanosecond, an integer between 0 and 9,999,999, inclusive.

Second, an integer 0 and 60, inclusive, (60 represents a leap second)

Minute, an integer between 0 and 59, inclusive,

Hour, an integer between 0 and 23, inclusive,

Day, an integer between 0 and 31, inclusive, the upper limit depending on the month and year of
the point in time,

e Month, an integer between 1 and 12, inclusive; in which 1 means January, 2 February, and so on.
e Year, an integer representing the year.

e Time zone, an integer representing the number of seconds east of GMT for this timezone.

A Julian Day represents a point in time as a real number of days since -4713-11-24T12:00:00Z (midday
UT on 24 November 4714 BC in the proleptic Gregorian calendar (1 January 4713 BC in the proleptic
Julian calendar)).

A Modified Julian Day represents a point in time as a real number of days since 1858-11-
17T00:00:00Z (midnight UT on 17 November AD 1858).

Constants
The following constants are required:

time-duration

Symbol representing Time duration.

time-monotonic
Symbol representing monotonic time.

time-process

Symbol representing time spent in current process.

time-tai
Symbol representing TAI time.

time-thread
Symbol representing time spent in current thread.

time-utc
Symbol representing UTC time.

Current time and clock resolution
The following procedures are required:

current-date [tz-offset] -> date
Date corresponding to the current UTC time.

current-julian-day -> jdn
Current Julian Day.



current-modified-julian-day -> mjdn
Current Modified Julian Day.

current-time [time-type] -> time
Current time, of type t ime-type system, which defaults to TIME-UTC.

time-resolution [time-type] -> integer
Clock resolution, in nanoseconds, of the system clock of type type t ime-type system, which
defaults to TIME-UTC.

Time object and accessors
The following procedures are required:

make-time type nanosecond second -> time
Creates a time object.

time? object -> boolean
#t if object is a time object, otherwise, # f.

time-type time -> time-type
Time type.

time-nanosecond time -> integer
Time nanosecond.

time-second time -> integer
Time second.

set-time-type! time time-type

Changes time type. Note: This changes the semantics of the time object. To convert a time to
another system of representation, use one of the conversion procedures.

set-time-nanosecond! time integer
Changes time nanosecond.

set-time-second! time integer
Changes time second.

copy-time time1 -> time2
Creates a new time object, with the same time type, nanosecond, and second astime1.

Time comparison procedures

All of the time comparison procedures require the time objects to be of the same type. It is an error to
use these procedures on time objects of different types. For the point-in-time measurements (e.g.,
TIME-TATI and TIME-UTC), the semantics are described in plain text. For durations, (e.g.,TIME-
DURATION, TIME-CPU, the semantics are described in parentheses.

The following procedures are required:

time<="? timel time2 -> boolean
#t if time1 is before or at (less than or equal to)time2, # f otherwise.

time<? time1 time2 -> boolean
#t if time1 is before (less than) time2, # £ otherwise.



time=" time1 time2 -> boolean
#t if time1 at (equal) time2, # £ otherwise.

time>=? time1 time2 -> boolean
#t if time1 is at or after (greater than or equal to)time2, # f otherwise.

time>? time1 time2 -> boolean
#t if time1 is after (greater than) time2, # £ otherwise.

Time arithmetic procedures
The following procedures are required.

time-difference timel1 time2 -> time-duration

The TIME-DURATION between timei1 and time2. It is an error iftimez1 and time2 are of different
time types. A new time object is created.

time-difference! timel time2 -> time-duration

The TIME-DURATION between time1 and timez2. It is an error iftime1 and time2 are of different
time types. Time1 may be used to create the resulting TTME-DURATION object.

add-duration timei1 time-duration -> time

The time resulting from adding time-duration to time1, which is a time object of the same time type
as time1. A new time object is created.

add-duration! time1 time-duration -> time

The time resulting from adding time-duration to timei1, which is a time object of the same time type
as time1. Time1 may used to create the resulting time object.

subtract-duration timei1 time-duration -> time

The time resulting from subtracting time-duration from timei, which is a time object of the same
time type as time1. A new time object is created.

subtract-duration! timei1 time-duration -> time

The time resulting from subtracting time-duration from timez1, which is a time object of the same
time type as time1. Time1 may used to create the resulting time object.

Date object and accessors
Date objects are immutable once created. The following procedures are required.

make-date nanosecond second minute hour day month year zone-offset-> date
Creates a date object.

date? date -> boolean
#t if object is a time object, otherwise, # £.

date-nanosecond date -> integer
Date nanosecond.

date-second date -> integer
Date second.

date-minute date -> integer
Date minute.



date-hour date -> integer
Date hour.

date-day date -> integer
Date day.

date-month date -> integer
Date month.

date-year date -> integer
Date year.

date-zone-offset date -> integer
Date time zone offset.

date-year-day date -> integer
The ordinal day of the year of this date. January 1 is 1, etc.

date-week-day date -> integer
The day of the week of this date, where Sunday=0, Monday=1, etc.

date-week-number date day-of-week-starting-week -> integer

The ordinal week of the year which holds this date, ignoring a first partial week. 'Day-of-week-
starting-week' is the integer corresponding to the day of the week which is to be considered the first
day of the week (Sunday=0, Monday=1, etc.).

Time/Date/Julian Day/Modified Julian Day Converters
The following conversion procedures are required.

date->julian-day date -> jd
Convert date to Julian Day.

date->modified-julian-day date-> mjd
Convert date to Modified Julian Day.

date->time-monotonic date -> time-monotonic
Convert date to monotonic time.

date->time-tai date -> time-tai
Convert date to TAI time.

date->time-utc date -> time-utc
Convert date to UTC time.

julian-day->date jd [tz-offset] -> date
Convert Julian Day to date, , using time zone offset, which defaults to the local time zone.

julian-day->time-monotonic jd -> time-monotonic
Convert Julian Day to monotonic time.

julian-day->time-tai jd -> time-tai
Convert Julian Day to TAI time.

julian-day->time-utcjd -> time-utc



Convert Julian Day to UTC time.

modified-julian-day->date mjd [tz-offset] -> date
Convert Modified Julian Day to date, using time zone offset, which defaults to the local time zone.

modified-julian-day->time-monotonic mjd-> time-monotonic
Convert Modified Julian Day to monotonic time.

modified-julian-day->time-tai mjd-> time-tai
Convert Modified Julian Day to TAI time.

modified-julian-day->time-utc mjd-> time-utc
Convert Modified Julian Day to UTC time.

time-monotonic->date time-monotonic [tz-offset] -> date
Convert monotonic time to date, using time zone offset, which defaults to the local time zone.

time-monotonic->julian-day time-monotonic -> jd
Convert monotonic time to Julian Day.

time-monotonic->modified-julian-day time-monotonic -> mjd
Convert monotonic time to Modified Julian Day.

time-monotonic->time-tai time-monotonic -> time-tai
Convert monotonic time to TAI time.

time-monotonic->time-tai! time-monotonic -> time-tai
Convert monotonic time to TAI time. The time structure may be reused.

time-monotonic->time-utc time-monotonic -> time-utc
Convert monotonic time to UTC time.

time-monotonic->time-utc! time-monotonic -> time-utc
Convert monotonic time to UTC time. The time structure may be reused.

time-tai->date time-tai [tz-offset] -> date
Convert TAI time to date, using time zone offset, which defaults to the local time zone.

time-tai->julian-day time-tai -> jd
Convert TAI time to Julian Day.

time-tai->modified-julian-day time-tai -> mjd
Convert TAI time to Modified Julian Day.

time-tai->time-monotonic time-tai -> time-monotonic
Convert TAI time to monotonic time.

time-tai->time-monotonic! time-tai -> time-monotonic
Convert TAI time to monotonic time. The time structure may be reused.

time-tai->time-utc time-tai -> time-utc
Convert TAI time to UTC time.

time-tai->time-utc! time-tai -> time-utc
Convert TAI time to UTC time. The time structure may be reused.



time-utc->date time-utc [tz-offset] -> time-utc
Convert UTC time to date, using time zone offset, which defaults to the local time zone.

time-utc->julian-day time-utc -> jd
Convert UTC time to Julian Day

time-utc->modified-julian-day time-utc -> mjd
Convert UTC time to Modified Julian Day.

time-utc->time-monotonic time-utc -> time-monotonic
Convert UTC time to monotonic time.

time-utc->time-monotonic! time-utc -> time-monotonic
Convert UTC time to monotonic time. The time structure may be reused.

time-utc->time-tai time-utc -> time-tai
Convert UTC time to TAI time.

time-utc->time-tai! time-utc -> time-tai
Convert UTC time to TAI time. The time structure may be reused.

Date to String/String to Date Converters

These procedures provide conversion to and from strings. They are required. The specification below

describes a 'locale;' the specification of locales is beyond this SRFI.

date->string date [format-string] -> string

Converts a date to a string, using the format string. The format string is copied as is; except escape
characters (indicated by the tilde) are replaced with specific conversions. Table 1 lists the required

conversion specifiers; implementations are free to extend this list.

string->date input-string template-string -> date

Converts an input string to a date, using the template string. The input string must match the
template string as is; except escape characters (indicate by the tilde) indicate special converters
which (1) move to the next character in the input string fulfilling a criterion; (2) read a value, and
(3) act on this value in some way. Table 2 lists the required converters; implementations are free to

extend this list.

Ch Conversion

~~ aliteral ~

~a locale's abbreviated weekday name (Sun...Sat)

~A locale's full weekday name (Sunday...Saturday)

~b  locale's abbreviate month name (Jan...Dec)

~B locale's full month day (January...December)

~c locale's date and time (e.g., "Fri Jul 14 20:28:42-0400 2000")

day of month, zero padded (01...31)

~D date (mm/dd/yy)

~e day of month, blank padded ( 1...31)

~f seconds+fractional seconds, using locale's decimal separator (e.g. 5.2).
~h same as ~b

~H hour, zero padded, 24-hour clock (00...23)

~I hour, zero padded, 12-hour clock (01...12)

~J day of year, zero padded

~k  hour, blank padded, 24-hour clock ( 0...23)



~1 hour, blank padded, 12-hour clock ( 1...12)

~m month, zero padded (01...12)

~M  minute, zero padded (00...59)

~n  new line

~N nanosecond, zero padded

~p locale's AM or PM

~r time, 12 hour clock, same as "~I:~M:~S ~p"

~s number of full seconds since "the epoch" (in UTC)

~S second, zero padded (00...60)

~t horizontal tab

~T time, 24 hour clock, same as "~H:~M:~S"

~U  week number of year with Sunday as first day of week (00...53)
~V  ISO 8601 week number of the year with Monday as first day of week (01..53) 1!
~w day of week (0...6)

~W week number of year with Monday as first day of week (01...52)
~x Jocale's date representation1l

~X locale's time representationt!

~y last two digits of year (00...99)

~Y year

~z time zone in RFC-822 style

~Z symbol time zone (not-implemented)

~1 IS0-8601 year-month-day format

~2 IS0-8601 hour-minute-second-timezone format

~3 IS0-8601 hour-minute-second format

~4 IS0-8601 year-month-day-hour-minute-second-timezone format
~5 IS0-8601 year-month-day-hour-minute-second format

Table 1: DATE->STRING conversion specifiers

[1] These lines were changed as part of a fix to errata on 2009-06-11.

Ch Skip to Read Set
~~ any read literal ~ nothing
~a  char-alphabetic? abbreviated weekday in locale nothing
~A  char-alphabetic? full weekday in locale nothing
~b  char-alphabetic? abbreviated month name in locale nothing
~B  char-alphabetic? full month name in locale nothing
~d  char-numeric? day of month date-day
~e any day of month, blank padded date-day
~h  char-alphabetic? same as ~b nothing
~H  char-numeric? hour date-hour
~k  any hour, blank padded date-hour
~m  char-numeric? month date-month
~M  char-numeric? minute date-minute
~S  char-numeric? second date-second
. . date-year
~yY any 2-digit year within 50 years
~Y  char-numeric? year date-year
. date-zone-
~Z  any time zone offset

Table 2: STRING->DATE conversion specifiers

Implementation



This SRFI cannot be written in completely standard Scheme. In particular, there must be some system-
independent method of finding the values for CURRENT-TIME. The GNU C function, gettimeofday
might prove useful to implementors.

The difference between TAI and UTC is not determinate, and implementations must provide some
method for getting TAI. A procedure is provided in the accompanying implementation for reading the
leap second table provided by the Time Service of the US Naval Observatory (available at

ftp://maia.usno.navy.mil/ser7/tai-utc.dat).

The accompanying implementation assumes SRFI 6 Basic String Ports. The accompanying
implementation also assumes an error procedure. The accompanying implementation also assumes
SRFI 8 RECEIVE: Binding to multiple values. which is easy to implement with the following syntax:

(define-syntax receive
(syntax-rules ()
((receive formals expression body ...)
(call-with-values (lambda () expression)
(lambda formals body ...)))))

Note that it contains TAI-UTC.DAT reader.

The accompanying implementation is written in MzScheme. MzScheme provides the procedure
current-seconds, which returns the number of seconds (UTC) since 1970-01-01T00:00:00Z+00:00,
and current-milliseconds, which is a monotonic time clock. Combining these provides an
implementation of (current-time time-utc).Monontonic time, in this implementation, is the
same as TAI time; differences between TAI and UTC are resolved through a leap second table. According
to the International Earth Rotation Service, there will be no leap second in December, 2000. Thus, the
leap second table is guaranteed to be correct through June, 2000.

Also, MzScheme (as of version 102, I believe) provides a method for returning the current time zone
offset, via its SECONDS->DATE and CURRENT-DATE procedures.

MzScheme's DEFINE-STRUCT was used to define the time and date objects.SRFI g, Defining Record
Types, could be used instead.

Procedures meant to be used internally have names beginning with TM:. Locale-related constants and
procedures have 1ocale in their name; if a 'locale’ SRFI is ever written, it might be good to use that
code instead.

From this, the rest of the implementation was built.

There is also a test suite.
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The DATE->STRING procedure uses a format string, based on GNU C'sdate procedure, as well as
scsh's FORMAT-DATE procedure.

Copyright
Copyright (C) Neodesic Corporation (2000). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
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following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: Shriram Krishnamurthi
Last modified by the author:
(display (date->string (current-date 0) "~4")):2017-05-05T21:42:177Z
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23: Error reporting mechanism
by Stephan Houben

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-23 @srfi.schemers.org. To subscribe to
the list, follow these instructions. You can access previous messages via the mailing list archive.

o Draft: 2001-03-09--2001-06-09
« Revised: 2001-03-22
« Revised: 2001-04-26

Abstract

A mechanism is proposed to allow Scheme code to report errors and abort execution. The proposed
mechanism is already implemented in several Scheme systems and can be implemented, albeit
imperfectly, in any R5RS conforming Scheme.

Rationale

R5RS Scheme requires certain operations to signal an error when they fail. "Signalling an error" means
that implementations must detect and report the error. Moreover, R5RS encourages, but not requires,
implementations to signal an error in many more circumstances.

However, there is no direct way for the Scheme application programmer to report an error that occured
in his or her own application. This means that Scheme procedures created by applications or libraries
are in this respect not on equal footing with procedures provided by the Scheme system.

Many Scheme systems already provide a mechanism that allows application code to report an error. At
least the following implementations support such a mechanism: Bigloo, Guile, MIT Scheme, PLT
Scheme, RScheme, Scsh, SCM, all implementations supported by SLIB. Of these implementations, the
following have an error mechanism compatible with this SRFI: Guile, MIT Scheme, PLT Scheme,
RScheme, Scsh. The implementation in SLIB has a different name than the one proposed in this SRFI.

To summarise, many implementations already have the error reporting mechanism described in this
SRFI and others are easily made compatible with this SRFI. This shows that the proposed mechanism
is considered useful and that it is easy to implement in most major implementations.

Specification
The following procedure should be provided:

(error <reason> [<argl> [<arg2> ...]])

The argument <reason> should be a string. The procedure error will signal an error, as described in
R5RS, and it will report the message <reason> and the objects <arg1>, <arg2>, .... What exactly
constitutes "signalling" and "reporting" is not prescribed, because of the large variation in Scheme
systems. So it is left to the implementor to do something reasonable. To that end, a few examples of
possible behaviour are given.

1. Display <reason> and <arg1>... on the screen and terminate the Scheme program. (This might be
suitable for a Scheme system implemented as a batch compiler.)

2. Display <reason> and <arg1>... on the screen and go back to the read-evaluate-print loop. (This
might be suitable for an interactive implementation).

3. In the case of a multi-threaded system: terminate the current thread, but do not terminate the other
threads. Possibly make the arguments to error available to other threads in some way. See the
thread-join! mechanism in SRFI-18 on how this could be done.

4. Package <reason> and <argi>... up into an error object and pass this error object to an exception
handler. The default exception handler then might do something as described in points 1 to 3.

5. In the case of a Scheme system that runs completely unattended and that has no way to notify a
human, the only reasonable course of action might be to do nothing at all. However, this should be
considered a last resort. Clearly, if all implementors would choose this strategy, this SRFI would
not be very useful.

An implementation might report more information than just <reason> and <arg1>... . For instance, it
might report the procedure name in which the error occurred or even print a stack trace. However, this
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will require additional support in the Scheme implementation.

Why error is a procedure

It is conceivable to allow error to be a special form, such as a macro, rather than a procedure. This
might make providing information such as the source code location easier. This possibility has been
considered, but rejected, for two reasons.

1. Since error accepts a variable number of arguments, it could occasionally be useful to use
apply to call error. However, this is not possible if error was allowed to be a special form.

2. Since error is currently a procedure in all Scheme implementations mentioned above, it doesn't
seem all that worthwhile to allow it to be a special form.

Implementation

An implementation that works in almost any R5RS Scheme is the following:

(define (error reason . args)
(display "Error: ")
(display reason)
(for-each (lambda (arg)
(display " ")
(write arg))
args)
(newline)
(scheme-report-environment -1)) ;; we hope that this will signal an
error

This implementation has a flaw, namely, in many implementations this will actually print 2 messages.

1. The message message, followed by objs, and
2. A message about scheme-report-environment getting an invalid argument.

This might be confusing to the user.

The SLIB procedure slib:error works like the error procedure described in this document. Thus,
when SLIB is loaded, error can be defined as:

(define error slib:error)

If SRFI 18 is supported, it is allowed (but not required) to implement error in terms of the exception
mechanism of SRFI 18.

(define (error reason . args)
(raise (make-error-exception reason args)))

Here, make-error-exception is implementation dependent.
Copyright

Copyright (C) Stephan Houben (2001). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
g\lOCONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE

FTWARE.
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Editor: Mike Sperber
Last modified: Sun Jan 28 13:40:28 MET 2007


mailto:srfi%20minus%20editors%20at%20srfi%20dot%20schemers%20dot%20org

25: Multi-dimensional Array Primitives

by Jussi Piitulainen

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-25 @srfi.schemers.org. To subscribe to
the list, follow these instructions. You can access previous messages via the mailing list archive.

o Draft: 2001-11-12--2002-01-11
« Revised: 2002-02-03
o Final: 2002-05-21

Abstract

A core set of procedures for creating and manipulating heterogeneous multidimensional arrays is
proposed. The design is consistent with the rest of Scheme and independent of other container data
types. It provides easy sharing of parts of an array as other arrays without copying, encouraging a
declarative style of programming.

The specification is based on an original contribution by Alan Bawden in 1993.

Rationale

The proposed arrays encourage a natural declarative programming style. They allow sharing of most
any rectangular part of an array through an affine index mapping, without copying. But imperative style
is equally natural.

The design is consistent with the two indexed data structures of Scheme: vectors and strings. The
design makes arrays a self-contained type. These statements are illustrated in the following paragraphs.

First, in the one-dimensional case, the arguments of the following relevant calls match exactly.

(vector-set! v k o)
(string-set! s k c¢)
(array-set! a k o)

Likewise, make-array matches make-vector and make-string. An analogue to vector, string
and list is provided, alleviating the lack of an external representation. Index bounds are specified as
for substring, lower bound included and upper bound excluded.

Array shapes are specified as arrays. These can be made with a special procedure shape that does not
have a shape argument. An array does not retain a dependence to the shape array. For example,
mutation of a shape array is allowed.

Index mappings return multiple values as multiple values.

Array dimensions can begin at any index. In particular, the choice between 0 and 1 is left to the user.
(Shapes and index objects are zero based, though.)

The ability to pack an index sequence in a vector is useful for implementing higher level operations.
(The ability to pack it in a one-dimensional array lets one use, say, a row of a matrix as an index.)

It is not required that vectors not be arrays. It is not required that they be, either.
Specification

Arrays are heterogeneous data structures whose elements are indexed by integer sequences of fixed
length. The length of a valid index sequence is the rank or the number of dimensions of an array. The
shape of an array consists of bounds for each index.

The lower bound b and the upper bound e of a dimension are exact integers with (<= b e). A valid
index along the dimension is an exact integer k that satisfies both (<= b k) and (< k e). The length
of the array along the dimension is the difference (- e b). The size of an array is the product of the
lengths of its dimensions.

A shape is specified as an even number of exact integers. These are alternately the lower and upper


https://srfi.schemers.org/srfi-process.html
mailto:srfi+minus+25%20%20+at+srfi+dotschemers+dot+org
https://srfi.schemers.org/srfi-list-subscribe.html
https://srfi-email.schemers.org/srfi-25

bounds for the dimensions of an array.
The following ten procedures should be implemented.

(array? obj)
Returns #t if objis an array, otherwise returns #f.

Note: there is no reasonable way to implement this procedure accurately in R5RS; SRFI 9 (Defining
Record Types) specifies a way, and many Scheme implementations provide something similar.

(make-array shape)

(make-array shape obj)

Returns a newly allocated array whose shape is given by shape. If objis provided, then each element is
initialized to it. Otherwise the initial contents of each element is unspecified. The array does not retain a
dependence to shape.

(shape bound ...)

Returns a shape. The sequence bound ... must consist of an even number of exact integers that are
pairwise not decreasing. Each pair gives the lower and upper bound of a dimension. If the shape is
used to specify the dimensions of an array and bound ... is the sequence b0 €0 ... bk ek ... of n pairs of
bounds, then a valid index to the array is any sequence O ... jk ... of n exact integers where each jk
satisfies (<= bk jk) and (< jk ek).

The shape of a d-dimensional array is a d x 2 array where the element at k 0 contains the lower bound
for an index along dimension k and the element at k 7 contains the corresponding upper bound, where k
satisfies (<= 0 k) and (< k d).

(array shape obj ...)
Returns a new array whose shape is given by shape and the initial contents of the elements are obj ... in
row major order. The array does not retain a dependence to shape.

(array-rank array)
Returns the number of dimensions of array.

(array-rank
(make-array (shape 1 2 3 4)))

Returns 2.

(array-start array k)
Returns the lower bound for the index along dimension k.

(array-end array k)
Returns the upper bound for the index along dimension k.

(array-ref array k ...)
(array-ref array index)
Returns the contents of the element of array at index k .... The sequence k ... must be a valid index to
array. In the second form, index must be either a vector or a 0-based 1-dimensional array containing k

(array-ref (array (shape 0 2 0 3)
'uno 'dos 'tres
'cuatro 'cinco 'seis)
10)

Returns cuatro.

(let ((a (array (shape 4 7 1 2) 3 1 4)))
(list (array-ref a 4 1)
(array-ref a (vector 5 1))
(array-ref a (array (shape 0 2)

6 1))))
Returns (3 1 4).

(array-set! array k ... obj)

(array-set! array index obj)

Stores objin the element of array at index k .... Returns an unspecified value. The sequence k ... must
be a valid index to array. In the second form, index must be either a vector or a 0-based 1-dimensional
array containing K ....
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(let ((a (make-array
(shape 4 5 4 5 4 5))))
(array-set! a 4 4 4 'huuhkaja)
(array-ref a 4 4 4))

Returns huuhkaja.

(share-array array shape proc)

Returns a new array of shape shape that shares elements of array through proc. The procedure proc
must implement an affine function that returns indices of array when given indices of the array returned
by share-array. The array does not retain a dependence to shape.

(define i_4
(let* ((i (make-array
(shape 0 4 0 4)

0))
(d (share-array i
(shape 0 4)

(lambda (k)
(values k k)))))
(do ((k 0 (+ k 1)))
((= k 4))
(array-set! d k 1))
i))

Note: the affinity requirement for proc means that each value must be a sum of multiples of the
arguments passed to proc, plus a constant.

Implementation note: arrays have to maintain an internal index mapping from indices k7 ... kdto a single
index into a backing vector; the composition of this mapping and proc can be recognised as (+ n0 (*
nl k1) ... (* nd kd)) by setting each index in turn to 1 and others to 0, and all to 0 for the
constant term; the composition can then be compiled away, together with any complexity that the user
introduced in their procedure.

This document does not specify any external representation for arrays. This document does not specify
when arrays are equal?. (Indeed, R5RS equal? will do the wrong thing.)

Examples

The reference implementation comes with a number of files that illustrate some ways to use the
proposed system (and are very useful in festing an implementation; that is their origin).

1. Alibrary arlib.scm that contains, among several other things, tabulate-array for a more useful
initialization of a new array, an array-equal?, and a transpose that can permute the
dimensions of an array any which way.

2. Atest suite test.scm for array, and another test suite list.scm for arlib.

3. A rudimentary display procedure (play array) in play.scm, for playing around with the system.

Implementation

A portable reference implementation is provided. It uses a minimal error reporting mechanism that
conforms to SRFI 23 (Error reporting mechanism). Type disjointness requires support from the host
implementation, such as support for SRFI 9 (Defining Record Types). All names not defined in this
proposal are in the prefix "array:", which serves as a module system.

You can get source for the reference implementation as a single file and stop reading. But there are
variations. This single file represents arrays as procedures (so the type predicate is very approximate);
it represents index mapping as vectors of coefficients; map recognition is not optimised for any number
of dimensions as that would be redundant in this representation.

The real source comes in too many files. A working installation consists of the following parts, each in its
own file.

1. arecord type definition, either system specific for type disjointness, or portable as procedures, in a
file as-*.scm, and

2. indexing operations to match the type, in a file ix-*.scm, and

3. an affine recogniser of one of three types, optimised up to some number of dimensions, in a file op-
*.scm, and

4. the main source file array.scm.
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Affine recognisers are made by a program opt.scm but one of each type is also available here,
optimized for 0, 1, 2 and 3 dimensions. Choose one type: pick a recogniser with matching index
procedures; load as-, ix- and op- and array.)

1. In the mbda type representation, index mappings are procedures that accept an optional argument.
The matching access procedures apply the mapping to the arguments of array-ref and array-
set!.

2. In the tter type representation, index mappings are pairs of procedures: one takes exactly the
indices, the other takes indices and an object. The matching access procedures apply the first
procedure to the argumets of array-ref and the second procedure to the arguments of array-
set!.

3. In ctor representation, index mappings are coefficient vectors. The access procedures compute the
sum of products of coefficients and indexes in a loop on the list.

Record implementations are available for generic Scheme (arrays are not disjoint from procedures), for
SRFI1 9 (Defining Record Types) (not tested), and for PLT Scheme (arrays belong to a struct type).

With the three files from above, the main source file should work in any Scheme implementation without
need of modification.

Error checking in the implementation may be a tad expensive. The places where it occurs are cleanly
separated from the surrounding code. (Sharing uses a check that is exponential in the number of
dimensions. It is disabled above a threshold rank.)

Acknowledgements

The original concept comes from a message to the Usenet newsgroup comp.lang.scheme by Alan
Bawden in 1993. A variant of that implementation by Richard Kelsey in the Scheme 48 system was also
an influence. Apart from the origins, the main design goal has been consistency with the core types of
Scheme.

Alan Bawden and Mark K. Gardner gave useful comments at an earlier attempt to make this
specification public. (There was at least one other. Notes have gone missing.) SRFI feedback led to
improved wording, hidden shapes, and two kinds of index objects.

The exact title of the proposal comes from a message titled "a process that might work" by William D.
Clinger to the rrrs-authors mailing list in 1998. That appears to be a part of the past of the SRFI

Process.
Copyright

Copyright (C) Jussi Piitulainen (2001). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
g\IOCONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE

FTWARE.

Editor: Mike Sperber
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Abstract

When programming in functional style, it is frequently necessary to specialize some of the parameters of
a multi-parameter procedure. For example, from the binary operation cons one might want to obtain the
unary operation (lambda (x) (cons 1 x)). This specialization of parameters is also known as
"partial application”, "operator section" or "projection".

The mechanism proposed here allows to write this sort of specialization in a simple and compact way.
The mechanism is best explained by a few examples:

(cut cons (+ a 1) <>) i:Sthe same (lambda (x2) (cons (+ a 1) x2))

(cut list 1 <> 3 <> 5) i:Sthe same (lambda (x2 x4) (list 1 x2 3 x4 5))

(cut list) i:Sthe same (lambda () (list))

(cut list 1 <> 3 <...>) i:Sthe same (lambda (x2 . xs) (apply list 1 x2 3 xs))
(cut <> a b) i:Sthe same (lambda (f) (f a b))

As you see, the macro cut specializes some of the parameters of its first argument. The parameters
that are to show up as formal variables of the result are indicated by the symbol <>, pronouced as
"slot". In addition, the symbol <. . .>, pronounced as "rest-slot", matches all residual arguments of a
variable argument procedure. As you can see from the last example above, the first argument can also
be a slot, as one should expect in Scheme.

In addition to cut, there is a variant called cute (a mnemonic for "cut with evaluated non-slots") which
evaluates the non-slot expressions at the time the procedure is specialized, not at the time the
specialized procedure is called. For example,

(cute cons (+ a 1) <>) I:Sthe same (let ((al (+ a 1))) (lambda (x2) (cons al x2)))

As you see from comparing this example with the first example above, the cute-variant will evaluate (+
a 1) once, while the cut-variant will evaluate it during every invokation of the resulting procedure.

The mechanism proposed in this SRFI allows specializing any subset of the variables of a procedure.
The result can be of fixed arity or of variable arity. The mechanism does not allow permutation,
omission, duplication or any other processing of the arguments; for this it is necessary to write to use a
different mechanism such as lambda.

Rationale

A particularly elegant way to deal with specialization is known as currying (Schdnfinkel 1924, Curry
1958). The idea of currying is to reduce multi-argument functions to single-argument functions by
regarding an n-ary function as a unary function mapping its first argument into an (n-1)-ary function
(which is curried in turn). This point of view, apart from its theoretical elegance, allows an extremely
compact notation for specializing the first argument of a function. In the first example, one could simply
write (cons 1).

Yet, Scheme is not a curried language---the number of arguments passed to a procedure must match
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the number of its parameters at all times. This allows zero- and variable-arity procedures but in order to
specialize parameters one usually has to write down a lambda-expression and invent some irrelevant
identifiers for its formal variables (x in the example). For this reason, the mechanism proposed in this
SRFI grovides a simple and compact notation for specializing any subset of the parameters of a
procedure.

Note: The mechanism proposed here is not currying!

The purpose of the mechanism proposed here is to make the benefits of currying available within the

programming language Scheme. There are two primary benefits of currying in practice: Higher-order

types are substantially simplified and there is a simple notation for specializing parameters. The type

aSspect is irrelevant as Scheme has latent typing. The specialization aspect is largly covered with this
RFI.

Here are a few more examples for illustration:

(map (cut * 2 <>) "(1 2 3 4))

(map (cut vector-set! x <> 0) indices)
(for-each (cut write <> port) exprs)
(map (cut <> x y z) (list min max))
(for-each (cut <>) thunks)

Specification

The formal syntax of a specialized expression, in the style of the Revised”5 Report on the Algorithmic
Language Scheme:

<cut-expression> --> (cut <slot-or-expr> <slot-or-expr>*)
| (cut <slot-or-expr> <slot-or-expr>* <...>) ; with "rest-slot"

| (cute <slot-or—exprs> <slot-or-expr>*) ; evaluate non-slots at specialization

time
| (cute <slot-or-expr> <slot-or-expr>* <...>) ; with "rest-slot"
<slot-or-expr> --> <> ; a "slot"
| <expression> ; a "non-slot expression"

The macro cut transforms a <cut-expression> into a <lambda expression> with as many
formal variables as there are slots in the list <slot-or-expr>*. The body of the resulting <lambda
expression> calls the first <slot-or-expr> with arguments from <slot-or-expr>* in the order
they appear. In case there is a rest-slot symbol, the resulting procedure is also of variable arity, and the
body calls the first <slot-or-expr> with all arguments provided to the actual call of the specialized
procedure.

The macro cute is similar to the macro cut, except that it first binds new variables to the result of
evaluating the non-slot expressions (in an unspecific order) and then substituting the variables for the
non-slot expressions. In effect, cut evaluates non-slot expressions at the time the resulting procedure
is called, whereas cute evaluates the non-slot expressions at the time the procedure is constructed.

Implementation

The reference implementation defines the two macros cut and cute using macro mechanism of R5RS.
It does not use any other SRFI or any library. The implementation makes use of internal macros to run
through the list of <slot-or-expr;>s. As macros in R5RS are hygienic and referentially transparent,
the macro mechanism makes sure the names of the newly introduced formal variables are unique and
do not clash. The template (param ... slot), see Sect. 7.1.5. of R5RS, allows to preserve the
order of arguments---which would get reversed otherwise.

The reference implementation has been written by Al Petrofsky. It can be found here.

Finally, there is a small collection of confidence tests. It checks some special cases of the mechanism
defined in this SRFI and signals an error in case something is wrong. Passing the tests does not mean
a correct implementation.

Design Rationale

Why not real currying/uncurrying?

It is possible in Scheme to implement a macro turning a multi-argument procedure into a nesting of
single-argument procedures and back. These operations are usually called "curry" and "uncurry" in
other programming languages. Yet, Scheme remains an inherently uncurried language and is not
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prepared to deal with curried procedures in a convenient way. Hence, a "by the book" implementation of
currying would only be useful if you apply it in the sequence "curry, specialize some arguments, and
uncurry again"---which is exactly the purpose of the macro cut specified in this document. The primary
relevance of currying/uncurrying in Scheme is to teach concepts of combinatory logic.

Why not a more general mechanism, also allowing permutation, omission and
duplication of arguments?

The reason is that |, the author of this SRFI, consider more general mechanisms too dangerous to mix
them with the mechanism proposed here. In particular, as soon as parameters are being rearranged it is
usually necessary to be aware of the meaning of the parameters; unnamed variables can be quite
harmful then. The mechanism proposed here is designed to prevent this. Please refer to the discussion
threads "OK, how about...," (Alan Bawden), "is that useful?" (Walter C. Pelissero), and "I, the ultimate

curry that is not curry" (Al Petrofsky).

Why are the macro called cut/cute and not [enter your favourite here]?

Well, the original name proposed for this SRFI was curry which immediately stirred some emotions as
it does not what is commonly known as currying. Some alternatives have been discussed, such as
section, specialise, specialize, partial-apply, partial-call, partial-lambda, j,
i, $, &, srfi-26, foobar, xyz, schoenfinkelize, curry-which-isnt-curry, tandoori, and
it has also been suggested to pick a five letter symbol uniformly at random and fix this as a name. To be
fair, not all of these name have been put forward as serious proposals, some of them were merely to
illustrate a point in the discussion. In addition, | have played with the game of the name quite a bit and
considered other candidates not listed here. Despite the fact that the discussion list only represents a
highly biased random sample of people's opinion (motivation to post a message is higher if you
disagree, for example) it told me that the SRFI could potentially benefit from a different name---however
impractical it may be to go for unanimous popularity. The name cut refers to "operator section", as the
concept is often called in other programming languages, but | tend to remember it as the acronym for
"Curry Upon This" ;-). The names for the evaluating version of cut that have been proposed were
cut!, cutlet, cut*, and cute.

Is it possible to implement the SRFI without macros?

Not really. As Stephan Houben has pointed out during the discussion (refer to "Implementing it as a
procedure") it is possible to implement the cute-mechanism as a procedure. Refer also to Al
Petrofsky's posting "Problems with "curry"'s formal specification" for details. However, the procedural
implementation comes with a slight performance penalty and it is not possible the implement the cut-
mechanism as a procedure, too. As both are needed, we rely on macros to implement the SRFI.

Why is there another symbol for the rest-slot when lambda-expressions use the
dotted notation for variable length argument lists?

There are two reasons. The first one is the existence of a procedural implementation of a related
mechanism (refer to the previous paragraph). For a procedure, however, it is not possible to have
dotted notation. The second reason is the way the hygienic macro mechanism in R5RS is defined to
deal with dotted notation, as Felix Winkelmann has pointed out. Refer to the discussion threads
"Improper lists in macros [WAS: none]".

Why is it impossible to specify when a non-slot is evaluated individually per non-
slot?

Cut evaluates all non-slots at the time the specialized procedure is called and cute evaluates all non-
slots at the time the procedure is being specialized. These are only the two extremes and it is possible
to define a syntax that allows to choose per non-slot. However, | am convinced that the benefit of the
greater flexibility is not worth the risk of confusion. If a piece of code really depends on the distinction, it
might be better to make this explicit through 1et and lambda.

Why is (cut if <> 0 1) etc. illegal?

It is specified that a <slot-or-expr> must be either the slot symbol or an <expression> in the
sense of R5RS, Section 7.1.3. As if is no <expression>, the above case is illegal. The reason why
cut and cute are restricted in this sense is the difficulty of defining the meaning of such generalized
expressions. Please refer to the discussion archive for details.
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Abstract

This document specifies an interface to sources of random bits, or "random sources" for brevity. In
particular, there are three different ways to use the interface, with varying demands on the quality of the
source and the amount of control over the production process:

e The "no fuss" interface specifies that (random-integer n) produces the next random integer in
{0, ..., n-1} and (random-real) produces the next random real number between zero and one.
The details of how these random values are produced may not be very relevant, as long as they
appear to be sufficiently random.

e For simulation purposes, on the contrary, it is usually necessary to know that the numbers are
produced deterministically by a pseudo random number generator of high quality and to have
explicit access to its state. In addition, one might want to use several independent sources of
random numbers at the same time and it can be useful to have some simple form of
randomization.

o For security applications a serious form of true randomization is essential, in the sense that it is
difficult for an adversary to exploit or introduce imperfections into the distribution of random bits.
Moreover, the linear complexity of the stream of random bits is more important than its statistical
properties. In these applications, an entropy source (producing truely random bits at a low rate) is
used to randomize a pseudo random number generator to increase the rate of available bits.

Once random sources provide the infrastructure to obtain random bits, these can be used to construct
other random deviates. Most important are floating point numbers of various distributions and random
discrete structures, such as permutations or graphs. As there is an essentially unlimited number of such
objects (with limited use elsewhere), we do not include them in this SRFI. In other words, this SRFI is
not about making all sorts of random objects---it is about obtaining random bits in a portable, flexible,
reliable, and efficient way.

Rationale

This SRFI defines an interface for sources of random bits computed by a pseudo random number
generator. The interface provides range-limited integer and real numbers. It allows accessing the state
of the underlying generator. Moreover, it is possible to obtain a large number of independent generators
and to invoke a mild form of true randomization.

The design aims at sufficient flexibility to cover the usage patterns of many applications as diverse as
discrete structures, numerical simulations, and cryptographic protocols. At the same time, the interface
aims at simplicity, which is important for occasional use. As there is no "one size fits all" random number
generator, the design necessarily represents some form of compromise between the needs of the
various applications.

Although strictly speaking not part of the specification, the emphasis of this proposal is on high quality
random numbers and on high performance. As the state of the art in pseudo random number generators

is still advancing considerably, the choice of method for the reference implementation should essentially
be considered preliminary.

Specification

(random-integer n) -> Xx

The next integer xin {0, ..., n-1} obtained from default-random-source. Subsequent results of
this procedure appear to be independent uniformly distributed over the range {0, ..., n-1}. The
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argument n must be a positive integer, otherwise an error is signalled.
(random-real) -> X

The next number 0 < x < 1 obtained from default-random-source. Subsequent results of this
procedure appear to be independent uniformly distributed. The numerical type of the results and
the quantization of the output range depend on the implementation; refer to random-source-
make-reals for details.

default-random-source

A random source from which random-integer and random-real have been derived using
random-source-make-integers and random-source-make-reals. Note that an
assignment to default-random-source does not change random or random-real; it is also
strongly recommended not to assign a new value.

(make-random-source) -> S

Creates a new random source s. Implementations may accept additional, optional arguments in
order to create different types of random sources. A random source created with make-random-
source represents a deterministic stream of random bits generated by some form of pseudo
random number generator. Each random source obtained as (make-random-source)
generates the same stream of values, unless the state is modified with one of the procedures
below.

(random-source? obj) -> bool

Tests if objis a random source. Objects of type random source are distinct from all other types of
objects.

(random-source-state-ref s) -> slate
(random-source-state-set! s state)

Get and set the current state of a random source s. The structure of the object state depends on
the implementation; the only portable use of it is as argument to random-source-state-set!.
It is, however, required that a state possess an external representation.

(random-source-randomize! §S)

Makes an effort to set the state of the random source s to a truly random state. The actual quality
of this randomization depends on the implementation but it can at least be assumed that the
procedure sets s to a different state for each subsequent run of the Scheme system.

(random-source-pseudo-randomize! S i 7)

Changes the state of the random source s into the initial state of the (i, j)-th independent random
source, where i and j are non-negative integers. This procedure provides a mechanism to obtain a
large number of independent random sources (usually all derived from the same backbone
generator), indexed by two integers. In contrast to random-source-randomize!, this procedure
is entirely deterministic.

(random-source-make-integers S) -> rand

Obtains a procedure rand to generate random integers using the random source s. Rand takes a
single argument n, which must be a positive integer, and returns the next uniformly distributed
random integer from the interval {0, ..., n-1} by advancing the state of the source s.

If an application obtains and uses several generators for the same random source s, a call to any
of these generators advances the state of s. Hence, the generators do not produce the same
sequence of random integers each but rather share a state. This also holds for all other types of
generators derived from a fixed random sources. Implementations that support concurrency make
sure that the state of a generator is properly advanced.

(random-source-make-reals S) -> rand
(random-source-make-reals S unit) -> rand

Obtains a procedure rand to generate random real numbers 0 < x < 1 using the random source s.
The procedure rand is called without arguments.

The optional parameter unit determines the type of numbers being produced by rand and the



quantization of the output. Unit must be a number such that 0 < unit< 1. The numbers created by
rand are of the same numerical type as unit and the potential output values are spaced by at most
unit. One can imagine rand to create numbers as x*unit where x is a random integer in {1, ...,
floor(1/unif)-1}. Note, however, that this need not be the way the values are actually created and
that the actual resolution of rand can be much higher than unit. In case unit is absent it defaults to
a reasonably small value (related to the width of the mantissa of an efficient number format).

Design Rationale

Why not combine random-integer and random-real?

The two procedures are not combined into a single variable-arity procedures to save a little time and
space during execution. Although some Scheme systems can deal with variable arity as efficiently as
with fixed arity this is not always the case and time efficiency is very important here.

Why not some object-oriented interface?

There are many alternatives to the interface as specified in this SRFI. In particular, every framework for
object-orientation can be used to define a class for random sources and specify the interface for the
methods on random sources. However, as the object-oriented frameworks differ considerably in terms
of syntax and functionality, this SRFI does not make use of any particular framework.

Why is there not just a generator with a fixed range?

A bare fixed-range generator is of very limited use. Nearly every application has to add some
functionality to make use of the random numbers. The most fundamental task in manipulating random
numbers is to change the range and quantization. This is exactly what is provided by random-
integer and random-real. In addition, is saves the user from the pitfall of changing the range with a
simple modulo-computation which may substantially reduce the quality of the numbers being produced.

The design of the interface is based on three prototype applications:

1. Repeatedly choose from relatively small sets: As the size of the set is likely to vary from call to call,
random-integer accepts a range argument n in every call. The implementation should try to
avoid boxing/unboxing of values if the ranges fit into immediate integers.

2. Generate a few large integers with a fixed number of bits: As generating the random number itself
is expensive, passing the range argument in every call does not hurt performance. Hence, the
same interface as in the first application can be used.

3. Generate real numbers: Unlike the choose-from-set case, the range and the quantization is
constant over a potentially very large number of calls. In addition, there are usually just a few
distinct instances of quantization and number type, most likely corresponding to underlying float
and double representations. Therefore, random-real does not accept any parameters but the
procedure random-source-make-reals creates a properly configured random-real
procedure.

Why bother about floating point numbers at all?

A proper floating point implementation of a random number generator is potentially much more efficient
that an integer implementation because it can use more powerful arithmetics hardware. If in addition the
application needs floating point random numbers it would be an intolerable waste to run an integer
generator to produce floating point random numbers. A secondary reason is to save the user from the
'not as easy as it seems' task of converting an integer generator into a real generator.

Why are zero and one excluded from random-real?

The procedure random-real does not return x=0 or x=1in order to allow (log x) and (log (- 1
X)) without the danger of a numerical exception.

Implementation

Choice of generator

The most important decision about the implementation is the choice of the random number generator.
The basic principle here is: Let quality prevail! In the end, a performance penalty of a better generator
may be a cheap price to pay for some avoided catastrophes. It may be unexpected, but | have also
seen many examples where the better generator was also the faster. Simple linear congruential
generator cannot be recommended as they tend to be ill-behaved in several ways.



For this reason, my initial proposal was George Marsaglia's COMBO generator, which is the
combination of a 32-bit multiplicative lagged Fibonacci-generator with a 16-bit multiply with carry
generator. The COMBO generator passes all tests of Marsaglia's DIEHARD testsuite for random
number generators and has a period of order 2/60.

As an improvement, Brad Lucier suggested suggested Pierre L'Ecuyer's MRG32k3a generator which is
combination of two recursive generators of degree three, both of which fit into 54-bit arithmetics. The
MRG32k3a generator also passes DIEHARD and in addition, has desireable spectral properties and a
period in the order of 24191. As a matter of fact, multiple recursive generators (MRGs) are theoretically
much better understood than special constructions as the COMBO generator. This is the reason why
the implementations provided here implements the MRG32k3a generator. When implemented in floating
point arithmetics with sufficient mantissa-width, this generator is also very fast.

Choice of arithmetics

The next important decision about the implementation is the type of arithmetics to be used. The choice
is difficult and depends heavily on the underlying Scheme system and even on the underlying hardware
platform and architecture. For the MRG32k3a generator, use 64-bit arithmetics if you really have it. If
not, use a floating point ALU if it gives you 54 or more bits of mantissa. And if you do not have floats
either, then at least try to make sure you work with immediate integers (instead of allocated objects).
Unfortunately, there is no portable way in Scheme to find out about native and emulated arithmetics.

As performance is critical to many applications, one might want to implement the actual generator itself
in native code. For this reason, | provide three different implementations of the backbone generator as a
source of inspiration. See the code below.

Data Type for Random Sources

An important aspect of the specification in this SRFI is that random sources are objects of a distinct
type. Although this is straight-forward and available in nearly every Scheme implementation, there is no
portable way to do this at present. One way to define the record type is to use SRFI-9.

The reference implementations below define a record type to contain the exported procedures. The
actual state of the generator is stored in the binding time environment of make-random-source. This
has the advantage that access to the state is fast even if the record type would be slow (which need not
be the case).

Entropy Source for Randomization

Another problematic part of the specification with respect to portability is random-source-
randomize! as it needs access to a real entropy source.

A reasonable choice for such as source is to use the system clock in order to obtain a value for
randomization, for example in the way John David Stone recommends (see reference below). This is
good enough for most applications with the notable exception of security related programs. One way to
obtain the time in Scheme is to use SRFI-19.

Implementation of the specified interface

Once the portability issues are resolved, one can provide the remaining functionality as specified in this
SRFI document.

For the reference implementation, a relatively large part of the code deals with the more advanced
features of the MRG32k3a generator, in particular random-source-pseudo-randomize! . This code
is inspired by Pierre L'Ecuyer's own implementation of the MRG32k3a generator.

Another part of this generic code deals with changing the range and quantization of the random
numbers and with error checking to detect common mistakes and abuses.

Implementation Examples

Here are three alternative implementations of the SRFI. (Here are all files, tar-gzipped, 53K bytes.)
Keep in mind that a SRFI is a "request for implementation", which means these implementations are
merely examples to illustrate the specification and inspire people to implement it better and faster. The
performance figures below are rough indications measured on a Pentium3, 800 Mhz, Linux; x int/s, y
real/s means (random-integer 2) can be computed about x times a second and (random-real)
about y times a second. The implementations are

a. for Scheme 48 0.57, using 54-bit integer only. This implementation aims at portability, not at
performance (30000 ints/s, 3000/s reals/s).
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b. for Scheme 48 0.57 with the core generator being implemented in C using (double)-arithmetics.
The generator is made available in Scheme 48 via the C/Scheme interface. The performance of
this generator is good (160000 ints/s, 180000 reals/s).

c. for Gambit 3.0, using £lonum and 54-bit integer. This code is inspired by a program by Brad
Lucier as posted to the discussion archive of this SRFI. The performance of this generator is good
when compiled (5000 ints/s, 25000/s reals/s when interpreted, 200000 ints/s, 400000/s reals/s
when compiled; see acknowledgements).

In addition to the implementations there is a small collection of confidence tests for the interface
specified. The tests merely check a few assertions expressed by the specification. It is not the intention
to provide a complete test of the interface here. It is even less the intention to provide statistical tests of
the generator itself. However, there is a function to write random bits from the generators to a file in a
way readable by the DIEHARD testsuite. This makes it easier for implementors to find out about their
favorite generators and check their implementation.

Recommended Usage Patterns

Unless the functionality defined in this SRFI is sufficient, an application has to implement more
procedures to construct other random deviates. This section contains some recommendation on how to
do this technically by presenting examples of increasing difficulty with respect to the interface. Note that
the code below is not part of the specification, it is merely meant to illustrate the spirit

Generating Random Permutations

The following code defines procedures to generate random permutations of the set {0, ..., n-1}. Such a
permutation is represented by a vector of length n for the images of the points.

Observe that the implementation first defines the procedure random-source-make-permutations
to turn a random source s into a procedure to generate permutations of given degree n. In a second
step, this is applied to the default source to define a ready-to-use procedure for permutations:
(random-permutation n) constructs a random permutation of degree n.

(define (random-source-make-permutations s)
(let ((rand (random-source-make-integers s)))
(lambda (n)
(let ((x (make-vector n 0)))
(do ((i 0 (+ i 1)))
((=1in)) o
(vector-set! x 1 1))
(do ((k n (- k 1)))
((= k 1) x)
(let* ((i (- k 1))
(3 (rand k))
(xi (vector-ref x 1i))
(xj (vector-ref x j)))
(vector-set! x i xj)
(vector-set! x Jj xi)))))))

(define random-permutation
(random-source-make-permutations default-random-source))

For the algorithm refer to Knuth's "The Art of Computer Programming", Vol. Il, 2nd ed., Algorithm P of
Section 3.4.2.

Generating Exponentially-Distributed Random Numbers

The following code defines procedures to generate exponentially Exp(mu)-distributed random numbers.
The technical difficulty of the interface addressed here is how to pass optional arguments to random-
source-make-reals.

(define (random-source-make-exponentials s . unit)
(let ((rand (apply random-source-make-reals s unit)))
(lambda (mu)
(- (* mu (log (rand)))))))

(define random-exponential
(random-source-make-exponentials default-random-source))

The algorithm is folklore. Refer to Knuth's "The Art of Computer Programming", Vol. I, 2nd ed., Section
3.4.1.D.
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Generating Normally-Distributed Random Numbers

The following code defines procedures to generate normal N(mu, sigma)-distributed real numbers using
the polar method.

The technical difficulty of the interface addressed here is that the polar method generates two results
per computation. We return one of the result and store the second one to be returned by the next call to
the procedure. Note that this implies that random-source-state-set! (and the other procedures
modifying the state) does not necessarily affect the output of random-normal immediately!

(define (random-source-make-normals s . unit)
(let ((rand (apply random-source-make-reals s unit))
(next #f£f))
(lambda (mu sigma)
(if next
(let ((result next))
(set! next #f£)
(+ mu (* sigma result)))
(let loop ()
(let* ((vl (- (* 2 (rand)) 1))
(v2 (- (* 2 (rand)) 1))
(s (+ (* v1 v1) (* v2 v2))))
(if (>= s 1)
(loop)
(let ((scale (sqgrt (/ (* -2 (log s)) s))))
(set! next (* scale v2))
(+ mu (* sigma scale v1))))))))))

(define random-normal
(random-source-make-normals default-random-source))

For the algorithm refer to Knuth's "The Art of Computer Programming", Vol. Il, 2nd ed., Algorithm P of
Section 3.4.1.C.
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Abstract

We propose the implementation of a special form called rec. This form is a generalization and
combination of the forms rec and named-1lambda of [Clinger1985]. It allows the simple and non-
imperative construction of self-referential expressions. As an important special case, it extends the A.
Church form lambda such that it allows the direct definition of recursive procedures without using
further special forms like 1let or letrec, without using advanced constructions like the H. B. Curry
combinator and, unlike define, without introducing variable bindings into the external environment.

Rationale

General

Among the prominent features of the Scheme programming language as defined in [KCR1998] are the
following.

1. It has simple syntax.
2. It encourages recursive definitions, e.g. by ensuring memory efficient tail recursion.
3. It supports non-imperative programming.
Nevertheless Scheme does not provide a syntax for recursive evaluations with the properties of
1. being as simple, intuitive and close to the mathematical standard notation as possible,

2. allowing general recursion,
3. being non-imperative.

Example
Problem 1

Let us look at the factorial function. In mathematical notation this function is expressed as

(F : N |--—> 1, if N = 0;

N * F(N - 1), otherwise).

This expression is a term and not a definition or proposition.
We investigate some approaches to express the factorial function in Scheme.

e The simplest way perhaps is as

(define (F N)
(if (zero? N) 1
(* N (F (- N 1)))))

But this expression is not a term. It binds the factorial function to the variable F. The expression
itself may not occur in a syntactical context where a name of the factorial is required.

e We list several ways to express the factorial as a function term.
1. (let ()

(define (F N)
(if (zero? N) 1
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(* N (F (- N 1)))))
F)

2. (lambda (N)
(let F ( (N N) )
(if (zero? N) 1
(* N (F (- N1))))))
3. (letrec ( (F (lambda (N)
(if (zero? N) 1
(* N (F (-N1)))))) ) F)
4. ((lambda (F)
(F F))
(lambda (G)
(lambda (N)
(if (zero? N) 1
(* N ((GG) (-N1)))))))
All these expressions define the factorial anonymously, not binding it to a variable. However, all

these expressions are more verbose than it seems necessary and they are less intuitive than it
seems desirable.

Solution 1

A solution to our problem was already provided in [Clinger1985] by the form named-lambda. An even
earlier solution with a slightly different syntax was implemented in Kent Dybvig's Chez Scheme system.

Using this special form, we can denote the factorial simply by
(named-lambda (F N)
(if (zero? N) 1
(* N (F (- N1)))))
This expression is a function term that denotes the factorial in the appropriate brevity.
However, the form named-lambda has been dropped from later versions of the Scheme Report. Also it

is missing in state-of-the-art implementations such as Chez Scheme (6.0a) and MIT Scheme (7.7.0).
(The latter actually knows a form named-1lambda with different semantics).

Problem 2

The constant stream of ones can be defined via
(define S (cons 1 (delay S)))

As in the case of the factorial, we are able to define the recursive object at the price of spending an
externally bound name. Remedying this with 1et or letrec leads to similar objections as above.

Solution 2

This particular case of the self-referential problem was solved by the rec form in [Clinger1985].
This form allows writing

(rec S (cons 1 (delay S)))

This expression is non-imperative and does not introduce an external variable binding.

Also this form has been dropped from later versions of the Scheme Report. Moreover, from our point of
view this form alone is not capable of solving Problem 1. The respective definition would look like

(rec F
(lambda (N)
(if (zero? N) 1
(* N (F (- N1))))))

This again does not seem quite as simple and intuitive as the mathematical notation.

Proposal



We therefore propose to implement the rec special form in a generalized way that combines the
advantages of the named-lambda and rec forms. The factorial function could be written

(rec (F N)
(if (zero? N) 1
(* N (F (- N 1)))))

Specification
Syntax

The following production rules are to be added to those of [KCR1998] (we reuse names of non-
terminals).

1. <derived expression> --> <rec expression>
2. <rec expression> --> (rec <variable> <expression>)
3. <rec expression> --> (rec (<variable>+) <body>)

Semantics

Scheme versions such as [KCR1998] providing define-syntax, syntax-rules, letrec and
lambda might implement rec as follows.

(define-syntax rec
(syntax-rules ()
((rec (NAME . VARIABLES) . BODY)
(letrec ( (NAME (lambda VARIABLES . BODY)) ) NAME))
((rec NAME EXPRESSION)
(letrec ( (NAME EXPRESSION) ) NAME))))

Test

The following session shows in which way rec allows a tail-recursive implementation of the factorial
function.

> (define F (rec (F N)
((rec (G K L)
(if (zero? K) L
(G (- K1) (* KL)))) N 1)))
> F
#<procedure>
> (F 0)
1
> (F 10)
3628800
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The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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37: args-fold: a program argument processor

by Anthony Carrico
Status
This SRFT is currently in final status. Here is an explanation of each status that a SRFI can hold. To provide input on this SRFI, please

send email to srfi-37@nospamsrfi.schemers.org. To subscribe to the list, follow these instructions. You can access previous
messages via the mailing list archive.

e Draft: 2002-09-23--2002-12-23

e Final: 2003-01-13

e Post-finalization note added on 2020-11-30: POSIX, the GNU extensions, and this SRFI are not formally specified and conflicting
implementations do exist. For portability, you probably need to avoid optional short arguments and required long option
arguments, but we have no proof of that statement. The SRFI author, Anthony Carrico, declares the reference implementation to be
in the public domain. You may import the source code into your program to avoid portability issues. [ed. note: See the related
email discussion. ]

Abstract

Many operating systems make the set of argument strings used to invoke a program available (often following the program name string
in an array called argv). Most programs need to parse and process these argument strings in one way or another. This SRFI describes a
set of procedures that support processing program arguments according to POSIX and GNU C Library Reference Manual guidelines.

Rationale

Program arguments are the primary interface to many programs, so processing arguments is a common programming task. There are
many common (often conflicting) ways to take care of this task, so a custom processor is often necessary; however, many programmers
(and their users) would welcome a convenient interface supporting common guidelines.

POSIX provides several guidelines for the specification of program options, option-arguments, and operands. It also notes historical
exceptions to these guidelines. The GNU C Library Reference Manual describes long option extensions to the POSIX guidelines.

This SRFI supports creating programs following the guidelines mentioned above by

e parsing short-options and long-options in any order and possibly repeated,
e option-arguments (possibly required or forbidden),

e operands (non-option argument strings),

e and recognizing option processing termination.

It parses argument strings according to the following rules:

e Each short-option name is a single character.

e One or more short-options are accepted in a single argument string when grouped behind one - delimiter character. Examples: -a -
bed

e A short-option-argument is accepted in a separate argument string immediately following a short-option. Examples:-a foo -bed
bar

o Also (for historical reasons) a short-option-argument is accepted immediately following the last short-option in a single argument
string. Examples: -afoo -bedbar

e Each long-option name is one or more characters.

e One long-option is accepted in a single argument string when preceded by two - delimiter characters. Example: --help

e In a single argument string, a long-option followed by one = delimiter character followed by a long-option-argument is accepted.
Example: --speed=fast

o The first -- argument string is accepted as a delimiter indicating the end of options. It is not treated as an option or an operand. Any
argument strings following this delimiter are treated as operands, even if they begin with the - character.

o All other argument strings are treated as operands. This includes argument strings consisting of a single - character.

e Operands may be intermingled with options in any order.

Preliminary versions of this interface are already available for some Scheme implementations: here for Chicken, and here for Scsh.
Specification

Args-fold is an iterator similar to SRFI 1's fold procedure ("the fundamental list iterator"). As it parses options and operands, it calls their
corresponding operand and option processors. Unlike mapping, folding passes state, called seeds, from one processor to the next.

For example, a program may need a list of operands and a table of options. To build these, args-fold could be seeded with an empty
operand list, and an empty option table. The operand processor could add the operands to the operand list, and the option processors
could add the options to the option table. Along the way, some option processors might even take immediate action for options like --
version or --help. This kind of heterogeneous processing is appropriate for program arguments, and folding allows a functional
implementation if desired.
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procedure prototype: (option-processor OPTION NAME ARG SEEDS ...)

Prototype for an option-processor. It should return the next seeds as values. OPTION will be the option. NAME will be one of the
OPTION's option-names as encountered by args-fold. ARG will be a string, or #f if args-fold didn't encounter an option-argument.

procedure prototype: (operand-processor OPERAND SEEDS ...)

Prototype for an operand-processor. It should return the next seeds as values. OPERAND will be a string.

procedure: (option NAMES REQUIRED-ARG? OPTIONAL-ARG? OPTION-PROC)

Return an option. NAMES is a list of short (character) and long (string) option names. REQUIRED-ARG? specifies if this options
requires an option-argument (boolean). OPTIONAL-ARG? specifies if this option can accept an option-argument (boolean). OPTION-
PROC is a procedure (following the option-processor prototype) used to process this option.

procedure: (option-names OPTION)
procedure: (option-required-arg? OPTION)
procedure: (option-optional-arg? OPTION)
procedure: (option-processor OPTION)

Return the contents of corresponding fields of OPTION.

procedure: (args-fold ARGS OPTIONS UNRECOGNIZED-OPTION-PROC OPERAND-PROC SEEDS ...)

Parse argument strings left-to-right, calling the appropriate processors in-order (for the parsed known options, unknown options, and
operands), passing the seed values from one processor to the next and returning the final seeds values as results. ARGS is a list of
strings. OPTIONS is a list of options. UNRECOGNIZED-OPTION-PROC is a procedure (following the option-processor prototype) for
unrecognized options. NOTE: args-fold will create temporary options as necessary for the UNRECOGNIZED-OPTION-PROC.
OPERAND-PROC is a procedure (following the operand-processor prototype) for operands.

Source for the reference implementation.
Copyright
Copyright (C) Anthony Carrico (2002). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and associated documentation files (the
"Software"), to deal in the Software without restriction, including without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR IMPLIED, INCLUDING BUT
NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM,
DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

Editor: David Rush
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38: External Representation for Data With Shared Structure
by Ray Dillinger

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-38@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

 Draft: 2002-12-20--2003-04-02
« Final: 2003-04-02

Abstract

This SRFI proposes (write-with-shared-structure) and (read-with-shared-structure),
procedures for writing and reading external representations of data containing shared structure. These
procedures implement a proposed standard external notation for data containing shared structure.

This SRFI permits but does not require replacing the standard (write) and (read) functions. These
functions may be implemented without the overhead in time and space required to detect and specify
shared structure.

An implementation conforms to this SRFI if it provides procedures named (write-with-shared-
structure) and (read-with-shared-structure), which produce and read the same notation as
produced by the reference implementation. It may also provide (read/ss) and (write/ss),
equivalent functions with shorter names.

Rationale

R5RS scheme and IEEE scheme provide the procedure (write), which prints machine-readable
representations of lists and other objects. However, the printed representation does not preserve
information about what parts of the structure are shared, and in the case of self-referential objects the
behavior of (write) itself is undefined; it is permitted to go into an infinite loop or invoke the dreaded
curse of the nasal demons.

For example, it is possible to have a list within which two or more members are the same string (in the
sense of (eq?)), but when the list is written, there is not sufficient information in the representation to
recover the (eqg?) relationship. When the list is read back in, there will be two or more copies of the
string which are (eqv?) but not (eqg?).

As an example of the second problem, The results of evaluating

(begin (define a (cons 'vall 'val2))
(set-cdr! a a)
(write a))

are undefined; in R5RS parlance, calling write on such a structure "is an error", but not one that is
necessarily signalled. The routine is permitted to print a nonstandard notation such as the one proposed
in this standard or a different one, fail silently, signal an error, go into an infinite loop, or make demons
fly out of your nose. Some of these results are unacceptable in some cases. This SRFI hopes to provide
a standard way of dealing with this problem by providing a method of writing data which is guaranteed
to be well-behaved and predictable even on data containing shared structures.

The extended functionality described below in the implementation of (write-with-shared-

structure)is already present in the (write) function of several major scheme implementations
(PLT, SISC, Chez, Bigloo, MIT scheme, and possibly others).

Specification
Formal Grammar of the New External Representation

This SRFI creates an alternative external representation for data written and read under (write/ss)
and (read/ss). It is identical to the grammar for external representation for data written and read
under (write) and (read) given in section 7 of R5RS, except that the single production
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<datum> --> <simple datum> | <compound datum>
Is replaced by the following five productions.

<datum> --> <defining datum> | <nondefining datum> | <defined datum>
<defining datum> --> #<indexnum>=<nondefining datum>

<defined datum> --> #<indexnum>#

<nondefining datum> --> <simple datum> | <compound datum>

<indexnum> --> <digit 10>+

New Procedures

[[library procedure]] (write-with-shared-structure obj)
[[library procedure]] (write-with-shared-structure obj port)
[[library procedure]] (write-with-shared-structure obj port optarg)

Writes a written representation of obj to the given port. Strings that appear in the written representation
are enclosed in doublequotes, and within those strings backslash and doublequote characters are
escaped by backslashes. Character objects are written using the #\ notation.

Objects which denote locations rather than values (cons cells, vectors, and non-zero-length strings in
R5RS scheme; also mutable objects, records, or containers if provided by the implementation), if they
appear at more than one point in the data being written, must be preceded by "#N=" the first time they
are written and replaced by "#N#" all subsequent times they are written, where N is a natural number
used to identify that particular object. If objects which denote locations occur only once in the structure,
then (write-with-shared-structure) must produce the same external representation for those
objects as (write).

Write-with-shared-structure must terminate in finite time when writing finite data. Write-with-shared-
structure must produce a finite representation when writing finite data.

Write-with-shared-structure returns an unspecified value. The port argument may be omitted, in which
case it defaults to the value returned by (current-output-port). The optarg argument may also be
omitted. If present, its effects on the output and return value are unspecified but (write-with-
shared-structure) must still write a representation that can be read by (read-with-shared-
structure). Some implementations may wish to use optarg to specify formatting conventions,
numeric radixes, or return values. The reference implementation ignores optarg.

For example, the code

(begin (define a (cons 'vall 'val2))
(set-cdr! a a)
(write-with-shared-structure a))

should produce the output #1=(vall . #1#) . This shows a cons cell whose cdr contains itself.

[[library procedure]] (read-with-shared-structure)
[[library procedure]] (read-with-shared-structure port)

(read-with-shared-structure) converts the external representations of Scheme objects
produced by (write-with-shared-structure) into scheme objects. That is, it is a parser for the
nonterminal <datum> in the augmented external representation grammar defined above. (read-with-
shared-structure) returns the next object parsable from the given input port, updating port to point
to the first character past the end of the external representation of the object.

If an end-of-file is encountered in the input before any characters are found that can begin an object,
then an end-of-file object is returned. The port remains open, and further attempts to read it (by (read-
with-shared-structure) or (read) will also return an end-of-file object. If an end of file is
encountered after the beginning of an object's external representation, but the external representation is



incomplete and therefore not parsable, an error is signalled.

The port argument may be omitted, in which case it defaults to the value returned by (current-
input-port). ltis an error to read from a closed port.

Implementation

The reference implementation of (write-with-shared-structure) is based on an implementation
provided by Al Petrofsky. If there are any errors in it, | probably introduced them when | was adding
support for an optional port argument. The reference implementation of (read-with-shared-
structure) isthe implementation provided by Al Petrofsky. Both are used here with his generous
permission.

Note that portability forces the reference implementation of (write-with-shared-structure) to
be O(N”2) but that if an implementor tracks objects through additional fields hidden from R5RS scheme,
a more efficient implementation can be provided.

If all the locations in your scheme are mutable and you don't do any locking or multithreading, you can
write an O(n) version that destructively marks locations as it goes and then restores them all when
done. If locations are immutable, then there should be some fixed ordering of them that you can use to
make an O(log n) lookup table, giving you an O(n log n) write-with-shared-structure. R5RS does not
give the programmer access to mutability information nor to comparison of constant data's addresses,
but both of these are trivial operations if you have access to the system's internals.

;;; A printer that shows all sharing of substructures. Uses the Common
;77 Lisp print-circle notation: #n# refers to a previous substructure
;;; labeled with #n=. Takes O(n”"2) time.

(define (write-with-shared-structure obj . optional-port)
(define (acons key val alist)
(cons (cons key val) alist))
(define outport (if (eq? '() optional-port)
(current-output-port)
(car optional-port)))
;; We only track duplicates of pairs, vectors, and strings. We
;; lgnore zero-length vectors and strings because r5rs doesn't
;7 guarantee that eq? treats them sanely (and they aren't very
;; interesting anyway).

(define (interesting? obj)
(or (pair? obj)

(and (vector? obj) (not (zero? (vector-length obj))))
(and (string? obj) (not (zero? (string-length obj))))))
;7 (write-obj OBJ ALIST):
ALIST has an entry for each interesting part of OBJ. The

associated value will be:

-- a number if the part has been given one,

-— #t if the part will need to be assigned a number but has not been

Ne Ne Ne we ~
Ne Ne Neo we ~

yet,
-— #f if the part will not need a number.
The cdr of ALIST's first element should be the most recently
assigned number.
Returns an alist with new shadowing entries for any parts that
had numbers assigned.
define (write-obj obj alist)
(define (write-interesting alist)
(cond ((pair? obj)
(display " (" outport)
(let write-cdr ((obj (cdr obj)) (alist (write-obj (car obj) alist)))
(cond ((and (pair? obj) (not (cdr (assqg obj alist))))
(display " " outport)
(write-cdr (cdr obj) (write-obj (car obj) alist)))
((null? obj)
(display ")" outport)
alist)
(else
(display " . " outport)
(let ((alist (write-obj obj alist)))
(display ")" outport)
alist)))))

Ne Ne Neo we wo
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((vector? obj)
(display "#(" outport)
(let ((len (vector-length obj)))
(let write-vec ((i 1) (alist (write-obj (vector-ref obj 0) alist)))
(cond ((= i len) (display ")" outport) alist)
(else (display " " outport)
(write-vec (+ 1 1)
(write-obj (vector-ref obj i) alist)))))))
;; else it's a string
(else (write obj outport) alist)))
(cond ((interesting? obj)
(let ((val (cdr (assq obj alist))))
(cond ((not val) (write-interesting alist))
( (number? val)
(begin (display "#" outport)
(write val outport)
(display "#" outport) alist))
(else
(let ((n (+ 1 (cdar alist))))
(begin (display "#" outport)
(write n outport)
(display "=" outport))
(write-interesting (acons obj n alist)))))))
(else (write obj outport) alist)))

Scan computes the initial value of the alist, which maps each
interesting part of the object to #t if it occurs multiple times,
;; #f if only once.
(define (scan obj alist)

(cond ((not (interesting? obj)) alist)

((assq obj alist)
=> (lambda (p) (if (cdr p) alist (acons obj #t alist))))

o o
rrs
Ly
rrs

(else
(let ((alist (acons obj #f alist)))
(cond ((pair? obj) (scan (car obj) (scan (cdr obj) alist)))
((vector? obj)
(let ((len (vector-length obj)))
(do ((i 0 (+ 1 i))
(alist alist (scan (vector-ref obj i) alist)))
((= 1 len) alist))))
(else alist))))))
(write-obj obj (acons 'dummy 0 (scan obj '())))
;; We don't want to return the big alist that write-obj just returned.

rrs

(Lf #£ #£))

(define (read-with-shared-structure . optional-port)
(define port
(if (null? optional-port) (current-input-port) (car optional-port)))

(define (read-char*) (read-char port))
(define (peek-char*) (peek-char port))

(define (looking-at? c)
(eqv? c (peek-char*)))

(define (delimiter? c)
(case c
((#N( #\) #\" #\;) #t)
(else (or (eof-object? c)
(char-whitespace? c)))))

(define (not-delimiter? c) (not (delimiter? c)))

(define (eat-intertoken-space)
(define c (peek-char¥*))
(cond ((eof-object? c))
((char-whitespace? c) (read-char*) (eat-intertoken-space))
((char=? c #\;)



(do ((c (read-char*) (read-char*)))
((or (eof-object? c) (char=? c #\newline))))
(eat-intertoken-space))))

(define (read-string)
(read-char*)
(let read-it ((chars '()))
(let ((c (read-char¥*)))
(if (eof-object? c)
(error "EOF inside a string")
(case c
((#\") (list->string (reverse chars)))
((#\\) (read-it (cons (read-char*) chars)))
(else (read-it (cons c chars))))))))

;; reads chars that match PRED and returns them as a string.
(define (read-some-chars pred)
(let iter ((chars '()))
(let ((c (peek-char¥*)))
(if (or (eof-object? c¢) (not (pred c)))
(list->string (reverse chars))
(iter (cons (read-char*) chars))))))

;; reads a character after the #\ has been read.
(define (read-character)
(let ((c (peek-char¥*)))
(cond ((eof-object? c) (error "EOF inside a character"))
((char-alphabetic? c)
(let ((name (read-some-chars char-alphabetic?)))

(cond ((= 1 (string-length name)) (string-ref name 0))
((string-ci=? name "space") #\space)
((string-ci=? name "newline") #\newline)
(else (error "Unknown named character: "

(else (read-char+*)))))

name)))))

(define (read-number first-char)
(let ((str (string-append (string first-char)
(read-some-chars not-delimiter?))))
(or (string->number str)
(error "Malformed number: " str))))

(define char-standard-case
(if (char=? #\a (string-ref (symbol->string 'a) 0))
char-downcase
char-upcase))

(define (string-standard-case str)
(let* ((len (string-length str))
(new (make-string len)))
(do ((i 0 (+ i'1)))
((= 1 len) new)
(string-set! new i (char-standard-case (string-ref str i))))))

(define (read-identifier)
(string->symbol (string-standard-case (read-some-chars not-
delimiter?))))

(define (read-part-spec)
(let ((n (string->number (read-some-chars char-numeric?))))
(let ((c (read-char¥*)))
(case c
((#\=) (cons 'decl n))
((#\#) (cons 'use n))
(else (error "Malformed shared part specifier"))))))

; Tokens: strings, characters, numbers, booleans, and
; identifiers/symbols are represented as themselves.
; Single-character tokens are represented as (CHAR), the
; two-character tokens #( and ,@ become (#\#) and (#\@Q).
; #NN= and #NN# become (decl . NN) and (use . NN).
define (read-optional-token)

(eat-intertoken-space)
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(let ((c (peek-char+*)))
(case c
((#\( #\) #\' #\°) (read-char*) (list c))
((#\,)
(read-char*)
(if (looking-at? #\@)
(begin (read-char*) '(#\@))
"(#\,)))
((#\") (read-string))
((#\.)
(read-char*)
(cond ((delimiter? (peek-charx*)) '(#\.))
((not (looking-at? #\.)) (read-number #\.))
((begin (read-char*) (looking-at? #\.)) (read-char*) '...)
(else (error "Malformed token starting with \"..\""))))
((#\+) (read-char*) (if (delimiter? (peek-char*)) '+ (read-number c)))

((#\-) (read-char*) (if (delimiter? (peek-char*)) '- (read-number c)))
((#\#)
(read-char*)
(let ((c (peek-char¥*)))
(case c
((#\ () (read-char*) '(#\#))
((#\\) (read-char*) (read-character))
((#\t #\T) (read-char*) #t)
((#\f #\F) (read-char*) #f)
(else (cond ((eof-object? c) (error "EOF inside a # token"))
((char-numeric? c) (read-part-spec))
(else (read-number #\#)))))))
(else (cond ((eof-object? c) c)
((char-numeric? c) (read-char*) (read-number c))
(else (read-identifier)))))))

(define (read-token)
(let ((tok (read-optional-token)))
(if (eof-object? tok)
(error "EOF where token was required")
tok)))

;; Parts-alist maps the number of each part to a thunk that returns the
part.

(define parts-alist '())

(define (add-part-to-alist! n thunk)
(set! parts-alist (cons (cons n thunk) parts-alist)))

;; Read-object returns a datum that may contain some thunks, which
;; need to be replaced with their return values.
(define (read-object)

(finish-reading-object (read-token)))

;; Like read-object, but may return EOF.
(define (read-optional-object)
(finish-reading-object (read-optional-token)))

(define (finish-reading-object first-token)
(if (not (pair? first-token))
first-token
(if (char? (car first-token))
(case (car first-token)
((#\ () (read-list-tail))
((#\#) (list->vector (read-list-tail)))

((#\. #\)) (error (string-append "Unexpected \"" (string (car first-
tOken)) ||\||||)))

(else
(list (caadr (assv (car first-token)

CC#FN Tx) (#\, ,x) (#\T Tx) (#\e ,@x))))

(read-object))))
;; We need to specially handle chains of declarations in
;; order to allow #1=#2=x and #1=(#2=#1#) and not to allow
13 #1=#2=#1# nor #1l=#2=#1=x.
(let ((starting-alist parts-alist))

(let read-decls ((token first-token))



(if (and (pair? token) (symbol? (car token)))
(let ((n (cdr token)))
(case (car token)
((use)
;; To use a part, it must have been
;; declared before this chain started.
(cond ((assv n starting-alist) => cdr)
(else (error "Use of undeclared part " n))))
((decl)
(if (assv n parts-alist)
(error "Double declaration of part " n))
;; Letrec enables us to make deferred
;; references to an object before it exists.
(letrec ((obj (begin

(add-part-to-alist! n (lambda () obj))
(read-decls (read-token)))))
obj))))

(finish-reading-object token)))))))

(define (read-list-tail)
(let ((token (read-token)))
(if (not (pair? token))
(cons token (read-list-tail))
(case (car token)
((#\)) "())
((#\.) (let* ((obj (read-object))
(tok (read-token)))
(if (and (pair? tok) (char=? #\) (car tok)))
obj
(error "Extra junk after a dot"))))
(else (let ((obj (finish-reading-object token)))
(cons obj (read-list-tail))))))))

Unthunk.
To deference a part that was declared using another part,
e.g. #2=#1#, may require multiple dethunkings. We were careful
in finish-reading-object to ensure that this won't loop forever:
define (unthunk thunk)
(let ((x (thunk)))

(if (procedure? x) (unthunk x) x)))
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(let ((obj (read-optional-object)))
(let fill-in-parts ((obj obj))

(cond ((pair? obj)

(if (procedure? (car obj))
(set-car! obj (unthunk (car obj)))
(fill-in-parts (car obj)))

(if (procedure? (cdr obj))
(set-cdr! obj (unthunk (cdr obj)))
(fill-in-parts (cdr obj))))

((vector? obj)

(let ((len (vector-length obj)))

(do ((1 0 (+ i 1)))

((= 1 len))
(let ((elt (vector-ref obj i)))

(if (procedure? elt)

(vector-set! obj i (unthunk elt))
(fill-in-parts elt))))))))

obj))

Copyright
©r; 2003 Ray Dillinger.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:



The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Editor: David Rush
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39: Parameter objects
by Marc Feeley

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-39@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

o Draft: 2002-12-21--2003-02-18
« Revised: 2003-05-15
« Final: 2003-06-30

Abstract

This SRFI defines parameter objects, the procedure make-parameter to create parameter objects and
the parameterize special form to dynamically bind parameter objects. In the dynamic environment,
each parameter object is bound to a cell containing the value of the parameter. When a procedure is
called the called procedure inherits the dynamic environment from the caller. The parameterize
special form allows the binding of a parameter object to be changed for the dynamic extent of its body.

Rationale

The dynamic environment is the structure which allows the system to find the value returned by the
R5RS procedures current-input-port and current-output-port. The R5RS procedures
with-input-from-file and with-output-to-£file extend the dynamic environment to produce
a new dynamic environment which is in effect for the dynamic extent of the call to the thunk passed as
their last argument. These procedures are essentially special purpose dynamic binding operations on
hidden dynamic variables (one for current-input-port and one for current-output-port). The
purpose of this SRFI is to generalize this dynamic binding mechanism (which exists in all R5RS
compliant systems) to allow the user to introduce new dynamic variables and dynamically bind them.

General dynamic binding mechanisms exist in several implementations of Scheme under various
names, including "fluid" variables and parameter objects. The parameter objects specified in this SRFI
are compatible with the semantics of all implementations of Scheme we know which currently support
parameter objects (in the sense that it is possible to implement this SRFI so that old code works the
same as before). We believe Chez-Scheme was the first implementation of Scheme to have used
parameter objects.

In the presence of threads, the dynamic binding mechanism does not behave the same way in all
implementations of Scheme supporting dynamic binding. The issue is the relationship between the
dynamic environments of the parent and child threads when a thread is created. In Scheme 48 the child
gets a fresh dynamic environment where (typically but not necessarily) all the bindings are to their initial
value. In MzScheme and Gambit-C the child is given a dynamic environment inherited from the parent.
In this inherited dynamic environment the dynamic variables have the same values as the parent's
dynamic environment. However, in MzScheme the cells bound to the dynamic variables in the child are
distinct from those of the parent (i.e. an assignment of a value to a dynamic variable is not visible in the
other thread). In Gambit-C the child and parent dynamic environment share the same cells (i.e. an
assignment of a value to a dynamic variable is visible in the other thread). Note that in the absence of
assignment to dynamic variables the MzScheme and Gambit-C approaches are equivalent.

Given that there are semantic differences in the presence of threads and that there are valid reasons for
choosing each semantics, this SRFI does not specify the semantics of parameter objects in the
presence of threads. It is left to the implementation and other SRFIs which extend this SRFI to specify
the interaction between parameter objects and threads.

Specification

The dynamic environment is composed of two parts: the local dynamic environment and the global
dynamic environment. The global dynamic environment is used to lookup parameter objects that can't
be found in the local dynamic environment. When parameter objects are created, their initial binding is
put in the global dynamic environment (by mutation). The local dynamic environment is only extended
by the parameterize form.

Parameter objects are created with the make-parameter procedure which takes one or two
arguments. The second argument is a one argument conversion procedure. If only one argument is
passed to make-parameter the identity function is used as a conversion procedure. The global
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dynamic environment is updated to associate the parameter object to a new cell. The initial content of
the cell is the result of applying the conversion procedure to the first argument of make-parameter.

A parameter object is a procedure which accepts zero or one argument. The cell bound to a particular
parameter object in the dynamic environment is accessed by calling the parameter object. When no
argument is passed, the content of the cell is returned. When one argument is passed the content of the
cell is updated with the result of applying the parameter object's conversion procedure to the argument.

The parameterize special form, when given a parameter object and a value, binds for the dynamic
extent of its body the parameter object to a new cell. The initial content of the cell is the result of
applying the parameter object's conversion procedure to the value. The parameterize special form
behaves analogously to 1et when binding more than one parameter object (that is the order of
evaluation is unspecified and the new bindings are only visible in the body of the parameterize
special form).

Note that the conversion procedure can be used for guaranteeing the type of the parameter object's
binding and/or to perform some conversion of the value.

Because it is possible to implement the R5RS procedures current-input-port and current-
output-port as parameter objects and this offers added functionnality, it is required by this SRFI that
they be implemented as parameter objects created with make-parameter.

Procedures and syntax

(make-parameter init [converter]) ;procedure

Returns a new parameter object which is bound in the global dynamic environment to a cell
containing the value returned by the call (converter init). If the conversion procedure
converter is not specified the identity function is used instead.

The parameter object is a procedure which accepts zero or one argument. When it is called with no
argument, the content of the cell bound to this parameter object in the current dynamic
environment is returned. When it is called with one argument, the content of the cell bound to this
parameter object in the current dynamic environment is set to the result of the call (converter
arg), where arg is the argument passed to the parameter object, and an unspecified value is
returned.

(define radix
(make-parameter 10))

(define write-shared
(make-parameter
#£
(lambda (x)
(if (boolean? x)
X
(error "only booleans are accepted by write-shared")))))

(radix) ==> 10
(radix 2)
(radix) ==> 2

(write-shared 0) gives an error

(define prompt
(make-parameter
123
(lambda (x)
(if (string? x)
X
(with-output-to-string (lambda () (write x)))))))

(prompt) ==> "123"
(prompt II>II )
(prompt) ==> ">"
(parameterize ((exprl expr2) ...) <body>) ;syntax

The expressions expr1 and expr2 are evaluated in an unspecified order. The value of the expr1
expressions must be parameter objects. For each expr1 expression and in an unspecified order,
the local dynamic environment is extended with a binding of the parameter object expr1 to a new
cell whose content is the result of the call (converter val), where valis the value of expr2 and
converter is the conversion procedure of the parameter object. The resulting dynamic environment



is then used for the evaluation of <body> (which refers to the R5RS grammar nonterminal of that
name). The result(s) of the parameterize form are the resuli(s) of the <body>.

(radix) ==> 2
(parameterize ((radix 16)) (radix)) ==> 16
(radix) ==> 2

(define (f n) (number->string n (radix)))

(£ 10) ==> "1010"

(parameterize ((radix 8)) (£ 10)) ==> "12"

(parameterize ((radix 8) (prompt (f 10))) (prompt)) ==> "1010"
Implementation

The following implementation uses association lists to represent local dynamic environments. The
global dynamic environment binding is stored in the parameter object itself. Since we are assuming that
there is a single thread, the current local dynamic environment can be bound to a global variable,
dynamic-env-local. Mutations of this variable are wrapped in a dynamic-wind so that the local
dynamic environment returns to its previous value when control exits the body of the parameterize.

(define make-parameter
(lambda (init . conv)
(let ((converter
(if (null? conv) (lambda (x) X) (car conv))))
(let ((global-cell
(cons #f (converter init))))
(letrec ((parameter
(lambda new-val
(let ((cell (dynamic-lookup parameter global-cell)))
(cond ((null? new-val)
(cdr cell))
((null? (cdr new-val))
(set-cdr! cell (converter (car new-val))))
(else ; this case is needed for parameterize
(converter (car new-val))))))))
(set-car! global-cell parameter)
parameter)))))

(define-syntax parameterize
(syntax-rules ()
((parameterize ((exprl expr2) ...) body ...)
(dynamic-bind (list exprl ...)
(list expr2 ...)
(lambda () body ...)))))

(define dynamic-bind
(lambda (parameters values body)
(let* ((old-local
(dynamic-env-local-get))
(new-cells
(map (lambda (parameter value)
(cons parameter (parameter value #f)))
parameters
values))
(new-local
(append new-cells old-local)))
(dynamic-wind
(lambda () (dynamic-env-local-set! new-local))
body
(lambda () (dynamic-env-local-set! old-local))))))

(define dynamic-lookup
(lambda (parameter global-cell)
(or (assq parameter (dynamic-env-local-get))
global-cell)))

(define dynamic-env-local '())

(define dynamic-env-local-get
(lambda () dynamic-env-local))



(define dynamic-env-local-set!
(lambda (new-env) (set! dynamic-env-local new-env)))

Copyright

Copyright (C) Marc Feeley 2002. All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
g\IOCONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE

FTWARE.

Editor: Mike Sperber
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by Philip L. Bewig

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
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Final: 2008-01-24

Post-finalization improvement to stream-constant: 2015-11-02
Draft: 2007-10-21--2007-12-22

Abstract

Streams, sometimes called lazy lists, are a sequential data structure containing elements computed only on
demand. A stream is either null or is a pair with a stream in its cdr. Since elements of a stream are computed only
when accessed, streams can be infinite. Once computed, the value of a stream element is cached in case it is
needed again.

Streams without memoization were first described by Peter Landin in 1965. Memoization became accepted as an
essential feature of streams about a decade later. Today, streams are the signature data type of functional
programming languages such as Haskell.

This Scheme Request for Implementation describes two libraries for operating on streams: a canonical set of stream
primitives and a set of procedures and syntax derived from those primitives that permits convenient expression of
stream operations. They rely on facilities provided by R6RS, including libraries, records, and error reporting. To
load both stream libraries, say:

(import (streams))

Rationale

Harold Abelson and Gerald Jay Sussman discuss streams at length, giving a strong justification for their use. The
streams they provide are represented as a cons pair with a promise to return a stream in its cdr; for instance, a
stream with elements the first three counting numbers is represented conceptually as (cons 1 (delay (cons
2 (delay (cons 3 (delay '())))))). Philip Wadler, Walid Taha and David MacQueen describe
such streams as odd because, regardless of their length, the parity of the number of constructors ( delay, cons,
' (1)) in the stream is odd.

The streams provided here differ from those of Abelson and Sussman, being represented as promises that contain a
cons pair with a stream in its cdr; for instance, the stream with elements the first three counting numbers is
represented conceptually as (delay (cons 1 (delay (cons 2 (delay (cons 3 (delay
"()))))))); this is an even stream because the parity of the number of constructors in the stream is even.

Even streams are more complex than odd streams in both definition and usage, but they offer a strong benefit: they
fix the off-by-one error of odd streams. Wadler, Taha and MacQueen show, for instance, that an expression like
(stream->1list 4 (stream-map / (stream-from 4 -1))) evaluates to (1/4 1/3 1/2 1)
using even streams but fails with a divide-by-zero error using odd streams, because the next element in the stream,
which will be 1/0, is evaluated before it is accessed. This extra bit of laziness is not just an interesting oddity; it
is vitally critical in many circumstances, as will become apparent below.

When used effectively, the primary benefit of streams is improved modularity. Consider a process that takes a
sequence of items, operating on each in turn. If the operation is complex, it may be useful to split it into two or
more procedures in which the partially-processed sequence is an intermediate result. If that sequence is stored as a
list, the entire intermediate result must reside in memory all at once; however, if the intermediate result is stored as
a stream, it can be generated piecemeal, using only as much memory as required by a single item. This leads to a
programming style that uses many small operators, each operating on the sequence of items as a whole, similar to a
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pipeline of unix commands.

In addition to improved modularity, streams permit a clear exposition of backtracking algorithms using the “stream
of successes” technique, and they can be used to model generators and co-routines. The implicit memoization of
streams makes them useful for building persistent data structures, and the laziness of streams permits some multi-
pass algorithms to be executed in a single pass. Savvy programmers use streams to enhance their programs in
countless ways.

There is an obvious space/time trade-off between lists and streams; lists take more space, but streams take more
time (to see why, look at all the type conversions in the implementation of the stream primitives). Streams are
appropriate when the sequence is truly infinite, when the space savings are needed, or when they offer a clearer
exposition of the algorithms that operate on the sequence.

Specification
The (streams primitive) library

The (streams primitive) library provides two mutually-recursive abstract data types: An object of the
stream abstract data type is a promise that, when forced, is either stream-null or is an object of type
stream-pair. An object of the stream-pair abstract data type contains a stream-car and a stream-
cdr, which must be a stream. The essential feature of streams is the systematic suspensions of the recursive
promises between the two data types.

a stream
:: (promise stream-null)
(promise (0 stream-pair))

0 stream-pair
:: (promise () x (promise (Q stream))

The object stored in the stream-car of a stream-pair is a promise that is forced the firsttime the
stream-car is accessed; its value is cached in case it is needed again. The object may have any type, and
different stream elements may have different types. If the st ream-car is never accessed, the object stored there
is never evaluated. Likewise, the stream-cdr is a promise to return a stream, and is only forced on demand.

This library provides eight operators: constructors for stream-null and stream-pairs, type recognizers for
streams and the two kinds of streams, accessors for both fields of a stream-pair, and a lambda that creates
procedures that return streams.

constructor: stream-null
Stream-null is a promise that, when forced, is a single object, distinguishable from all other objects, that
represents the null stream. Stream-null is immutable and unique.

constructor: (stream-cons object stream)

Stream-cons is a macro that accepts an object and a stream and creates a newly-allocated stream containing
a promise that, when forced, is a stream-pair with the object in its stream-car and the stream in its
stream-cdr. Stream-cons must be syntactic, not procedural, because neither object nor stream is evaluated
when stream-cons is called. Since stream is not evaluated, when the stream-pair is created, it is not an error to
call stream-cons with a stream that is not of type stream; however, doing so will cause an error later when
the stream-cdr of the stream-pair is accessed. Once created, a stream-pair is immutable; there is no
stream-set-car! or stream-set-cdr! that modifies an existing stream-pair. There is no dotted-pair
or improper stream as with lists.

recognizer: (stream? object)

Stream? is a procedure that takes an object and returns #t if the object is a stream and #f£ otherwise. If object is
a stream, stream? does not force its promise. [f (stream? obj) is #t, then one of (stream-null?
obj) and (stream-pair? obj) will be #t and the other will be #£; if (stream? obj) is #£, both
(stream-null? obj) and (stream-pair? obj) will be #£.

recognizer: (stream-null? object)

Stream-null? is a procedure that takes an object and returns #t if the object is the distinguished null stream
and#£ otherwise. I fobject is a stream, stream-null? must force its promise in order to distinguish
stream-null from stream-pair.



recognizer: (stream-pair? object)

Stream-pair? is a procedure that takes an object and returns #t if the object is a stream-pair constructed
by stream-cons and #f otherwise. If object is a stream, stream-pair? must force its promise in order to
distinguish stream-null from stream-pair.

accessor: (stream-car stream)

Stream-car is a procedure that takes a stream and returns the object stored in the stream-car of the stream.
Stream-car signals an error if the object passed to it is not a stream-pair. Calling stream-car causes
the object stored there to be evaluated if it has not yet been; the object’s value is cached in case it is needed again.

accessor: (stream-cdr stream)

Stream-cdr is a procedure that takes a stream and returns the stream stored in the stream-cdr of the stream.
Stream-cdr signals an error if the object passed to it is not a stream-pair. Calling stream-cdr does not
force the promise containing the stream stored in the stream—cdr of the stream.

lambda: (stream-lambda args body)

Stream-lambda creates a procedure that returns a promise to evaluate the body of the procedure. The last body
expression to be evaluated must yield a stream. As with normal 1ambda, args may be a single variable name, in
which case all the formal arguments are collected into a single list, or a list of variable names, which may be null if
there are no arguments, proper if there are an exact number of arguments, or dotted if a fixed number of arguments
is to be followed by zero or more arguments collected into a list. Body must contain at least one expression, and
may contain internal definitions preceding any expressions to be evaluated.

(define strml23
(stream-cons 1
(stream-cons 2
(stream-cons 3
stream-null))))

(stream-car strml23) = 1
(stream-car (stream-cdr strml23) = 2
(stream-pair?

(stream-cdr

(stream-cons (/ 1 0) stream-null))) = #£
(stream? (list 1 2 3)) = #f£
(define iter

(stream-lambda (f x)

(stream-cons x (iter £ (f x)))))
(define nats (iter (lambda (x) (+ x 1)) 0))
(stream-car (stream-cdr nats)) = 1
(define stream-add

(stream-lambda (sl s2)
(stream-cons
(+ (stream-car sl) (stream-car s2))
(stream-add (stream-cdr sl)
(stream-cdr s2)))))
(define evens (stream-add nats nats))
(stream-car evens) = 0

(stream-car (stream-cdr evens)) = 2

(stream-car (stream-cdr (stream-cdr evens))) = 4

The (streams derived) library

The (streams derived) library provides useful procedures and syntax that depend on the primitives defined
above. In the operator templates given below, an ellipsis . . . indicates zero or more repetitions of the preceding
subexpression and square brackets [..] indicate optional elements. In the type annotations given below, square



brackets [...] refer to lists, curly braces {..} refer to streams, and nat refers to exact non-negative integers.

syntax: (define-stream (name args) body)

Define-stream creates a procedure that returns a stream, and may appear anywhere a normal define may
appear, including as an internal definition, and may have internal definitions of its own, including other define-
streams. The defined procedure takes arguments in the same way as stream-lambda. Define-stream is
syntactic sugar on stream-lambda; see also stream-1let, which is also a sugaring of stream-lambda.

A simple version of stream-map that takes only a single input stream calls itself recursively:

(define-stream (stream-map proc strm)
(if (stream-null? strm)
stream-null
(stream-cons
(proc (stream-car strm))
(stream-map proc (stream-cdr strm))))))

procedure: (list->stream list-of-objects)

[a] - {a}

List->stream takes a list of objects and returns a newly-allocated stream containing in its elements the objects
in the list. Since the objects are given in a list, they are evaluated when 1ist->stream is called, before the
stream is created. If the list of objects is null, as in (list->stream °'()), the null stream is returned. See also
stream.

(define strml23 (list->stream '(1 2 3)))

; fails with divide-by-zero error
(define s (list->stream (list 1 (/ 1 0) -1)))

procedure: (port->stream [port])

port - {char}

Port->stream takes a port and returns a newly-allocated stream containing in its elements the characters on the
port. If port is not given it defaults to the current input port. The returned stream has finite length and is terminated
by stream-null.

It looks like one use of port->stream would be this:

(define s ;wrong!
(with-input-from-file filename
(lambda () (port->stream))))

But that fails, because with-input-from-file is eager, and closes the input port prematurely, before the
first character is read. To read a file into a stream, say:

(define-stream (file->stream filename)
(let ((p (open-input-file filename)))
(stream-let loop ((c (read-char p)))
(if (eof-object? c)
(begin (close-input-port p)
stream-null)
(stream-cons c
(loop (read-char p)))))))

syntax: (stream object ...)

Stream is syntax that takes zero or more objects and creates a newly-allocated stream containing in its elements
the objects, in order. Since stream is syntactic, the objects are evaluated when they are accessed, not when the
stream is created. If no objects are given, as in (stream), the null stream is returned. See also list-
>stream.

(define strml23 (stream 1 2 3))

; (/ 1 0) not evaluated when stream is created
(define s (stream 1 (/ 1 0) -1))

procedure: (stream->list [n] stream)

nat x {a} - [A]

Stream->1list takes a natural number n and a stream and returns a newly-allocated list containing in its
elements the first # items in the stream. If the stream has less than n items all the items in the stream will be



included in the returned list. [f#n is not given it defaults to infinity, which means that unless stream is finite
stream->1ist will never return.

(stream->1list 10
(stream-map (lambda (x) (* X X))
(stream-from 0)))
= (0149 16 25 36 49 64 81)

procedure: (stream-append stream ...)

@y ... - {a}

Stream-append returns a newly-allocated stream containing in its elements those elements contained in its
input streams, in order of input. If any of the input streams is infinite, no elements of any of the succeeding input
streams will appear in the output stream; thus, if X is infinite, (stream-append x y) = x. See also
stream-concat.

Quicksort can be used to sort a stream, using stream-append to build the output; the sort is lazy; so if only the
beginning of the output stream is needed, the end of the stream is never sorted.

(define-stream (gsort 1t? strm)
(if (stream-null? strm)
stream-null
(let ((x (stream-car strm))
(xs (stream-cdr strm)))
(stream-append
(gsort 1t?
(stream-filter
(lambda (u) (1t? u x))
xs))
(stream x)
(gsort 1t?
(stream-filter
(lambda (u) (not (1lt? u x)))

xs8))))))

Note also that, when used in tail position as in gsort, stream-append does not suffer the poor performance
of append on lists. The list version of append requires re-traversal of all its list arguments except the last each
time it is called. But stream-append is different. Each recursive call to stream-append is suspended;
when it is later forced, the preceding elements of the result have already been traversed, so tail-recursive loops that
produce streams are efficient even when each element is appended to the end of the result stream. This also implies
that during traversal of the result only one promise needs to be kept in memory at a time.

procedure: (stream-concat stream)

{{a}} ... - {a}

Stream-concat takes a stream consisting of one or more streams and returns a newly-allocated stream
containing all the elements of the input streams. If any of the streams in the input stream is infinite, any remaining
streams in the input stream will never appear in the output stream. See also stream-append.

(stream->list
(stream-concat
(stream
(stream 1 2) (stream) (stream 3 2 1))))
= (12321)

The permutations of a finite stream can be determined by interleaving each element of the stream in all possible
positions within each permutation of the other elements of the stream. Interleave returns a stream of streams
with x inserted in each possible position of yy:

(define-stream (interleave X yy)
(stream-match yy
(() (stream (stream x)))
((y - ys)
(stream-append
(stream (stream-cons X yy))
(stream-map
(lambda (z) (stream-cons y z))
(interleave x ys))))))

(define-stream (perms xs)
(if (stream-null? xs)



(stream (stream))
(stream-concat
(stream-map
(lambda (ys)
(interleave (stream-car xs) ys))
(perms (stream-cdr xs))))))

procedure: (stream-constant object ...)

oA ... - {0}

Stream-constant takes one or more objects and returns a newly-allocated stream containing in its elements
the objects, repeating the objects in succession forever.

(stream-constant 1) == 1 1 1 ...

(stream-constant #t #f) = #t #f #t #f #t #f ...

procedure: (stream-drop n stream) procedure

nat x {a} - {a}

Stream-drop returns the suffix of the input stream that starts at the next element after the first n elements. The
output stream shares structure with the input stream; thus, promises forced in one instance of the stream are also
forced in the other instance of the stream. If the input stream has less than n elements, stream-drop returns the
null stream. See also stream-take.

(define (stream-split n strm)
(values (stream-take n strm)
(stream-drop n strm)))

procedure: (stream-drop-while pred? stream)

(¢ - boolean) x {a} - {a}

Stream-drop-while returns the suffix of the input stream that starts at the first element x for which (pred?
x) is #£. The output stream shares structure with the input stream. See also stream-take-while.

Stream-unique creates a new stream that retains only the first of any sub-sequences of repeated elements.

(define-stream (stream-unique eql? strm)
(if (stream-null? strm)
stream-null
(stream-cons (stream-car strm)
(stream-unique eql?
(stream-drop-while
(lambda (x)
(eql? (stream-car strm) x))
strm)))))

procedure: (stream-filter pred? stream)

(a » boolean) x {a} - {a}

Stream-filter returns a newly-allocated stream that contains only those elements x of the input stream for
which (pred? x) is non-#f.

(stream-filter odd? (stream-from 0))
= 13579 ...

procedure: (stream-fold proc base stream)

(¢ x B -a) xax {B} -«

Stream-fold applies a binary procedure to base and the first element of stream to compute a new base, then
applies the procedure to the new base and the next element of stream to compute a succeeding base, and so on,
accumulating a value that is finally returned as the value of stream-£fold when the end of the stream is reached.
Stream must be finite, or stream-fold will enter an infinite loop. See also stream-scan, which is similar to
stream-£fold, but useful for infinite streams. For readers familiar with other functional languages, this is a left-
fold; there is no corresponding right-fold, since right-fold relies on finite streams that are fully-evaluated, at which
time they may as well be converted to a list.

Stream-fold is often used to summarize a stream in a single value, for instance, to compute the maximum
element of a stream.

(define (stream-maximum 1t? strm)
(stream-fold
(lambda (x y) (if (1lt? x y) y X))



(stream-car strm)
(stream-cdr strm)))

Sometimes, it is useful to have stream-£fold defined only on non-null streams:

(define (stream-fold-one proc strm)
(stream-fold proc
(stream-car strm)
(stream-cdr strm)))

Stream-minimum can then be defined as:

(define (stream-minimum 1t? strm)
(stream-fold-one
(lambda (x y) (if (1t? x y) x Vy))
strm))

Stream-fold can also be used to build a stream:

(define-stream (isort 1t? strm)
(define-stream (insert strm Xx)
(stream-match strm
(() (stream x))

((y . vys)
(if (1lt? y x)
(stream-cons y (insert ys X))
(stream-cons x strm)))))
(stream-fold insert stream-null strm))

procedure: (stream-for-each proc stream ...)

(0 x B x ...y x {a} x {B} ...

Stream-for-each applies a procedure element-wise to corresponding elements of the input streams for its
side-effects; it returns nothing. Stream-for-each stops as soon as any of its input streams is exhausted.

The following procedure displays the contents of a file:

(define (display-file filename)
(stream-for-each display
(file->stream filename)))

procedure: (stream-from first [step])

number x number - {number}

Stream-from creates a newly-allocated stream that contains first as its first element and increments each
succeeding element by step. Ifstep is not given it defaultsto 1. First and step may be of any numeric type.
Stream-from is frequently useful as a generator in stream-of expressions. See also stream-range for a
similar procedure that creates finite streams.

Stream-from could be implemented as (stream-iterate (lambda (x) (+ x step)) first).
(define nats (stream-from 0)) = 0 1 2 ...

(define odds (stream-from 1 2)) = 1 3 5 ...

procedure: (stream-iterate proc base)

(@ - a) x a-> {a}

Stream-iterate creates a newly-allocated stream containing base in its first element and applies proc to each
element in turn to determine the succeeding element. See also stream-unfold and stream-unfolds

(stream-iterate (lambda (x) (+ x 1)) 0)
= 01234...

(stream-iterate (lambda (x) (* x 2)) 1)
=12 4 8 16 ...

Given a seed between 0 and 232, exclusive, the following expression creates a stream of pseudo-random integers
between 0 and 2 32, exclusive, beginning with seed, using the method described by Stephen Park and Keith Miller:

(stream-iterate



(lambda (x) (modulo (* x 16807) 2147483647))
seed)

Successive values of the continued fraction shown below approach the value of the “golden ratio” ¢ = 1.618:

1
1
1
1

1+
1+
1+
1+

1+—11
1+—

The fractions can be calculated by the stream
(stream-iterate (lambda (x) (+ 1 (/ x))) 1)

procedure: (stream-length stream)

{a} - nat

Stream-length takes an input stream and returns the number of elements in the stream; it does not evaluate its
elements. Stream-1length may only be used on finite streams; it enters an infinite loop with infinite streams.

(stream-length strml23) = 3

syntax: (stream-let fag ((var expr) ...) body)

Stream-let creates a local scope that binds each variable to the value of its corresponding expression. It
additionally binds tag to a procedure which takes the bound variables as arguments and body as its defining
expressions, binding the fag with stream-lambda. Tag is in scope within body, and may be called recursively.
When the expanded expression defined by the stream-let is evaluated, stream-let evaluates the
expressions in its body in an environment containing the newly-bound variables, returning the value of the last
expression evaluated, which must yield a stream.

Stream-let provides syntactic sugar on stream-lambda, in the same manner as normal let provides
syntactic sugar on normal lambda. However, unlike normal let, the fag is required, not optional, because
unnamed stream-1let is meaningless.

Stream-member returns the first stream-pair of the input strm with a stream-car x that satisfies (eql?
obj x), or the null stream if x is not present in strm.

(define-stream (stream-member eql? obj strm)
(stream-let loop ((strm strm))
(cond ((stream-null? strm) strm)
((eql? obj (stream-car strm)) strm)
(else (loop (stream-cdr strm))))))

procedure: (stream-map proc stream .. .)

(@ x B ... > w) x {a} x {B} ... - {w}

Stream-map applies a procedure element-wise to corresponding elements of the input streams, returning a
newly-allocated stream containing elements that are the results of those procedure applications. The output stream
has as many elements as the minimum-length input stream, and may be infinite.

(define (square x) (* x X))
(stream-map square (stream 9 3)) = 81 9
(define (sigma £ m n)
(stream-fold + 0
(stream-map f (stream-range m (+ n 1)))))

(sigma square 1 100) = 338350

In some functional languages, stream-map takes only a single input stream, and stream-zipwith provides
a companion function that takes multiple input streams.

syntax: (stream-match stream clause ...)

Stream-match provides the syntax of pattern-matching for streams. The input stream is an expression that
evaluates to a stream. Clauses are of the form (pattern [fender] expr), consisting of a pattern that matches a
stream of a particular shape, an optional fender that must succeed if the pattern is to match, and an expression that



is evaluated if the pattern matches. There are four types of patterns:

() — Matches the null stream.
(patg pat; ...) — Matches a finite stream with length exactly equal to the number of pattern elements.

(patg pat; ... . pat.s) — Matches an infinite stream, or a finite stream with length at least as great as

the number of pattern elements before the literal dot.
e pat — Matches an entire stream. Should always appear last in the list of clauses; it’s not an error to appear
elsewhere, but subsequent clauses could never match.

Each pattern element pat; may be either:

¢ An identifier — Matches any stream element. Additionally, the value of the stream element is bound to the
variable named by the identifier, which is in scope in the fender and expression of the corresponding clause.
Each identifier in a single pattern must be unique.

o A literal underscore — Matches any stream element, but creates no bindings.

The patterns are tested in order, left-to-right, until a matching pattern is found; if fender is present, it must
evaluate as non-#£ for the match to be successful. Pattern variables are bound in the corresponding fender and
expression. Once the matching pattern is found, the corresponding expression is evaluated and returned as the
result of the match. An error is signaled if no pattern matches the input stream.

Stream-match is often used to distinguish null streams from non-null streams, binding head and tail:

(define (len strm)
(stream-match strm

(() 0) ) .
((head . tail) (+ 1 (len tail)))))

Fenders can test the common case where two stream elements must be identical; the else pattern is an identifier
bound to the entire stream, not a keyword as in cond.

(stream-match strm
((xy .« ) (equal? x y) 'ok)
(else 'error))

A more complex example uses two nested matchers to match two different stream arguments; (stream-merge
1t? . strms) stably merges two or more streams ordered by the 1t ? predicate:

(define-stream (stream-merge 1lt? . strms)
(define-stream (merge xx yy)
(stream-match xx (() vy) ((x . xs)
(stream-match yy (() xx) ((y . ys)
(1f (1t? y x)
(stream-cons y (merge XX ys))
(stream-cons X (merge Xs vv))))))))
(stream-let loop ((strms strms))
(cond ((null? strms) stream-null)
((null? (cdr strms)) (car strms))
(else (merge (car strms)
(apply stream-merge 1t?
(cdr strms)))))))

syntax: (stream-of expr clause ...)
Stream-of provides the syntax of stream comprehensions, which generate streams by means of looping
expressions. The result is a stream of objects of the type returned by expr. There are four types of clauses:

e (var in stream-expr) — Loop over the elements of stream-expr, in order from the start of the stream,
binding each element of the stream in turn to var. Stream-from and stream-range are frequently
useful as generators for stream-expr.

e (var is expr) — Bind var to the value obtained by evaluating expr.

e (pred? expr) — Include in the output stream only those elements x for which (pred? x) is non-#£.

The scope of variables bound in the stream comprehension is the clauses to the right of the binding clause (but not
the binding clause itself) plus the result expression.

When two or more generators are present, the loops are processed as if they are nested from left to right; that is, the



rightmost generator varies fastest. A consequence of this is that only the first generator may be infinite and all
subsequent generators must be finite. If no generators are present, the result of a stream comprehension is a stream
containing the result expression; thus, (stream-of 1) produces a finite stream containing only the element 1.

(stream-of (* x x)
(x in (stream-range 0 10))
(even? x))
= 0 4 16 36 64

(stream-of (list a b)
(a in (stream-range 1 4))
(b in (stream-range 1 3)))
(2 2)

= (1 1) (1 2) (2 1) (3 1) (3 2)

(stream-of (list i j)
(i in (stream-range 1 5))
(j in (stream-range (+ i 1) 5)))
= (1 2) (1 3) (1 4) (2 3) (2 4) (3 4)

procedure: (stream-range first past [step])

number X number X number - {number}

Stream-range creates a newly-allocated stream that contains first as its first element and increments each
succeeding element by step. The stream is finite and ends before past, which is not an element of the stream. If
step is not given it defaults to 1 if first is less than past and -1 otherwise. First, past and step may be of any
numeric type. Stream-range is frequently useful as a generatorin stream-of expressions. See also
stream-from for a similar procedure that creates infinite streams.

(stream-range 0 10) = 0 1 2 3 45 6 7 8 9

(stream-range 0 10 2) - 0 2 4 6 8

Successive elements of the stream are calculated by adding step to first, so if any of first, past or step are inexact,
the length of the output stream may differ from (ceiling (- (/ (- past first) step) 1).

procedure: (stream-ref stream n)

{a} x nat - Q

Stream-ref returns the nth element of stream, counting from zero. An error is signaled if n is greater than or
equal to the length of stream.

(define (fact n)
(stream-ref
(stream-scan * 1 (stream-from 1))

n))

procedure: (stream-reverse stream)

{a} - {a}

Stream-reverse returns a newly-allocated stream containing the elements of the input stream but in reverse
order. Stream-reverse may only be used with finite streams; it enters an infinite loop with infinite streams.
Stream-reverse does not force evaluation of the elements of the stream.

(define s (stream 1 (/ 1 0) -1))
(define r (stream-reverse s))
(stream-ref r 0)

(stream-ref r 2)

VEVYVVYV

(stream-ref r 1)
error: division by zero

procedure: (stream-scan proc base stream)

(@ x B -a) xax {B} - {a}

Stream-scan accumulates the partial folds of an input stream into a newly-allocated output stream. The output
stream is the base followed by (stream-fold proc base (stream-take i stream)) for each of the
first i elements of stream.

(stream-scan + 0 (stream-from 1))
= (stream 0 1 3 6 10 15 ...)

(stream-scan * 1 (stream-from 1))
= (stream 1 1 2 6 24 120 ...)



procedure: (stream-take n stream)

nat x {a} - {a}

Stream-take takes a non-negative integer n and a stream and returns a newly-allocated stream containing the
first n elements of the input stream. If the input stream has less than n elements, so does the output stream. See
also stream-drop.

Mergesort splits a stream into two equal-length pieces, sorts them recursively and merges the results:

(define-stream (msort 1t? strm)
(let* ((n (quotient (stream-length strm) 2))
(ts (stream-take n strm))
(ds (stream-drop n strm)))
(if (zero? n)

strm

(stream-merge 1t?
(msort < ts) (msort < ds)))))

procedure: (stream-take-while pred? stream)

(0 » boolean) x {a} - {a}

Stream-take-while takes a predicate and a stream and returns a newly-allocated stream containing those
elements x that form the maximal prefix of the input stream for which (pred? x) is non-#£. See also stream-
drop-while.

(stream-car
(stream-reverse
(stream-take-while
(lambda (x) (< x 1000))
primes))) = 997

procedure: (stream-unfold map pred? gen base)

(¢ » B) x (a » boolean) x (a - a) x a - {B}

Stream-unfold is the fundamental recursive stream constructor. It constructs a stream by repeatedly applying
gen to successive values of base, in the manner of stream-iterate, then applying map to each of the values
so generated, appending each of the mapped values to the output stream as long as (pred? base) is non-#£. See
also stream-iterate and stream-unfolds.

The expression below creates the finite stream 0 1 4 9 16 25 36 49 64 81. Initially the base is 0, which is
less than 10, so map squares the base and the mapped value becomes the first element of the output stream. Then
gen increments the base by 1, so it becomes 1; this is less than 10, so map squares the new base and 1 becomes
the second element of the output stream. And so on, until the base becomes 10, when pred? stops the recursion
and stream-null ends the output stream.

(stream-unfold

(lambda (x) (expt x 2)) ; map
(lambda (x) (< x 10)) ; pred?
(lambda (x) (+ x 1)) ; gen
0) ; base

procedure: (stream-unfolds proc seed)

(¢ » (values a0 x B ...)) x a » (values {B} ...)

Stream-unfolds returns n newly-allocated streams containing those elements produced by successive calls to
the generator proc, which takes the current seed as its argument and returns n+1 values

(proc seed = seed resulty ... result,

where the returned seed is the input seed to the next call to the generator and result; indicates how to produce the

next element of the i"”* result stream:

e (value) — value is the next car of the result stream
o #f — no value produced by this iteration of the generator proc for the result stream
e () — the end of the result stream

It may require multiple calls of proc to produce the next element of any particular result stream. See also
stream-iterate and stream-unfold.

Stream-unfolds is especially useful when writing expressions that return multiple streams. For instance,



(stream-partition pred? strm) is equivalent to

(values
(stream-filter pred? strm)
(stream-filter
(lambda (x) (not (pred? x))) strm))

but only tests pred? once for each element of strm.

(define (stream-partition pred? strm)
(stream-unfolds
(lambda (s)
(if (stream-null? s)
(values s '() '())
(let ((a (stream-car s))
(d (stream-cdr s)))
(if (pred? a)
(values d (list a) #f£)
(values d #f (list a))))))
strm))

(call-with-values

(lambda ()

(stream-partition odd?

(stream-range 1 6)))

(lambda (odds evens)

(list (stream->list odds)

(stream->1list evens))))

= ((1 3 5) (2 4))

procedure: (stream-zip stream ...)

{o} x {B} x ... > {[aB ...]}

Stream-zip takes one or more input streams and returns a newly-allocated stream in which each element is a
list (not a stream) of the corresponding elements of the input streams. The output stream is as long as the shortest
input stream, if any of the input streams is finite, or is infinite if all the input streams are infinite.

A common use of stream-zip is to add an index to a stream, as in (stream-£finds eq/? obj strm), which
returns all the zero-based indices in strm at which obj appears; (stream-£find eql? obj strm) returns the first
such index, or #£ if 0bj is not in strm.

(define-stream (stream-finds eql? obj strm)
(stream-of (car x)
(x in (stream-zip (stream-from 0) strm))
(eql? obj (cadr x))))

(define (stream-find eql? obj strm)
(stream-car
(stream-append
(stream-finds eql? obj strm)
(stream #£))))

(stream-find char=? #\1
(list->stream
(string->1list "hello"))) = 2

(stream-find char=? #\1
(list->stream
(string->1list "goodbye"))) = #£

Stream-find is not as inefficient as it looks; although it calls stream-finds, which finds all matching
indices, the matches are computed lazily, and only the first match is needed for stream-£find.

Utilities
Streams, being the signature structured data type of functional programming languages, find useful expression in

conjunction with higher-order functions. Some of these higher-order functions, and their relationship to streams,
are described below.



The identity and constant procedures are frequently useful as the recursive base for maps and folds; (identity
obj) always returns obj, and (const obj) creates a procedure that takes any number of arguments and always
returns the same obj, no matter its arguments:

(define (identity obj) obj)
(define (const obj) (lambda x obj))

Many of the stream procedures take a unary predicate that accepts an element of a stream and returns a boolean.
Procedure (negate pred?) takes a unary predicate and returns a new unary predicate that, when called, returns
the opposite boolean value as the original predicate.

(define (negate pred?)
(lambda (x) (not (pred? x))))

Negate is useful for procedures like stream-take-while that take a predicate, allowing them to be used in
the opposite direction from which they were written; for instance, with the predicate reversed, stream-take-
while becomes stream-take-until. Stream-remove is the opposite of stream-filter:

(define-stream (stream-remove pred? strm)
(stream-filter (negate pred?) strm))

A section is a procedure which has been partially applied to some of its arguments; for instance, (double x),
which returns twice its argument, is a partial application of the multiply operator to the number 2. Sections come
in two kinds: left sections partially apply arguments starting from the left, and right sections partially apply
arguments starting from the right. Procedure (1sec proc args ...) takes a procedure and some prefix of its
arguments and returns a new procedure in which those arguments are partially applied. Procedure (rsec proc
args ...) takes a procedure and some reversed suffix of its arguments and returns a new procedure in which
those arguments are partially applied.

(define (lsec proc . args)
(lambda x (apply proc (append args x))))

(define (rsec proc . args)
(lambda x (apply proc (reverse
(append (reverse args) (reverse x))))))

Since most of the stream procedures take a stream as their last (right-most) argument, left sections are particularly
useful in conjunction with streams.

(define stream-sum (lsec stream-fold + 0))

Function composition creates a new function by partially applying multiple functions, one after the other. In the
simplest case there are only two functions, £ and g, composed as ( (compose f g) = x)); the composition
can be bound to create a new function, as in (define fg (compose f g)).Procedure (compose proc
. . . ) takes one or more procedures and returns a new procedure that performs the same action as the individual
procedures would if called in succession.

(define (compose . fns)
(let comp ((fns fns))
(cond
((null? fns) 'error)
((null? (cdr fns)) (car fns))
(else
(lambda args
(call-with-values
(lambda ()
(apply
(comp (cdr fns))
args))
(car fns)))))))

Compose works with sections to create succinct but highly expressive procedure definitions. The expression to
compute the squares of the integers from 1 to 10 given above at stream-unfold could be written by
composing stream-map, stream-take-while, and stream-iterate:

( (compose
(lsec stream-map (rsec expt 2))



(1lsec stream-take-while (negate (rsec > 10)))
(lsec stream-iterate (rsec + 1)))
1)

Examples

The examples below show a few of the myriad ways streams can be exploited, as well as a few ways they can trip
the unwary user. All the examples are drawn from published sources; it is instructive to compare the Scheme
versions to the originals in other languages.

Infinite streams

As a simple illustration of infinite streams, consider this definition of the natural numbers:

(define nats
(stream-cons 0
(stream-map addl nats)))

The recursion works because it is offset by one from the initial stream-cons. Another sequence that uses the
offset trick is this definition of the fibonacci numbers:

(define fibs
(stream-cons 1
(stream-cons 1
(stream-map +
fibs
(stream-cdr fibs)))))

Yet another sequence that uses the same offset trick is the Hamming numbers, named for the mathematician and
computer scientist Richard Hamming, defined as all numbers that have no prime factors greater than 5; in other
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Hamming sequence starts with 1 2 3 4 5 6 8 9 10 12 and is computed starting with 1, taking 2, 3 and 5
times all the previous elements with stream-map, then merging sub-streams and eliminating duplicates.

(define hamming
(stream-cons 1
(stream-unique =
(stream-merge <
(stream-map (lsec * 2) hamming)
(stream-map (lsec * 3) hamming)
(stream-map (lsec * 5) hamming)))))

It is possible to have an infinite stream of infinite streams. Consider the definition of power-table:

(define power-table
(stream-of
(stream-of (expt m n)
(m in (stream-from 1)))
(n in (stream-from 2))))

which evaluates to an infinite stream of infinite streams:

(stream
(stream 1 4 9 16 25 ...)
(stream 1 8 27 64 125 ...)
(stream 1 16 81 256 625 ...)

c.l)
But even though it is impossible to display power-table in its entirety, it is possible to select just part of it:

(stream->1list 10 (stream-ref power-table 1))
= (1 8 27 64 125 216 343 512 729 1000)

This example clearly shows that the elements of a stream are computed lazily, as they are needed; (stream-ref
power—-table 0) is not computed, even when its successor is displayed, since computing it would enter an
infinite loop.

Chris Reade shows how to calculate the stream of prime numbers according to the sieve of Eratosthenes, using a



method that eliminates multiples of the sifting base with addition rather than division:

(define primes (let ()
(define-stream (next base mult strm)
(let ((first (stream-car strm))
(rest (stream-cdr strm)))
(cond ((< first mult)
(stream-cons first
(next base mult rest)))
((< mult first)
(next base (+ base mult) strm))
(else (next base
(+ base mult) rest)))))
(define-stream (sift base strm)
(next base (+ base base) strm))
(define-stream (sieve strm)
(let ((first (stream-car strm))>
(rest (stream-cdr strm)))
(stream-cons first
(sieve (sift first rest)))))
(sieve (stream-from 2))))

A final example of infinite streams is a functional pearl from Jeremy Gibbons, David Lester and Richard Bird that
enumerates the positive rational numbers without duplicates:

(define rats
(stream-iterate
(lambda (x)
(let* ((n (floor x)) (Y (- x n)))

(/ (-n-11y))))
1))

Backtracking via the stream of successes

Philip Wadler describes the stream of successes technique that uses streams to perform backtracking search. The
basic idea is that each procedure returns a stream of possible results, so that its caller can decide which result it
wants; an empty stream signals failure, and causes backtracking to a previous choice point. The stream of successes
technique is useful because the program is written as if to simply enumerate all possible solutions; no backtracking
is explicit in the code.

The Eight Queens puzzle, which asks for a placement of eight queens on a chessboard so that none of them attack
any other, is an example of a problem that can be solved using the stream of successes technique. The algorithm is
to place a queen in the first column of a chessboard; any column is satisfactory. Then a queen is placed in the
second column, in any position not held in check by the queen in the first column. Then a queen is placed in the
third column, in any position not held in check by the queens in the first two columns. And so on, until all eight
queens have been placed. If at any point there is no legal placement for the next queen, backtrack to a different
legal position for the previous queens, and try again.

The chessboard is represented as a stream of length m, where there are queens in the first m columns, each position
in the stream representing the rank on which the queen appears in that column. For example, stream4 6 1 5 2 8
3 7 represents the following chessboard:

Two queens at column i row j and column m row n check each other if their columns i and m are the same, or if
their rows j and #n are the same, or if they are on the same diagonal withi+j=m + n or i —j = m — n. There is no
need to test the columns, because the placement algorithm enforces that they differ, so the check? procedure tests
if two queens hold each other in check.



(define (gheck? i j mn)
+ i j) (+ mn))
- 13J) (-mn))))

The algorithm walks through the columns, extending position p by adding a new queen in row n with (stream-
append p (stream n)).Safe? tests if it is safe to do so, using the utility procedure stream-and.

(define (stream-and strm)
(let loop ((strm strm))
(cond ((stream-null? strm) #t)
((not (stream-car strm)) #f£f)
(else (loop (stream-cdr strm))))))

(define (safe? p n)
(let* ((len (stream-length p))
(m (+ len 1)))
(stream-and
(stream-of
(not (check? (car ij) (cadr ij) m n))
(ij in (stream-zip
(stream-range 1 m)

p))))))
Procedure (queens m) returns all the ways that queens can safely be placed in the first m columns.

(define (gqueens m)
(if (zero? m)
(stream (stream))
(stream-of (stream-append p (stream n))
(p in (queens (- m 1)))
(n in (stream-range 1 9))
(safe? p n))))

To see the first solution to the Eight Queens problem, say
(stream->1list (stream-car (queens 8)))
To see all 92 solutions, say

(stream->1ist
(stream-map stream->list
(queens 8)))

There is no explicit backtracking in the code. The stream-of expression in queens returns all possible
streams that satisfy safe?; implicit backtracking occurs in the recursive call to queens.

Generators and co-routines

It is possible to model generators and co-routines using streams. Consider the task, due to Carl Hewitt, of
determining if two trees have the same sequence of leaves:

(same-fringe? = "'(1 (2 3)) '"((1 2) 3)) = #t
(same-fringe? = '(1 2 3) '(1 (3 2))) = #f£
The simplest solution is to flatten both trees into lists and compare them element-by-element:

(define (flatten tree)
(cond ((null? tree) '())
((pair? (car tree))
(append (flatten (car tree))
(flatten (cdr tree))))
(else (cons (car tree)
(flatten (cdr tree))))))

(define (same-fringe? eql? treel tree2)
(let loop ((tl (flatten treel))
(t2 (flatten tree2)))
(cond ((and (null? tl) (null? t2)) #t)



((or (null? tl) (null? t2)) #f)
((not (eql? (car tl) (car t2))) #f)
(else (loop (cdr tl) (cdr t2))))))

That works, but requires time to flatten both trees and space to store the flattened versions; if the trees are large,
that can be a lot of time and space, and if the fringes differ, much of that time and space is wasted.

Hewitt used a generator to flatten the trees one element at a time, storing only the current elements of the trees and
the machines needed to continue flattening them, so same-fringe? could stop early if the trees differ. Dorai
Sitaram presents both the generator solution and a co-routine solution, which both involve tricky calls to call-
with-current-continuation and careful coding to keep them synchronized.

An alternate solution flattens the two trees to streams instead of lists, which accomplishes the same savings of time
and space, and involves code that looks little different than the list solution presented above:

(define-stream (flatten tree)
(cond ((null? tree) stream-null)
((pair? (car tree))
(stream-append
(flatten (car tree))
(flatten (cdr tree))))
(else (stream-cons
(car tree)
(flatten (cdr tree))))))

(define (same-fringe? eql? treel tree2)
(let loop ((tl (flatten treel))
(t2 (flatten tree2)))
(cond ((and (stream-null? t1l)
(stream-null? t2)) #t)
((or (stream-null? t1)
(stream-null? t2)) #f£)
((not (eql? (stream-car tl)
(stream-car t2))) #f£f)
(else (loop (stream-cdr tl)
(stream-cdr t2))))))

Note that streams, a data structure, replace generators or co-routines, which are control structures, providing a fine
example of how lazy streams enhance modularity.

A pipeline of procedures

Another way in which streams promote modularity is enabling the use of many small procedures that are easily
composed into larger programs, in the style of unix pipelines, where streams are important because they allow a
large dataset to be processed one item at a time. Bird and Wadler provide the example of a text formatter. Their
example uses right-folds:

(define (stream-fold-right f base strm)
(if (stream-null? strm)
base
(f (stream-car strm)
(stream-fold-right f base
(stream-cdr strm)))))

(define (stream-fold-right-one f strm)
(stream-match strm
((x) x)
((x . x8)
(f x (stream-fold-right-one f xs)))))

Bird and Wadler define text as a stream of characters, and develop a standard package for operating on text, which
they derive mathematically (this assumes the line-separator character is a single #\newline):

(define (breakon a)
(stream-lambda (x xss)
(if (equal? a x)
(stream-append (stream (stream)) xss)
(stream-append
(stream (stream-append



(stream x) (stream-car Xss)))
(stream-cdr xss)))))

(define-stream (lines strm)
(stream-fold-right
(breakon #\newline)
(stream (stream))
strm))

(define-stream (words strm)
(stream-filter stream-pair?
(stream-fold-right
(breakon #\space)
(stream (stream))
strm)))

(define-stream (paras strm)
(stream-filter stream-pair?
(stream-fold-right
(breakon stream-null)
(stream (stream))
strm)))

(define (insert a)
(stream-lambda (xs ys)
(stream-append xs (stream a) ys)))

(define unlines
(lsec stream-fold-right-one
(insert #\newline)))

(define unwords
(lsec stream-fold-right-one
(insert #\space)))

(define unparas
(lsec stream-fold-right-one
(insert stream-null)))

These versatile procedures can be composed to count words, lines and paragraphs; the normalize procedure
squeezes out multiple spaces and blank lines:

(define countlines
(compose stream-length lines))

(define countwords
(compose stream-length
stream-concat
(lsec stream-map words)
lines))

(define countparas
(compose stream-length paras lines))

(define parse
(compose (lsec stream-map
(lsec stream-map words))
paras
lines))

(define unparse
(compose unlines
unparas
(lsec stream-map
(lsec stream-map unwords))))

(define normalize (compose unparse parse))
More useful than normalization is text-filling, which packs as many words onto each line as will fit.

(define (greedy m ws)
(- (stream-length



(stream-take-while (rsec <= m)
(stream-scan
(lambda (n word)
(+ n (stream-length word) 1))

ws))) 1))

(define-stream (fill m ws)
(if (stream-null? ws)
stream-null
(let* ((n (greedy m ws))
(fstline (stream-take n ws))
(rstwrds (stream-drop n ws)))
(stream-append
(stream fstline)
(fill m rstwrds)))))

(define linewords
(compose stream-concat
(lsec stream-map words)))

(define textparas
(compose (lsec stream-map linewords)
paras
lines))

(define (filltext m strm)
(unparse (stream-map (lsec fill m) (textparas strm))))

To display filename in lines of n characters, say:

(stream-for-each display
(filltext n (file->stream filename)))

Though each operator performs only a single task, they can be composed powerfully and expressively. The
alternative is to build a single monolithic procedure for each task, which would be harder and involve repetitive
code. Streams ensure procedures are called as needed.

Persistent data

Queues are one of the fundamental data structures of computer science. I n functional languages, queues are

commonly implemented using two lists, with the front half of the queue in one list, where the head of the queue can
be accessed easily, and the rear half of the queue in reverse order in another list, where new items can easily be

added to the end of a queue. The standard form of such a queue holds that the front list can only be null if the rear
list is also null:

(define queue-null (cons '() '())

(define (queue-null? obj)
(and (pair? obj) (null? (car obj))))

(define (queue-check f r)
(if (null? f)
(cons (reverse r) '())
(cons f r)))

(define (queue-snoc g x)
(queue-check (car g) (cons x (cdr q))))

(define (queue-head q)

(if (null? (car q))
(error "empty queue: head")

(car (car q))))

(define (queue-tail q)
(if (null? (car q))
(error "empty-head: tail")
(queue-check (cdr (car qgq)) (cdr q))))



This queue operates in amortized constant time per operation, with two conses per element, one when it is added to
the rear list, and another when the rear list is reversed to become the front list. Queue-snoc and queue-head
operate in constant time; queue-tail operates in worst-case linear time when the front list is empty.

Chris Okasaki points out that, if the queue is used persistently, its time-complexity rises from linear to quadratic
since each persistent copy of the queue requires its own linear-time access. The problem can be fixed by
implementing the front and rear parts of the queue as streams, rather than lists, and rotating one element from rear
to front whenever the rear list is larger than the front list:

(define queue-null
(cons stream-null stream-null))

(define (queue-null? x)
(and (pair? x) (stream-null (car x))))

(define (queue-check f r)
(if (< (stream-length r) (stream-length f))
(cons f r)
(cons (stream-append f (stream-reverse r))
stream-null)))

(define (queue-snoc g X)
(queue-check (car gq) (stream-cons x (cdr q))))

(define (queue-head q)
(if (stream-null? (car q))
(error "empty queue: head")
(stream-car (car q))))

(define (queue-tail q)
(if (stream-null? (car q))
(error "empty queue: tail")
(queue-check (stream-cdr (car q))

(cdr q))))

Memoization solves the persistence problem; once a queue element has moved from rear to front, it need never be
moved again in subsequent traversals of the queue. Thus, the linear time-complexity to access all elements in the
queue, persistently, is restored.

Reducing two passes to one

The final example is a lazy dictionary, where definitions and uses may occur in any order; in particular, uses may
precede their corresponding definitions. This is a common problem. Many programming languages allow
procedures to be used before they are defined. Macro processors must collect definitions and emit uses of text in
order. An assembler needs to know the address that a linker will subsequently give to variables. The usual method
is to make two passes over the data, collecting the definitions on the first pass and emitting the uses on the second
pass. But Chris Reade shows how streams allow the dictionary to be built lazily, so that only a single pass is
needed. Consider a stream of requests:

(define requests
(stream

‘(get 3)
"(put 1 "a
"(put 3 "c
‘(get 1)
'‘(get 2)
"(put 2 "b")
"(put 4 "d")))

use follows definition
use precedes definition

~e ~eo

)
")

use precedes definition
unused definition

We want a procedure that will display cab, which is the result of (get 3), (get 1), and (get 2), in order.
We first separate the request stream into gets and puts:
(define (get? obj) (eqg? (car obj) 'get))

(define-stream (gets strm)
(stream-map cadr (stream-filter get? strm)))

(define-stream (puts strm)
(stream-map cdr (stream-remove get? strm)))



Now, run-dict inserts each element of the puts stream into a lazy dictionary, represented as a stream of
key/value pairs (an association stream), then looks up each element of the gets stream with stream-assoc

(define-stream (run-dict requests)
(let ((dict (build-dict (puts requests))))
(stream-map (rsec stream-assoc dict)
(gets requests))))

(define (stream-assoc key dict)
(cond ((stream-null? dict) #f)
((equal? key (car (stream-car dict)))
(stream-car dict))
(else (stream-assoc key
(stream-cdr dict)))))

Dict is created in the let, but nothing is initially added to it. Each time stream-assoc performs a lookup,
enough of dict is built to satisfy the lookup, but no more. We are assuming that each item is defined once and
only once. All that is left is to define the procedure that inserts new items into the dictionary, lazily:

(define-stream (build-dict puts)
(if (stream-null? puts)
stream-null
(stream-cons
(stream-car puts)
(build-dict (stream-cdr puts)))))

Now we can run the requests and print the result:

(stream-for-each display
(stream-map cadr (run-dict requests)))

The (put 4 "d") definition is never added to the dictionary because it is never needed.
Pitfalls

Programming with streams, or any lazy evaluator, can be tricky, even for programmers experienced in the genre.
Programming with streams is even worse in Scheme than in a purely functional language, because, though the
streams are lazy, the surrounding Scheme expressions in which they are embedded are eager. The impedance
between lazy and eager can occasionally lead to astonishing results. Thirty-two years ago, William Burge warned:

Some care must be taken when a stream is produced to make sure that its elements are not really a list in disguise,
in other words, to make sure that the stream elements are not materialized too soon.

For example, a simple version of stream-map that returns a stream built by applying a unary procedure to the
elements of an input stream could be defined like this:

(define-stream (stream-map proc strm) ;wrong!
(let loop ((strm strm))
(if (stream-null? strm)
stream-null
(stream-cons
(proc (stream-car strm))
(loop (stream-cdr strm))))))

That looks right. It properly wraps the procedure in stream-lambda, and the two legs of the if both return
streams, so it type-checks. But it fails because the named 1et binds 1oop to a procedure using normal lambda
rather than stream-lambda, so even though the first element of the result stream is lazy, subsequent elements
are eager. Stream-map can be written using stream-1let:

(define-stream (stream-map proc strm)
(stream-let loop ((strm strm))
(if (stream-null? strm)
stream-null
(stream-cons
(proc (stream-car strm))
(loop (stream-cdr strm))))))

Here, stream-1let assures that each element of the result stream is properly delayed, because each is subject to



the stream-lambda that is implicit in stream-1let, so the result is truly a stream, not a “list in disguise.”
Another version of this procedure was given previously at the description of define-stream.

Another common problem occurs when a stream-valued procedure requires the next stream element in its
definition. Consider this definition of stream-unique:

(define-stream (stream-unique eqgl? strm) ;wrong!
(stream-match strm
(() strm)
((_) strm)
((@ab . _)
(if (eql? a b)
(stream-unique eql?
(stream-cdr strm))
(stream-cons a
(stream-unique eql?
(stream-cdr strm)))))))

The (a b . _) pattern requires the value of the next stream element after the one being considered. Thus, to
compute the n'™ element of the stream, one must know the n+15¢ element, and to compute the n+1% element, one

must know the n+2" element, and to compute.... The correct version, given above in the description of stream-
drop-while, only needs the current stream element.

A similar problem occurs when the stream expression uses the previous element to compute the current element:

(define (nat n)
(stream-ref
(stream-let loop ((s (stream 0)))
(stream-cons (stream-car s)
(loop (stream (addl (stream-car s))))))

n))

This program traverses the stream of natural numbers, building the stream as it goes. The definition is correct;
(nat 15) evaluates to 15. But it needlessly uses unbounded space because each stream element holds the value
of the prior stream element in the binding to s.

When traversing a stream, it is easy to write the expression in such a way that evaluation requires unbounded
space, even when that is not strictly necessary. During the discussion of SRFI-40, Joe Marshall created this
infamous procedure:

(define (times3 n)
(stream-ref
(stream-filter
(lambda (x)
(zero? (modulo x n)))
(stream-from 0))

3))

(times3 5) evaluates to 15 and (times3 #ele9) evaluates to three billion, though it takes a while. In
either case, times3 should operate in bounded space, since each iteration mutates the promise that holds the next
value. But it is easy to write times3 so that it does not operate in bounded space, as the follies of SRFI-40
showed. The common problem is that some element of the stream (often the first element) is bound outside the
expression that is computing the stream, so it holds the head of the stream, which holds the second element, and so
on. In addition to testing the programmer, this procedure tests the stream primitives (it caught several errors during
development) and also tests the underlying Scheme system (it found a bug in one implementation).

Laziness is no defense against an infinite loop; for instance, the expression below never returns, because the odd?
predicate never finds an odd stream element.

(stream-null?
(stream-filter odd?
(stream-from 0 2)))

Ultimately, streams are defined as promises, which are implemented as thunks (lambda with no arguments). Since
a stream is a procedure, comparisons such as eq?, eqv? and equal? are not meaningful when applied to
streams. For instance, the expression (define s ((stream-lambda () stream-null))) defines s as
the null stream, and (stream-null? s) is #t, but (eq? s stream-null) is #f. To determine if two



streams are equal, it is necessary to evaluate the elements in their common prefixes, reporting #£ if two elements
ever differ and #t if both streams are exhausted at the same time.

(define (stream-equal? eql? xs ys)
(cond ((and (stream-null? xs)
(stream-null? ys)) #t)
((or (stream-null? xs)
(stream-null? ys)) #f)
((not (eql? (stream-car xs)
(stream-car ys))) #f)
(else (stream-equal? eql?
(stream-cdr xs)
(stream-cdr ys)))))

It is generally not a good idea to mix lazy streams with eager side-effects, because the order in which stream
elements are evaluated determines the order in which the side-effects occur. For a simple example, consider this
side-effecting version of strm123:

(define strml23-with-side-effects
(stream-cons (begin (display "one") 1)
(stream-cons (begin (display "two") 2)
(stream-cons (begin (display "three") 3)
stream-null))))

The stream has elements 1 2 3. But depending on the order in which stream elements are accessed, "one",
"two" and "three" could be printed in any order.

Since the performance of streams can be very poor, normal (eager) lists should be preferred to streams unless there
is some compelling reason to the contrary. For instance, computing pythagorean triples with streams

(stream-ref
(stream-of (list a b c)
(n in (stream-from 1))
(a in (stream-range 1 n))
(b in (stream-range a n))
(c is (- n a b))
(= (+ (*aa) (* bb)) (* cc)))
50)

is about two orders of magnitude slower than the equivalent expression using loops.

(do ((n 1 (+n 1))) ((> n 228))
(do ((a 1 (+ al))) ((> an))
(do ((ba (+ b 1))) ((> bn))
(let ((¢ (- n ab)))

(* cc))

(if (= (+ (* a a) (* b b)
c)))))))

(display (list a b

~ ~—

Implementation

Bird and Wadler describe streams as either null or a pair with a stream in the tail:
a list :: null | a * a list

That works in a purely functional language such as Miranda or Haskell because the entire language is lazy. In an
eager language like ML or Scheme, of course, it’s just a normal, eager list.

Using ML, Wadler, Taha and MacQueen give the type of even streams as:

datatype 'a stream

= Nil

| Cons of 'a * 'a stream
withtype 'a stream

= 'a stream_ susp;

Their susp type is similar to Scheme’s promise type. Since Scheme conflates the notions of record and type
(the only way to create a new type disjoint from all other types is to create a record), it is necessary to distribute
the suspension through the two constructors of the stream data type:



a stream
:: (promise stream-null)
(promise (O stream-pair))

o stream-pair
t: A X (A stream)

That type captures the systematic suspension of recursive promises that is the essence of “streamness.” But it
doesn’t quite work, because Scheme is eager rather than lazy, and both the car and the cdr of the stream are
evaluated too early. So the final type of streams delays both the car and the cdr of the stream-pair:

a stream
:: (promise stream-null)
(promise (O stream-pair))

0 stream-pair
:: (promise () x (promise (Q stream))

The two outer promises, in the stream type, provide streams without memoization. The two inner promises, in
the stream-pair type, add the memoization that is characteristic of streams in modern functional languages.

Lists provide seven primitive operations: the two constructors ' () and cons, the type predicates 1ist?, null?
and pair?, and the accessors car and cdr for pairs. All other list operations can be derived from those
primitives.

It would seem that the same set of primitives could apply to streams, but in fact one additional primitive is
required. André van Tonder describes the reason in his discussion of the promise data type. The promises of R6RS
are inadequate to support iterative algorithms because each time a promise is called iteratively it binds the old
promise in the closure that defines the new promise (so the old promise can be forced later, if requested). However,
in the case of iteration, the old promise becomes unreachable, so instead of creating a new promise that binds the
old promise within, it is better to mutate the promise; that way, no space is wasted by the old promise.

Van Tonder describes this new promise type, and provides a recipe for its use: all constructors are wrapped with
delay, all accessors are wrapped with force, and all function bodies are wrapped with 1azy. Given the seven
primitives above, the first two parts of van Tonder’s recipe are simple: the two constructors stream-null and
stream-pair hide delay, and the two accessors stream-car and stream-cdr hide force (stream-
null? and stream-pair? also hide force, so they can distinguish the two constructors of the stream type).

Although the new promise type prevents a space leak, it creates a new problem: there is no place to hide the lazy
that is the third part of van Tonder’s recipe. SRFI-40 solved this problem by exposing it (actually, it exposed
delay, which was incorrect). But that violates good software engineering by preventing the stream data type from
being fully abstract. The solution of SRFI-41 isto create a new primitive, stream-lambda, that returns a
function that hides lazy.

Besides hiding 1azy and making the types work out correctly, stream-1lambda is obvious and easy-to-use for
competent Scheme programmers, especially when augmented with the syntactic sugar of define-stream and
named stream-1let. The alternative of exposing stream-lazy would be less clear and harder to use.

One of the hardest tasks when writing any program library is to decide what to include and, more importantly,
what to exclude. One important guideline is minimalism, since once an operator enters a library it must remain
forever: Il semble que la perfection soit atteinte non quand il n’y a plus rien a ajouter, mais quand il n’y a plus
rien a retrancher.

Since streams are substantially slower than lists (the stream primitives require numerous type conversions, and list
operations in most Scheme implementations are heavily optimized), most programmers will use streams only
when the sequence of elements is truly infinite (such as mathematical series) or when there is some clear advantage
of laziness (such as reducing the number of passes though a large data set). Thus, the library is biased toward
functions that work with infinite streams left-to-right. In particular, there is no right-fold; if you need to materialize
an entire stream, it’s best to use a list.

Implementation of (streams primitive)

(library (streams primitive)

(export stream-null stream-cons stream? stream-null? stream-pair?
stream-car stream-cdr stream-lambda)



(import (rnrs) (rnrs mutable-pairs))

(define-record-type (stream-type make-stream stream?)
(fields (mutable box stream-promise stream-promise!)))

(define-syntax stream-lazy
(syntax-rules ()
((stream-lazy expr)
(make-stream
(cons 'lazy (lambda () expr))))))

(define (stream-eager expr)
(make-stream
(cons 'eager expr)))

(define-syntax stream-delay
(syntax-rules ()
((stream-delay expr)
(stream-lazy (stream-eager expr)))))

(define (stream-force promise)
(let ((content (stream-promise promise)))
(case (car content)
((eager) (cdr content))
((lazy) (let* ((promise* ((cdr content)))
(content (stream-promise promise)))
(if (not (eqgv? (car content) 'eager))
(begin (set-car! content (car (stream-promise
promise*)))
(set-cdr! content (cdr (stream-promise
promise*)))
(stream-promise! promise* content)))
(stream-force promise))))))

(define stream-null (stream-delay (cons 'stream 'null)))

(define-record-type (stream-pare-type make-stream-pare stream-pare?)
(fields (immutable kar stream-kar) (immutable kdr stream-kdr)))

(define (stream-pair? obj)
(and (stream? obj) (stream-pare? (stream-force obj))))

(define (stream-null? obj)
(and (stream? obj)
(eqv? (stream-force obj)
(stream-force stream-null))))

(define-syntax stream-cons
(syntax-rules ()
((stream-cons obj strm)
(stream-eager (make-stream-pare (stream-delay obj) (stream-lazy
strm))))))

(define (stream-car strm)
(cond ((not (stream? strm)) (error 'stream-car "non-stream"))
((stream-null? strm) (error 'stream-car "null stream"))
(else (stream-force (stream-kar (stream-force strm))))))

(define (stream-cdr strm)
(cond ((not (stream? strm)) (error 'stream-cdr "non-stream"))
((stream-null? strm) (error 'stream-cdr "null stream"))
(else (stream-kdr (stream-force strm)))))

(define-syntax stream-lambda
(syntax-rules ()

((stream-lambda formals body0 bodyl ...)
(lambda formals (stream-lazy (let () body0 bodyl ...)))))))

Implementation of (streams derived)

(library (streams derived)



(export stream-null stream-cons stream? stream-null? stream-pair? stream-

car

stream-cdr stream-lambda define-stream list->stream port->stream
stream

stream->1list stream-append stream-concat stream-constant stream-
drop

stream-drop-while stream-filter stream-fold stream-for-each
stream-from

stream-iterate stream-length stream-let stream-map stream-match _

stream-of stream-range stream-ref stream-reverse stream-scan
stream-take

stream-take-while stream-unfold stream-unfolds stream-zip)

(import (rnrs) (streams primitive))

(define-syntax define-stream
(syntax-rules ()
((define-stream (name . formal) body0 bodyl ...)
(define name (stream-lambda formal body0 bodyl ...)))))

(define (list->stream objs)
(define list->stream
(stream-lambda (objs)
(if (null? objs)
stream-null
(stream-cons (car objs) (list->stream (cdr objs))))))
(if (not (list? objs))
(error 'list->stream "non-list argument")
(list->stream obijs)))

(define (port->stream . port)
(define port->stream
(stream-lambda (p)
(let ((c (read-char p)))
(if (eof-object? c)
stream-null
(stream-cons c¢ (port->stream p))))))
(let ((p (if (null? port) (current-input-port) (car port))))
(if (not (input-port? p))
(error 'port->stream "non-input-port argument")
(port->stream p))))

(define-syntax stream
(syntax-rules ()
((stream) stream-null)
((stream x y ...) (stream-cons x (stream y ...)))))

(define (stream->list . args)
(let ((n (if (= 1 (length args)) #f (car args)))
(strm (if (= 1 (length args)) (car args) (cadr args))))
(cond ((not (stream? strm)) (error 'stream->list "non-stream
argument"))
((and n (not (integer? n))) (error 'stream->list "non-integer
count"))
((and n (negative? n)) (error 'stream->list "negative count"))
(else (let loop ((n (if n n -1)) (strm strm))
(if (or (zero? n) (stream-null? strm))
()
(cons (stream-car strm) (loop (- n 1) (stream-cdr

strm)))))))))

(define (stream-append . strms)
(define stream-append
(stream-lambda (strms)
(cond ((null? (cdr strms)) (car strms))
((stream-null? (car strms)) (stream-append (cdr strms)))
(else (stream-cons (stream-car (car strms))
(stream-append (cons (stream-cdr (car
strms)) (cdr strms))))))))
(cond ((null? strms) stream-null)
((exists (lambda (x) (not (stream? x))) strms)
(error 'stream-append "non-stream argument"))



(else (stream-append strms))))

(define (stream-concat strms)
(define stream-concat
(stream-lambda (strms)
(cond ((stream-null? strms) stream-null)
((not (stream? (stream-car strms)))
(error 'stream-concat "non-stream object in input stream"))
((stream-null? (stream-car strms))
(stream-concat (stream-cdr strms)))
(else (stream-cons
(stream-car (stream-car strms))
(stream-concat

(stream-cons (stream-cdr (stream-car strms))
(stream-cdr strms))))))))

(if (not (stream? strms))
(error 'stream-concat "non-stream argument")
(stream-concat strms)))

(define stream-constant
(stream-lambda objs
(cond ((null? objs) stream-null)

((null? (cdr objs)) (stream-cons (car objs) (stream-constant
(car obijs))))

(else (stream-cons (car objs)

(apply stream-constant (append (cdr objs)
(list (car objs)))))))))

(define (stream-drop n strm)
(define stream-drop
(stream-lambda (n strm)
(if (or (zero? n) (stream-null? strm))
strm
(stream-drop (- n 1) (stream-cdr strm)))))
(cond ((not (integer? n)) (error 'stream-drop "non-integer argument"))
((negative? n) (error 'stream-drop "negative argument"))
((not (stream? strm)) (error 'stream-drop "non-stream argument"))
(else (stream-drop n strm))))

(define (stream-drop-while pred? strm)
(define stream-drop-while
(stream-lambda (strm)
(if (and (stream-pair? strm) (pred? (stream-car strm)))
(stream-drop-while (stream-cdr strm))
strm)))
(cond ((not (procedure? pred?)) (error 'stream-drop-while "non-
procedural argument"))
((not (stream? strm)) (error 'stream-drop-while "non-stream
argument"))
(else (stream-drop-while strm))))

(define (stream-filter pred? strm)
(define stream-filter
(stream-lambda (strm)
(cond ((stream-null? strm) stream-null)
((pred? (stream-car strm))

(stream-cons (stream-car strm) (stream-filter (stream-cdr
strm))))

(else (stream-filter (stream-cdr strm))))))
(cond ((not (procedure? pred?)) (error 'stream-filter "non-procedural
argument"))
((not (stream? strm)) (error 'stream-filter "non-stream
argument"))

(else (stream-filter strm))))

(define (stream-fold proc base strm)
(cond ((not (procedure? proc)) (error 'stream-fold "non-procedural
argument"))
((not (stream? strm)) (error 'stream-fold "non-stream argument"))
(else (let loop ((base base) (strm strm))
(if (stream-null? strm)
base



(loop (proc base (stream-car strm)) (stream-cdr

strm)))))))

(define (stream-for-each proc . strms)
(define (stream-for-each strms)
(if (not (exists stream-null? strms))
(begin (apply proc (map stream-car strms))
(stream-for-each (map stream-cdr strms)))))
(cond ((not (procedure? proc)) (error 'stream-for-each "non-procedural
argument"))
((null? strms) (error 'stream-for-each "no stream arguments"))
((exists (lambda (x) (not (stream? x))) strms)
(error 'stream-for-each "non-stream argument"))
(else (stream-for-each strms))))

(define (stream-from first . step)
(define stream-from
(stream-lambda (first delta)
(stream-cons first (stream-from (+ first delta) delta))))
(let ((delta (if (null? step) 1 (car step))))
(cond ((not (number? first)) (error 'stream-from "non-numeric starting
number"))
((not (number? delta)) (error 'stream-from "non-numeric step
size"))
(else (stream-from first delta)))))

(define (stream-iterate proc base)
(define stream-iterate
(stream-lambda (base)
(stream-cons base (stream-iterate (proc base)))))
(if (not (procedure? proc))
(error 'stream-iterate "non-procedural argument")
(stream-iterate base)))

(define (stream-length strm)
(if (not (stream? strm))
(error 'stream-length "non-stream argument")
(let loop ((len 0) (strm strm))
(if (stream-null? strm)
len
(loop (+ len 1) (stream-cdr strm))))))

(define-syntax stream-let
(syntax-rules ()
((stream-let tag ((name val) ...) bodyl body2 ...)
((letrec ((tag (stream-lambda (name ...) bodyl body2 ...))) tag) val

ce+))))

(define (stream-map proc . strms)
(define stream-map
(stream-lambda (strms)
(if (exists stream-null? strms)
stream-null
(stream-cons (apply proc (map stream-car strms))
(stream-map (map stream-cdr strms))))))
(cond ((not (procedure? proc)) (error 'stream-map "non-procedural
argument"))
((null? strms) (error 'stream-map "no stream arguments"))
((exists (lambda (x) (not (stream? x))) strms)
(error 'stream-map "non-stream argument"))
(else (stream-map strms))))

(define-syntax stream-match
(syntax-rules ()
((stream-match strm-expr clause ...)
(let ((strm strm-expr))
(cond
((not (stream? strm)) (error 'stream-match "non-stream
argument"))
((stream-match-test strm clause) => car) ...
(else (error 'stream-match "pattern failure")))))))



(define-syntax stream-match-test
(syntax-rules ()
((stream-match-test strm (pattern fender expr))
(stream-match-pattern strm pattern () (and fender (list expr))))
((stream-match-test strm (pattern expr))
(stream-match-pattern strm pattern () (list expr)))))

(define-syntax stream-match-pattern
(lambda (x)
(define (wildcard? x)
(and (identifier? x)
(free-identifier=? x (syntax ))))
(syntax-case x ()
((stream-match-pattern strm () (binding ...) body)
(syntax (and (stream-null? strm) (let (binding ...) body))))
((stream-match-pattern strm (w? . rest) (binding ...) body)
(wildcard? #'w?)
(syntax (and (stream-pair? strm)
(let ((strm (stream-cdr strm)))
(stream-match-pattern strm rest (binding ...)
body)))))
((stream-match-pattern strm (var . rest) (binding ...) body)
(syntax (and (stream-pair? strm)
(let ((temp (stream-car strm)) (strm (stream-cdr
strm)))

...) body)))))
((stream-match-pattern strm w? (binding ...) body)

(wildcard? #'w?)

(syntax (let (binding ...) body)))
((stream-match-pattern strm var (binding ...) body)

(syntax (let ((var strm) binding ...) body))))))

(stream-match-pattern strm rest ((var temp) binding

(define-syntax stream-of
(syntax-rules ()
((_ expr rest ...)
(stream-of-aux expr stream-null rest ...))))

(define-syntax stream-of-aux
(syntax-rules (in is)
((stream-of-aux expr base)
(stream-cons expr base))
((stream-of-aux expr base (var in stream) rest ...)
(stream-let loop ((strm stream))
(if (stream-null? strm)
base
(let ((var (stream-car strm)))
(stream-of-aux expr (loop (stream-cdr strm)) rest ...)))))
((stream-of-aux expr base (var is exp) rest ...)
(let ((var exp)) (stream-of-aux expr base rest ...)))
((stream-of-aux expr base pred? rest ...)
(if pred? (stream-of-aux expr base rest ...) base))))

(define (stream-range first past . step)
(define stream-range
(stream-lambda (first past delta 1t?)
(if (1lt? first past)
(stream-cons first (stream-range (+ first delta) past delta
1t?))
stream-null)))
(cond ((not (number? first)) (error 'stream-range "non-numeric starting
number"))
((not (number? past)) (error 'stream-range "non-numeric ending
number"))
(else (let ((delta (cond ((pair? step) (car step)) ((< first past)
1) (else -1))))
(if (not (number? delta))
(error 'stream-range "non-numeric step size")
(let ((lt? (if (< 0 delta) < >)))
(stream-range first past delta 1t?)))))))

(define (stream-ref strm n)



(cond ((not (stream? strm)) (error 'stream-ref "non-stream argument"))
((not (integer? n)) (error 'stream-ref "non-integer argument"))
((negative? n) (error 'stream-ref "negative argument"))

(else (let loop ((strm strm) (n n))
(cond ((stream-null? strm) (error 'stream-ref "beyond end
of stream"))
((zero? n) (stream-car strm))
(else (loop (stream-cdr strm) (- n 1))))))))

(define (stream-reverse strm)
(define stream-reverse
(stream-lambda (strm rev)
(if (stream-null? strm)
rev
(stream-reverse (stream-cdr strm) (stream-cons (stream-car strm)
rev)))))
(if (not (stream? strm))
(error 'stream-reverse "non-stream argument")
(stream-reverse strm stream-null)))

(define (stream-scan proc base strm)
(define stream-scan
(stream-lambda (base strm)
(if (stream-null? strm)
(stream base)
(stream-cons base (stream-scan (proc base (stream-car strm))
(stream-cdr strm))))))
(cond ((not (procedure? proc)) (error 'stream-scan "non-procedural
argument"))
((not (stream? strm)) (error 'stream-scan "non-stream argument"))
(else (stream-scan base strm))))

(define (stream-take n strm)
(define stream-take
(stream-lambda (n strm)
(if (or (stream-null? strm) (zero? n))
stream-null
(stream-cons (stream-car strm) (stream-take (- n 1) (stream-cdr
strm))))))

(cond ((not (stream? strm)) (error 'stream-take "non-stream argument"))
((not (integer? n)) (error 'stream-take "non-integer argument"))
((negative? n) (error 'stream-take "negative argument"))

(else (stream-take n strm))))

(define (stream-take-while pred? strm)
(define stream-take-while
(stream-lambda (strm)
(cond ((stream-null? strm) stream-null)
((pred? (stream-car strm))
(stream-cons (stream-car strm) (stream-take-while (stream-
cdr strm))))
(else stream-null))))
(cond ((not (stream? strm)) (error 'stream-take-while "non-stream
argument"))
((not (procedure? pred?)) (error 'stream-take-while "non-
procedural argument"))
(else (stream-take-while strm))))

(define (stream-unfold mapper pred? generator base)
(define stream-unfold
(stream-lambda (base)
(if (pred? base)
(stream-cons (mapper base) (stream-unfold (generator base)))
stream-null)))
(cond ((not (procedure? mapper)) (error 'stream-unfold "non-procedural
mapper") )
((not (procedure? pred?)) (error 'stream-unfold "non-procedural
pred?"))
((not (procedure? generator)) (error 'stream-unfold "non-
procedural generator"))
(else (stream-unfold base))))



(define (stream-unfolds gen seed)
(define (len-values gen seed)
(call-with-values
(lambda () (gen seed))
(lambda vs (- (length vs) 1))))
(define unfold-result-stream
(stream-lambda (gen seed)
(call-with-values
(lambda () (gen seed))
(lambda (next . results)
(stream-cons results (unfold-result-stream gen next))))))
(define result-stream->output-stream
(stream-lambda (result-stream i)
(let ((result (list-ref (stream-car result-stream) (- i 1))))
(cond ((pair? result)
(stream-cons
(car result)
(result-stream->output-stream (stream-cdr result-stream)
i)))
((not result)
(result-stream->output-stream (stream-cdr result-stream)
i))
((null? result) stream-null)
(else (error 'stream-unfolds "can't happen"))))))
(define (result-stream->output-streams result-stream)
(let loop ((i (len-values gen seed)) (outputs '()))
(if (zero? i)
(apply values outputs)
(loop (- i 1) (cons (result-stream->output-stream result-stream
i) outputs)))))
(if (not (procedure? gen))
(error 'stream-unfolds "non-procedural argument")
(result-stream->output-streams (unfold-result-stream gen seed))))

(define (stream-zip . strms)
(define stream-zip
(stream-lambda (strms)
(if (exists stream-null? strms)
stream-null
(stream-cons (map stream-car strms) (stream-zip (map stream-cdr
strms))))))
(cond ((null? strms) (error 'stream-zip "no stream arguments"))
((exists (lambda (x) (not (stream? x))) strms)
(error 'stream-zip "non-stream argument"))
(else (stream-zip strms)))))

Implementation of (streams)

(library (streams)

(export stream-null stream-cons stream? stream-null? stream-pair? stream-

car

stream-cdr stream-lambda define-stream list->stream port->stream
stream

stream->list stream-append stream-concat stream-constant stream-
drop

stream-drop-while stream-filter stream-fold stream-for-each
stream-from

stream-iterate stream-length stream-let stream-map stream-match _

stream-of stream-range stream-ref stream-reverse stream-scan
stream-take

stream-take-while stream-unfold stream-unfolds stream-zip)

(import (streams primitive) (streams derived)))
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Abstract

This SRFI defines a modular and portable mechanism for eager comprehensions extending the
algorithmic language Scheme [R5RS]. An eager comprehension is a convenient notation for one or
more nested or parallel loops generating a sequence of values, and accumulating this sequence into a
result. In its most simple form, a comprehension according to this SRFI looks like this:

(list-ec (2 i 5) (* i 1)) => (0 1 4 9 16).

Here, i is a local variable that is sequentially bound to the values 0, 1, ..., 4, and the squares of these
numbers are collected in a list. The following example illustrates most conventions of this SRFI with
respect to nesting and syntax:

(list-ec (z n 1 4) (: i n) (list n i)) => ((1 0) (2 0) (2 1) (3 0) (3
1) (3 2)).

In the example, the variable n is first bound to 1 then to 2 and finally to 3, and for each binding of n the
variable i is bound to the values 0, 1, ..., n-1 in turn. The expression (1ist n i) constructs a two-
element list for each bindings, and the comprehension 1ist-ec collects all these results in a list.

The mechanism defined in this SRFI has the following properties:

e The set of comprehensions defined for this SRFI is inspired by those procedures and macros of
R5RS, 6.] leading to natural comprehensions such as 1ist-ec, append-ec, sum-ec, min-ec,

every?-ec, do-ec, and others. Some other natural comprehensions (e.g. gcd-ec) have not
been included into this SRFI due to their low significance for most applications. On the other hand,
a few comprehensions (fold-ec, fold3-ec) not inspired by [R5RS] have been included due to
their broad applicability.

e There are typed generators (: 1ist, :string, ...) expecting certain types of objects for their
arguments. These generators usually produce code as efficient as hand coded do-loops.

e There is also the special generator : (read 'run through') dispatching on the value of its argument
list at runtime. In the examples above, one or two integers were used to define a range. The
convenience of omitting the type comes at a certain performance penalty, both per iteration and
during startup of the loop.

e Generators can be nested depth-first (as in the example above), run in parallel (with an optional
index variable or more generally with :parallel), and can be stopped early before (:while) or
after (:until) producing the current value.

e The sequence of values can be filtered (i£f, not, and, or), intermediate commands can be
evaluated between generators (begin), and intermediate variables can be introduced (: 1et).

e The mechanism is fully modular. This means that no existing macro or procedure needs to be
modified when adding application-specific comprehensions, application-specific typed generators,

or application-specific dispatching generators.
o Syntactically, this SRFI uses the [outer .. inner| expr] convention, meaning that the most right

generator (inner) spins fastest and is followed by the result expression over which the
comprehension ranges (expr). Refer to the Section "Design Rationale". Moreover, the syntax is
strictly prefix and the naming convention my-comprehension-ec, :my-generator is used
systematically.

The remainder of this document is organized as follows. In section Rationale a brief introduction is given
what the motivation is for this SRFI. The following section Specification defines the mechanism. Section
Suggestions for Application-specific Extensions presents some ideas how extensions using this SRFI
could look like. The section Design Rationale contains some considerations that went into the design of
the mechanism as defined in the specification. The following section Related Work and
Acknowledgements briefly reviews other proposals related to Scheme and comprehensions or loops.
Finally, the section Reference Implementation gives source code for a reference implementation
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together with a collection of runnable examples and a few examples on extensions.

Rationale

The purpose of this SRFI is to provide a compact notation for many common cases of loops, in
particular those constructing values for further computation. The origin of this SRFI is my frustration that
there is no simple for the list of integers from 0 to n-1. With this SRFlitis (1list-ec (: i n) 1i).
Refer to the collection of examples for the reference implementation what it can be used for, and what it
should not be used for. To give a practically useful example, the following procedure computes the
sorted list of all prime numbers below a certain bound (you may want to run it yourself to get an idea of
its efficiency):

(define (eratosthenes n) ; primes in {2..n-1} for n >=1
(let ((p? (make-string n #\1)))
(do-ec (:range k 2 n)
(if (char=? (string-ref p? k) #\1))
(:range i (* 2 k) n k)
(string-set! p? i #\0) )
(list-ec (:range k 2 n) (if (char=? (string-ref p? k) #\1)) k) ))

Apart from make simple things simple, there is no other paradigm involved for this SRFI. In particular, it
is not the ambition to implement the powerful /lazy list comprehensions of other functional programming
languages in Scheme. If you are looking for that you may want to refer to [SRFI 40]. (The usual
definition of the stream of all primes does in fact also use Eratosthenes' sieve method. It is instructive to
compare.)

The main focus of the design of this SRFI is portability under [R5RS] and modularity for extension.
Portability is achieved by limiting the features included. Modularity for generators is achieved by a
special implementation technique using Continuation Passing Style for macros (which | learned from
Richard Kelsey's implementation of "Macros for writing loops", [MWL]) and by limiting the expressive
power of generators. Modularity for comprehensions requires no additional effort. As modularity was a
major design goal, | hope many people will find it easy to define their own comprehensions and
generators. As a starting point for doing so, | have included several suggestions for extensions.

For a detailed motivation of the design decisions, please refer to the Section "Design Rationale".
Specification

A comprehension is a hygienic, referentially transparent macro in the sense of [R5RS, 4.3.]. The macros
extend the <expression>-syntax defined in [R5RS, 7.1.3.]. The main syntactic pattern used for
defining a comprehension is <qualifier>, representing a generator or a filter. It is defined in Section

"Qualifiers".

The most important instances of <qualifier> are generators. These are defined in Section
"Generators". Generators come in three flavors, as typed generators (: 1ist, :range etc.), as the
dispatching generator = (pronounced as 'run through'), and as combined and modified generators
(:parallel, :while, :until). Most generators in this SRFI also support an optional index variable
counting the values being generated.

Finally, it is explained how to add a new application-specific comprehension, how to add a new
application-specific typed generator, and how to add a new application-specific dispatching generator.
As this concerns code unknown at the time this is being written, the explanation should not be taken as
a specification in the literal sense. It rather suggests a convention to follow in order to ensure new
comprehensions and generators blend seamlessly with the ones defined in this SRFI.

Comprehensions

(do-ec <qualifier>* <command>)
Evaluates the <command> exactly once for each binding in the sequence defined by the qualifiers.
If there are no qualifiers <command> is evaluated exactly once. The expression is evaluated for its
side-effects only. The result of the comprehension is unspecified.

(list-ec <qualifier>* <expression>)
The list of values obtained by evaluating <expression> once for each binding in the sequence
defined by the qualifiers. If there are no qualifiers the result is the list with the value of
<expression>.

(append-ec <qualifier>* <expression>)
The list obtained by appending all values of <expression>, which must all be lists.



Think of it as (apply append (list-ec <qualifier>* <expression>)).

(string-ec <qualifier>" <expression>)
The string of all values of <expression>.
Think of it as (1list->string (list-ec <qualifier>* <expression>)).

(string-append-ec <qualifier>* <expression>)
The string obtained by appending all values of <expression>, which must all be strings.
Think of it as (apply string-append (list-ec <qualifier>* <expression>)).

(vector-ec <qualifier>" <expression>)
The vector of all values of <expression>.
Think of it as (1list->vector (list-ec <qualifier>* <expression>)).

(vector-of-length-ec <k> <qualifier>* <expression>)
The vector of all values of <expression>, of which there must be exactly <k>. This
comprehension behaves like vector-ec but can be implemented more efficiently.

(sum-ec <qualifier>"* <expression>)
The sum of all values of <expression>.
Think of it as (apply + (list-ec <qualifier>"* <expression>)).

(product-ec <qualifier>* <expression>)
The product of all values of <expression>.
Think of it as (apply * (list-ec <qualifier>* <expression>)).

(min-ec <qualifier>* <expression>)
(max-ec <qualifier>* <expression>)

The minimum and maximum of all values of <expression>. The sequence of values must be
non-empty. Think of these as

(apply min (list-ec <qualifier>* <expression>))

(apply max (list-ec <qualifier>* <expression>)).

If you want to return a default value in case the sequence is empty you may want to consider
(fold3-ec 'infinity <qualifier>* <expression> min min).

(any?-ec <qualifier>* <test>)
Tests whether any value of <test> in the sequence of bindings specified by the qualifiers is
non-#£. If this is the case, #t is returned, otherwise #£. If there are no bindings in the sequence
specified by the qualifiers at all then the result is #£. The enumeration of values stops after the first
non-#£ encountered.

(every?-ec <qualifier>* <test>)
Tests whether all values of <test> are non-#f£. If this is the case, #t is returned, otherwise #£. If
the sequence is empty the result is #t. Enumeration stops after the first #£.

(first-ec <default> <qualifier>* <expression>)

(last-ec <default> <qualifier>* <expression>)
The first or last value of <expression> in the sequence of bindings specified by the qualifiers.
Before enumeration, the result is initialized with the value of <default>; so this will be the result if
the sequence is empty. Enumeration is terminated in £irst-ec when the first value has been
computed.

(fold-ec <x0> <qualifier>* <expression> <f2>)
(fold3-ec <x0> <qualifier>"* <expression> <fl> <f2>)

Reduces the sequence x[0], x[1], ..., x[n-1] of values obtained by evaluating <expression> once
for each binding as specified by <qualifier>*. The arguments <x0>, <f2>, and <f1>, all
syntactically equivalent to <expression>, specify the reduction process.

The reduction process for fold-ec is defined as follows. A reduction variable x is initialized to the
value of <x0>, and for each kin {0, ..., n-1}the command (set! x (<f2> x[k] x)) is
evaluated. Finally, x is returned as the value of the comprehension.

The reduction process for fold3-ec is different. If and only if n =0, i.e. the sequence is empty,
then <x0> is evaluated and returned as the value of the comprehension. Otherwise, a reduction
variable x is initialized to the value of (<£1> x[0]), and for each kin {1, ..., n-1} the command
(set! x (<£2> x[k] x)) is evaluated. Finally, x is returned as the value of the comprehension.

As the order of the arguments suggests, <x0> is evaluated outside the scope of the qualifiers,
whereas the reduction expressions involving <£1> and <£2> are inside the scope of the qualifiers



(so they may depend on any variable introduced by the qualifiers). Note that <£2> is evaluated
repeatedly, with any side-effect or overhead this might have.

The main purpose of these comprehensions is implementing other comprehensions as special
cases. They are generalizations of the procedures fold and reduce in the sense of [SRFI 1].
(Concerning naming and argument order, please refer to the discussion archive of SRFI 1, in
particular the posting [Folds].) Note that fold3-ec is defined such that <x0> is only evaluated in
case the sequence is empty. This allows raising an error for the empty sequence, as in the
example definition of min-ec below.

<application-specific comprehension>

An important aspect of this SRFI is a modular mechanism to define application-specific
comprehensions. To create a new comprehension a hygienic macro of this name is defined. The
macro transforms the new comprehension patterns into instances of do-ec, which is the most
fundamental eager comprehension, or any other comprehension already defined. For example, the
following code defines 1ist-ec and min-ec in terms of fold-ec and fold3-ec:

(define-syntax list-ec
(syntax-rules ()
((list-ec etcl etc ...)
(reverse (fold-ec '() etcl etc ... cons)) )))

(define-syntax min-ec
(syntax-rules ()
((min-ec etcl etc ...)
(fold3-ec (min) etcl etc ... min min) )))

Note that the pattern etcl etc ... matches the syntax <qualifier>* <expression>
without separate access to <qualifier>* and <expression>. In order to define a
comprehension that does need explicit access to the <expression>-part, the following method is
used. First, all qualifiers are collected into a nested-qualifier, and then the 'exactly one qualifier'-
case is implemented. For illustration, the following code defines fold3-ec in terms of do-ec:

(define-syntax fold3-ec
(syntax-rules (nested)
((fold3-ec x0 (nested gl ...) g etcl etc2 etc3 etc ...)
(fold3-ec x0 (nested gl ... ) etcl etc2 etc3d etc ...) )
((fold3-ec x0 gl g2 etcl etc2 etc3 etc ...)
(fold3-ec x0 (nested gl g2) etcl etc2 etc3 etc ...) )
((fold3-ec x0 expression fl1 f£f2)
(fold3-ec x0 (nested) expression f1 £f2) )

((fold3-ec x0 qualifier expression fl1l £f2)
(let ((result #£f) (empty #t))
(do-ec qualifier
(let ((value expression)) ; don't duplicate code
(if empty
(begin (set! result (f1 value))
(set! empty #£f) )
(set! result (f£2 value result)) )))
(if empty x0 result) ))))

Finally, observe that the newly defined fol1d3-ec comprehension inherits all types of qualifiers
supported by do-ec, including all application-specific generators; no further definitions are
necessary.

Qualifiers

This section defines the syntax <qualifier>. The nesting of qualifiers is from left (outer) to right
(inner). In other words, the rightmost generator spins fastest. The nesting also defines the scope of the
variables introduced by the generators. This implies that inner generators may depend on the variables
of outer generators. The sequence of enumeration of values is strictly depth first. These conventions are
illustrated by the first example.

The syntax <qualifier> consists of the following alternatives:

<generator> o . .
Enumerates a sequence of bindings of one or more variables. The scope of the variables starts at

the generator and extends over all subsequent qualifiers and expressions in the comprehension.
The <generator>-syntax is defined in Section "Generators".



(if <test>)
Filters the sequence of bindings by testing if <test> evaluates to non-#£. Only for those bindings
for which this is the case, the subsequent qualifiers of the comprehension are evaluated.

(not <test>)

(and <test>")

(or <test>")
Abbreviated notations for filters of the form (if (not <test>)), (if (and <test>")), and
(i1f (or <test>")). These represent frequent cases of filters.

(begin <sequence>)
Evaluate <sequence>, consisting of <command>* <expression>, once for each binding of the
variables defined by the previous qualifiers in the comprehension. Using this qualifier, side effects
can be inserted into the body of a comprehension.

(nested <qualifier>")
A syntactic construct to group qualifiers. The meaning of a qualifier according to the nested-
syntax is the same as inserting <qualifier>* into the enclosing comprehension. This construct
can be used to reduce comprehensions with several qualifiers into a form with exactly one qualifier.

Generators

This section defines the syntax <generator>. Each generator defines a sequence of bindings through
which one or more variables are run. The scope of the variables begins after the closing parenthesis of
the generator expression and extends to the end of the comprehension it is part of.

The variables defined by the generators are specified using the syntax
<vars> --> <variablel> [ (index <variable2>) ],

where <variablel> runs through the values in the sequence defined by the generator, and the
optional <variable2> is an exact integer-valued index variable counting the values (starting from 0).
The names of the variables must be distinct. The following example illustrates the index variable:

(list-ec (: x (index i) "abc") (list x i)) => ((#\a 0) (#\b 1) (#\c

2))
Unless defined otherwise, all generators make sure that the expressions provided for their syntactic
arguments are evaluated exactly once, before enumeration begins. Moreover, it may be assumed that
the generators do not copy the code provided for their arguments, because that could lead to

exponential growth in code size. Finally, it is possible to assign a value to the variables defined by a
generator, but the effect of this assignment is unspecified.

The syntax <generator> consists of the following alternatives:

(: <vars> <argl> <arg>")
First the expressions <argl> <arg>* are evaluated into a[1] a[2] ... a[n] and then a global
dispatch procedure is used to dispatch on the number and types of the arguments and run the
resulting generator.

Initially (after loading the SRFI), the following cases are recognized:

:list if for all jin {1..n}: (1ist2 a[f]).

:string if for all j in {1..n}: (string? a[i).

:vector if for all j in {1..n}: (vector? a[il).

. rande if g[il]n) {1..3}and for alliin {1..n}: (integer? &[i]) and (exact?

:real-range if nin {1..3} and for alliin {1..n}: (rea1z a[i]).
:char-range if n =2 and for alliin {1, 2}: (char? a[i]).
:port if nin{1,2} and (input-port? a[1]) and (procedure? a[2]).

The current dispatcher can be retrieved as (:-dispatch-ref), a new dispatcher d can be
installed by (:-dispatch-set! d) yielding an unspecified result, and a copy of the initial
dispatcher can be obtained as (make-initial-:-dispatch). Please refer to the section below
for recommendation how to add cases to the dispatcher.

(:list <vars> <argl> <arg>")
(:string <vars> <argl> <arg>"*)
(:vector <vars> <argl> <arg>")



Run through one or more lists, strings, or vectors. First all expressions in <argl> <arg>* are
evaluated and then all elements of the resulting values are enumerated from left to right. One can
think of it as first appending all arguments and then enumerating the combined object. As a
clarifying example, consider

(list-ec (:string c (index i) "a" "b") (cons ¢ 1i)) = ((#\a . 0) (#\b .
1)).

(:integers <vars>)
Runs through the sequence 0, 1, 2, ... of non-negative integers. This is most useful in combination
with :parallel, :while, and zuntil or with a non-local exit in the body of the comprehension.

(:range <vars> <stop>)
(:range <vars> <start> <stop>)
(:range <vars> <start> <stop> <step>)

Runs through a range of exact rational numbers.

The form (:range <vars> <stop>) evaluates the expression <stop>, which must result in an
exact integer n, and runs through the finite sequence 0, 1, 2, ..., n-1. If nis zero or negative the
sequence is empty.

The form (:range <vars> <start> <stop>) evaluates the expressions <start> and
<stop>, which must result in exact integers a and b, and runs through the finite sequence a, a+1,
a+2, ..., b-1. If bis less or equal a then the sequence is empty.

The form (:range <vars> <start> <stop> <step>) first evaluates the expressions
<start>, <stop>, and <step>, which must result in exact integers a, b, and s such that sis
unequal to zero. Then the sequence a, a+ s, a+2 s, ..., a+ (n-1) sis enumerated where n=
ceil((b-a)/s). In other words, the sequence starts at g, increments by s, and stops when the next
value would reach or cross b. If nis zero or negative the sequence is empty.

(:real-range <vars> <stop>)
(:real-range <vars> <start> <stop>)
(:real-range <vars> <start> <stop> <step>)

Runs through a range of real numbers using an explicit index variable. This form of range
enumeration avoids accumulation of rounding errors and is the one to use if any of the numbers
defining the range is inexact, not an integer, or a bignum of large magnitude.

Providing default value 0 for <start> and 1 for <step>, the generator first evaluates <start>,
<stop>, and <step>, which must result in reals a, b, and s such that n = (b-a)/s is also
representable as a real. Then the sequence 0, 1, 2, ... is enumerated while the current value iis
less than n, and the variable in <vars> is bound to the value a + i s. If any of the values a, b, or s
is non-exact then all values in the sequence are non-exact.

(:char-range <vars> <min> <max>)
Runs through a range of characters. First <min> and <max> are evaluated, which must result in
two characters a and b. Then the sequence of characters a, a+1, a+2, ..., bis enumerated in the
order defined by char<=2 in the sense of [R5RS, 6.3.4.]. If bis smaller than a then the sequence
is empty. (Note that b is included in the sequence.)

(:port <vars> <port>)

(:port <vars> <port> <read-proc>)
Reads from the port until the eof-object is read. Providing the default read for <read-proc>, the
generator first evaluates <port> and <read-proc>, which must result in an input port p and a
procedure r. Then the variable is run through the sequence obtained by (r p) while the result
does not satisfy eof-object?.

(:dispatched <vars> <dispatch> <argl> <arg>*)

Runs the variables through a sequence defined by <dispatch> and <argl> <arg>*. The
purpose of :dispatched is implementing dispatched generators, in particular the predefined
dispatching generator .

The working of :dispatched is as follows. First <dispatch> and <argl> <arg>* are
evaluated, resulting in a procedure d (the 'dispatcher') and the values a[1] a[2] ... a[n]. Then (d
(list a&[1] a[2] ... a[n] )) is evaluated, resulting in a value g. If g is not a procedure then the
dispatcher did not recognize the argument list and an error is raised. Otherwise the 'generator
procedure' g is used to run <vars> through a sequence of values. The sequence defined by g is
obtained by repeated evaluation of (g empty) until the result is empty. In other words, g indicates
the end of the sequence by returning its only argument, for which the caller has provided an object
distinct from anything g can produce. (Generator procedures are state based, they are no such



noble things as streams in the sense of SRFI 40.)

The definition of dispatchers is greatly simplified by the macro : generator-proc that constructs
a generator procedure from a typed generator. Let (g var argl arg ...) be aninstance of
the <generator> syntax, for example an application-specific typed generator, with a single
variable var and no index variable. Then

(:generator-proc (g argl arg ...)) => g,

where the generator procedure g runs through the list (list-ec (g var argl arg ...)
var).

Adding an application-specific dispatching generator. In order to define a new dispatching
generator (say :my) first a dispatching procedure (say :my-dispatch) is defined. The dispatcher
will be called with a single (!) argument containing the list of all values to dispatch on. To enable
informative error messages, the dispatcher should return a descriptive object (e.g. a symbol for the
module name) when it is called with the empty list. Otherwise (if there is at least one value to
dispatch on), the dispatcher must either return a generator procedure or #£ (= no interest). As an
example, the following skeleton code defines a dispatcher similar to the initial dispatcher of = :

(define (:my-dispatch args)
(case (length args)
((0) 'SRFI-NN)
((1) (let ((al (car args)))
(cond
((list? al)
(:generator-proc (:list al)) )
((string? al)
(:generator-proc (:string al)) )
...more unary cases...
(else
#£))))
((2) (let ((al (car args)) (a2 (cadr args)))
(cond
((and (list? al) (list? a2))
(:generator-proc (:list al a2)) )
...more binary cases...

(else

#£))))
...more arity cases...
(else
(cond

((every?-ec (:1list a args) (list? a))
(:generator-proc (:list (apply append args))) )
...more large variable arity cases...

(else

#£ )))))

Once the dispatcher has been defined, the following macro implements the new dispatching
generator:

(define-syntax :my
(syntax-rules (index)
((:my cc var (index i) argl arg ...)
(:dispatched cc var (index i) :my-dispatch argl arg ...) )
((:my cc var argl arg ...)
(:dispatched cc var :my-dispatch argl arg ...) )))

This method of extension yields complete control of the dispatching process. Other modules can
only add cases to :my if they have access to :my-dispatch.

Extending the predefined dispatched generator. An alternative to adding a new dispatched
generators is extending the predefined generator :. Technically, extending : means installing a
new global dispatching procedure using : -dispatch-set! as described above.

In most cases, however, the already installed dispatcher should be extended by new cases. The
following procedure is a utility for doing so:

(dispatch-union di1 d2) => d,

where the new dispatcher d recognizes the union of the cases recognized by the dispatchers d7
and d2. The new dispatcher always tries both component dispatchers and raises an error in case



of conflict. The identification returned by (d) is the concatenation of the component identifications
(d1) and (d2), enclosed in lists if necessary. For illustration, consider the following code:

(define (example-dispatch args)
(cond
((null? args)
'example )
((and (= (length args) 1) (symbol? (car args)) )
(:generator-proc (:string (symbol->string (car args)))) )
(else

#£ )))
(:-dispatch-set! (dispatch-union (:-dispatch-ref) example-dispatch))
After evaluation of this code, the following example will work:
(list-ec (: c 'abc) c) => (#\a #\b #\c)

Adding cases to : is particularly useful for frequent cases of interactive input. Be warned, however,
that the advantage of global extension also carries the danger of conflicts, unexpected side-effects,
and slow dispatching.

(:do (<1lb>*) <nel?> (<ls>%))

(:do (let (<ob>*) <oc>*) (<1lb>*) <nel?> (let (<ib>") <ic>*) <ne2?> (<1ls>%))
Defines a generator in terms of a named-1et, optionally decorated with inner and outer 1ets. This
generator is for defining other generators. (In fact, the reference implementation transforms any
other generator into an instance of fully decorated :do.) The generator is a compromise between
expressive power (more flexible loops) and fixed structure (necessary for merging and modifying
generators). In the fully decorated form, the syntactic variables <ob> (outer binding), <oc> (outer
command), <1b> (loop binding), <nel?> (not-end1?), <ib> (inner binding), <ic> (inner
command), <ne2?> (not-end2?), and <1s> (loop step) define the following loop skeleton:

(let (<ob>*)
<oc>*
(let loop (<1b>*)
(if <nel?>
(let (<ib>%*)
<ic>*
payload
(if <ne2?>
(loop <ls>*) ))))),

where <oc>* and <ic>* are syntactically equivalent to <command>*, i.e. they do not begin with a
<definition>. The latter requirement allows the code generator to produce more efficient code
for special cases by removing empty let-expressions altogether.

(:let <vars> <expression>)
Runs through the sequence consisting of the value of <expression>, only. This is the same as
(:list <vars> (list <expression>)). If an index variable is specified, its value is 0. The
: Llet-generator can be used to introduce an intermediate variable depending on outer generators.

(:parallel <generator>")
Runs several generators in parallel. This means that the next binding in the sequence is obtained
by advancing each generator in <generator>* by one step. The parallel generator terminates
when any of its component generators terminates. The generators share a common scope for the
variables they introduce. This implies that the names of the variables introduced by the various
generators must be distinct.

(:while <generator> <expression>)

Runs <generator> while <expression> evaluates to non-#£. The guarding expression is
included in the scope of the variables introduced by the generator.

Note the distinction between the filter i £ and the modified generator expressed by :while.
(:until <generator> <expression>)

Runs <generator> until after <expression> has evaluated to non-#£. The guarding expression
is included in the scope of the variables introduced by the generator.

Note the distinction between :while, stopping at a certain condition, and :until, stopping after
a certain condition has occurred. The latter implies that the binding that has triggered termination



has been processed by the comprehension.
<application-specific typed generator>

An important aspect of this SRFI is a modular mechanism to define new typed generators. To
define a new typed generator a hygienic referentially transparent macro of the same name is
defined to transform the generator pattern into an instance of the : do-generator. The extension is
fully modular, meaning that no other macro has to be modified to add the new generator. This is
achieved by defining the new macro in Continuation Passing Style, as in [MWL].

Technically, this works as follows. Assume the generator syntax ( :mygen <var> <arg>) isto
be implemented, for example running the variable <var> through the list (reverse <arg>). The
following definition implements :mygen in terms of : 1ist using the additional syntactic variable
cc (read current continuation):

(define-syntax :mygen
(syntax-rules ()
((:mygen cc var arg)
(:list cc var (reverse arg)) )))

After this definition, any comprehension will accept the :mygen-generator and produce the proper
code for it. This works as follows. When a comprehension sees something of the form (g arg

. . .) in the position of a <qualifier> then it will transform the entire comprehension into (g
(continue ...) arg ...).This effectively 'transfers control' to the macro g, for example
:mygen. The macro g has full control of the transformation, but eventually it should transform the
expression into (:do (continue ...) etc ...).Inthe :mygen-example this is done by the
: list-macro. The macro :do finally transforms into (continue ... (:do etc ...)).As
continue has been chosen by the macro implementing the comprehension, it can regain control
and proceed with other qualifiers.

In order to ensure consistency of new generators with the ones defined in this SRFI, a few
conventions are in order. Firstly, the generator patterns begin with one or more variables followed
by arguments defining the sequence. Secondly, each generator except : do can handle an optional
index variable. This is most easily implemented using :parallel together with :integers. In
case the payload generator needs an index anyhow (e.g. zvector) it is more efficient to add an
index-variable if none is given and to implement the indexed case. Finally, make sure that no
syntactic variable of the generator pattern ever gets duplicated in the code (to avoid exponential
code size in nested application), and introduce sufficient intermediate variables to make sure
expressions are evaluated at the correct time.

Suggestions for application-specific extensions
Arrays in the sense of [SRFI25]

In order to create an array from a sequence of elements, a comprehension with the following syntax
would be useful:

(array-ec <shape> <qualifier>* <expression>).

The comprehension constructs a new array of the given shape by filling it row-major with the sequence
of elements as specified by the qualifiers.

On the generator side, it would be most useful to have a generator of the form
(:array <vars> <arg>),
running through the elements of the array in row-major. For the optional index variable, the extension

(index <k1> <k>*) could be defined where <k1> <k>* are variable names indexing the various
dimensions.

Random Numbers in the sense of [SRFI27]

In order to create a vector or list of random numbers, it would be convenient to have generators of the
following form:

(:random-integer [ <range> [ <number> ] ] )
(:random-real [ <number> ] )

where <range> (default 2) indicates the range of the integers and <number> (default infinity) specifies
how many elements are to be generated. Derived from these basic generators, one could define several



other generators for other distributions (e.g. Gaussian).
Bitstrings in the sense of [SRFI33]

As eager comprehensions are efficient, they can be useful for operations involving strings of bits. It
could be useful to have the following comprehension:

(bitwise-ec <qualifier>* <expression>),

which constructs an integer from bits obtained as values of <expression> in the ordering defined by
SRFI33]. In other words, if the sequence of values is x[0], x[1], ..., x[n-1] then the result is x[0] + x{1] 2 +
... + x[n-1] 2M(n-1). On the generator side, a generator of the form

(:bitwise <vars> <argl> <arg>¥)

runs through the sequence of bits obtained by appending the binary digits of the integers <argl>
<arg>".

Streams in the sense of [SRFI 40]

It is possible to 'lazify' the eager comprehension list-ec, constructing a stream in the sense of [SRFI
40]. Clearly, such a comprehension (stream-ec) is not eager at all since it only runs the loops when
results are requested. It is also possible to define a : stream-generator with the same APl as :1ist
but running through streams instead of lists.

For what it is worth, the file srfi40-ec.scm implements : stream and stream-ec and gives an example.
The implementation makes substantial use of call-with-current-continuation to run the loop
only when necessary. In some implementations of Scheme this may involve considerable overhead.

Reading Text Files

Eager comprehensions can also be used to process files. However, bear in mind that an eager
comprehension wants to read and process the entire file right away. Nevertheless, these generators
would be useful for reading through the lines of a file or through the characters of a file:

(:lines-of-file <vars> <file>)
(:chars-of-file <vars> [ (line <variablel>) ] [ (column <variable2>) ]
<file>)

Here <file> is either an input port or a string interpreted as a filename. In a similar fashion, generators
reading from sockets defined by URLs or other communication facilities could be defined.

The Scheme shell Scsh

In the Scheme-shell Scsh it could be useful to have certain comprehensions and generators.
Candidates for comprehensions are begin-ec, | -ec, | | -ec, and s&-ec. Concerning generators, it
might be useful to have :directory running through the records of a directory, and maybe a
sophisticated : file-match-generator could enumerate file record in a directory structure. Optional
variables of the generators could give convenient access frequent components of the file records (e.g.
the filename). Another candidate is : env to run through the environment associations. It is left to other
authors and other SRFIs to define a useful set of comprehensions and generators for Scsh.

Design Rationale

What is the difference between eager and lazy comprehensions?

A lazy comprehension, for example stream-of in the sense of [SRFI 40], constructs an object
representing a sequence of values. Only at the time these values are needed that they are actually
produced. An eager comprehension, on the other hand, is an instruction to run through a certain
sequence of values and do something with it, for example as in do-ec. In other words, it is nothing
more sophisticated than a loop, potentially with a more convenient notation. This also explains why
stream-of is the most fundamental /azy comprehension, and all others can be formulated in terms of
it, whereas the most fundamental eager comprehension is do-ec.

Why the [outer .. inner| expr] order of qualifiers?

In principle, there are six possible orders in which the qualifiers and the expression of a comprehension
can be written. We denote the different conventions with a pattern in which expr denotes the expression
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over which the comprehension ranges, inner denotes the generator spinning fastest, and outer denotes
the generator spinning slowest. For example, [Haskell] and [Python] use [expr | outer .. inner]. (Probably
with sufficient persistence, instances for any of the conventions can be found on the Internet.) In
addition, there is the common mathematical notation {f(x) | xin X}'.

It is important to understand that the notational convention does not only determine the order of
enumeration but also the scope of the variables introduced by the generators. The scope of inner
includes expr, and the scope of outer should include inner to allow inner generates depending on outer
generators. Eventually, the choice for a particular syntactic convention is largely a matter of personal
preferences. However, there are a few considerations that went into the choice made for this SRFI:

1. The mathematical notation is universally known and widely used. However, the mathematical
notation denotes a set comprehension in which the order of the qualifiers is either irrelevant or
must be deduced from the context. For the purpose of eager comprehensions as a programming
language construct, the order does matter and a simple convention is a plus. For these reasons,
the mathematical notation as such is undesirable, but its widespread use is in favor of [expr | inner
.. outer] and [expr | outer .. inner].

2. ltis desirable to have the scope of the variables increase into one direction, as in [expr | inner ..
outer] and [outer .. inner| expr], and not change direction, as in [expr | outer .. inner] where expr is
in the scope of inner but outer is not. This is even more important if the syntax in Scheme does not
explicitly contain the 'I'-separator.

3. More complicated comprehensions with several nested generators eventually look like nested
loops and Scheme always introduces them outer .. inner as in do and named-1let. This is in favor
of [expr| outer .. inner] and [outer .. inner| expr]. Shorter comprehension may look more naturally
the other way around.

Regarding these contradicting preferences, | regard linearity in scoping (2.) most important, followed by
readability for more complicated comprehensions (3.). This leads to [outer .. inner| expr]. An example in
Scheme-syntax is (list-ec (: x 10) (: y x) (£ x y)), which looks acceptable to me even
without similarity to the mathematical notation. As a downside, the convention clashes with other the
convention used in other languages (e.g. Haskell and Python).

You forgot [choose your favorite here]-ec!

| tried to construct a reasonably useful set of tools according to what [R5RS] specifies. Nevertheless, is
the choice what to include and what to leave out eventually a matter of personal preference.

When 'packing the toolbox' | went for travelling light; this SRFI does not include everything imaginable or
even everything useful. | oriented myself at the standard procedures of [R5RS], with a few omissions
and additions. A notable omission are gcd-ec and 1cm-ec because they are one-liners, and more
severely, of questionable value in practice. A notable addition are fold-ec and fold3-ec, providing a
mechanism to define lots of useful one-liners. The other notable addition is £irst-ec, which is the
fundamental 'early stopping' comprehension. It is used to define any?-ec and every?-ec which are
among the most frequent comprehensions.

Concerning the generators, the same principle has been used. Additions include : range and friends
because they are universally needed, and :dispatched which is primarily intended for implementing

Why is the order of enumeration specified?

For the purpose of this SRFI, every generator runs through its sequence of bindings in a well specified
order, and nested generators run through the Cartesian product in the order of nested loops. The
purpose of this definition is making the sequence as easily predictable as possible.

On the other hand, many mechanisms for lazy comprehensions do not specify the order in which the
elements are enumerated. When it comes to infinite streams, this has the great advantage that a
comprehension may interleave an inner and an outer enumeration, a method also known as 'dove-
tailing' or 'diagonalizing'. Interleaving ensures that any value of the resulting stream is produced after a
finite amount of time, even if one or more inner streams are infinite.

Why both typed and dispatching generators?

The reason for typed generators is runtime efficiency. In fact, the code produced by : range and others
will run as fast as a hand-coded do-loop. The primary purpose of the dispatching generator is
convenience. It comes at the price of reduced runtime performance, both for loop iteration and startup.

Why the something-ec and : type naming?



The purpose of the : type convention is to keep many common comprehensions down to one-liners. In
my opinion, the fundamental nature of eager comprehensions justifies a single character naming
convention. The something-ec convention is primarily intended to stay away from the widely used
something-of. It reduces confusion and conflict with related mechanisms.

Why combine variable binding and sequence definition?

The generators of this SRFI do two different things with a single syntactic construct: They define a
sequence of values to enumerate and they specify a variable (within a certain scope) to run through that
sequence. An alternative is to separate the two, for example as it has been done in SRFI 40.

The reason for combining sequence definition and enumeration for the purpose of this SRFI is threefold.
Firstly, sequences of values are not explicitly represented as objects in the typed generators; the
generators merely manipulate an internal state. Secondly, this SRFI aims at a most concise notation for
common comprehensions and reduces syntax to the naked minimum. Thirdly, this SRFI aims at the
highest possible performance for typed generators, which is achieved if the state being manipulated is
represented by the loop variable itself.

Why is (: <vars>) illegal?

It is reasonable and easy to define (: <vars>) as (:integers <vars>), enumerating the non-
negative integers. However, it turned out that a frequent mistake in using the eager comprehensions is
to forget either the variable or an argument for the enumeration. As this would lead to an infinite loop
(not always equally pleasant in interactive sessions), it is not allowed.

Why is there no :sequential?

Just like :parallel enumerates generators in parallel, a : sequential generator could enumerate a
concatenation of several generator, starting the next one when the previous has finished. The reason
for not having such a qualifier is that the generators should use all the same variable name and there is
no hygienic and referentially transparent way of enforcing this (or even knowing the variable).

Why is there no general 1et-qualifier?

Itis easy to add let, let*, and letrec as cases to <qualifier>. This would allow more
sophisticated local variables and expressions than possible with (:let <vars> <expression>)
and (begin <sequence>*). In particular, a local <definition> in the sense of [R5RS, 7.1.5.]
would be possible.

There are two reasons for not including 1let and friends as qualifiers. The first reason concerns
readability. A qualifier of the form (let (<binding spec>*) <body>) only makes sense if the
scope of the new variables ends at the end of the comprehension, and not already after <body>. The
similarity with ordinary let-expressions would be very confusing. The second reason concerns the
design rationale. If sophisticated 1et-qualifiers involving recursion or local definitions are needed, it is
likely that eager comprehensions are being overused. In that case it might be better to define a
procedure for the task. So including an invitation to overuse the mechanism would be a serious violation
of the Keep It Simple and Stupid principle.

Why is there no :nested generator?

The specification above defines nested as a qualifier but :parallel as a generator. In particular, this
makes it impossible to make parallel generators from nested ones.

This design simply reflects an implementability limitation. All component generators of :parallel are
transformed into : do-generators and these can be merged into a parallel generator. However, nested

generators cannot be merged easily without losing the type of the generator, which would seriously hurt
modularity and performance.

Is any?-ec eager?
Yes, it is still eager because it immediately starts to run through the sequence.

In fact, the reference implementation makes sure first-ec, any?-ec, and every?-ec execute
efficiently so they can be used conveniently as in (every?-ec (:1list x my-list) (pred? x)).

Why this whole :dispatched business?

It is specified above that the dispatching generator, called :, is just a special case of :dispatched
using a global dispatching procedure. Alternatively, a simple fixed global mechanism to extend : could
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have been used. This is much simpler but does not support the definition of new dispatched generators.

The purpose of :dispatched and its utilities (: generator-proc and dispatch-union) is the
following. Assume : is to be used inside a module but it is essential that no other module can spoil it,
e.g. by installing a very slow dispatcher. The recommended way to proceed in this case is to define a
local copy of the original dispatching generator :, for example with the following code

(define :my-dispatch
(make-initial-:-dispatch) )

(define-syntax :my
(syntax-rules (index)
((:my cc var (index i) argl arg ...)
(:dispatched cc var (index i) :my-dispatch argl arg ...) )
((smy cc var argl arg ...)
(:dispatched cc var :my-dispatch argl arg ...) ))),

and to use the new generator :my instead of :.

An alternative for the dispatching mechanism as defined in this SRFI is the use of parameter objects in
the sense of [SRFI 39]. The dispatching generator would then access a dynamically scoped variable to
find the dispatcher, allowing full control over dispatching. However, this approach does not solve the
dilemma that it is sometimes useful that : is global and sometimes undesired. The approach specified
for this SRFI addresses this dilemma by offering options.

Another alternative for dealing with the dispatching problem is adding an optional argument to the
syntax of : through which the dispatcher can be passed explicitly. However, as : has variable arity and
the identifier for the variable cannot be distinguished from any value for a dispatcher, this is syntactically
problematic.

Why is there no local mechanism for adding to : ?

According to [R5RS, 7.1.6.] macros can only be defined at the level of the <program> syntax. This
implies that the scope of typed generators cannot easily be limited to local scopes. As typed and
dispatched generators go together, there is also no strong need for a limited scope of dispatched
generators either. Furthermore, locally extendable dispatchers are another major headache to those
trying to understand other people's code.

Why are dispatchers unary?

As defined in :dispatched, a dispatching procedure is called with a single argument being the list of
values to dispatch on. An alternative is to apply the dispatcher to the list of values to dispatch on,
which would be more natural in Scheme.

The reason for not using apply is a minor improvement in efficiency. Every time apply is used on a
procedure of variable arity, an object containing the argument list is allocated on the heap. As a
dispatcher may call many other dispatchers, this will adds to the overhead of dispatching, which is
relevant in inner loops.

Why are there two fold comprehensions?

The reason for having two fold comprehensions (fold-ec and fold3-ec) is efficiency.

Clearly, the more general construction is fold3-ec as it allows individual treatment of the empty
sequence case and the singleton sequence case. However, this comes at the price of more book-
keeping as can be seen from the implementation example. As the overhead is located within inner
loops, it makes sense to define another fold comprehension for the case where the added flexibility is
not needed. This is fold-ec.

The names fold-ec and fold3-ec have been chosen for the comprehensions in order to stay clear
any other 'fold' that may be around.

Why is :char-range not defined by integer->char?

The definition of :char-range specifies a sequence of adjacent characters ordered by char<=2. The
reason for not using char->integer and integer->char is the fact that [R5RS, 6.3.4.] leaves it to
the implementation whether the integers representing characters are consecutive or not. In effect, this
underspecification is inherited by :char-range.



Related Work and Acknowledgements

Several other proposals related to the mechanism specified here exists. The following mechanisms are
made for and in Scheme (or at least a specific dialect thereof):

First of all, the report [R5RS] of Scheme itself defines two constructs for writing loops: do and
named-1let. Both constructs express a single loop (not nested), possibly with several variables running
in parallel, based on explicit manipulation of the state variables. For example (do ((x 0 (+ x 1)))
((= x 10)) (display x)) explicitly mentions how to obtain the next binding of x.

Richard Kelsey's "Macros for writing loops", [MWL] are an extension to Scheme48 to simplify the
formulation of loops. The basic idea is to stick with a do-like syntax for more sophisticated loop
constructs, not necessarily manipulating a state variable explicitly. For example, (1ist* x '(1 2

3) ) expresses an enumeration of the variable x through the list (1 2 3) without explicit state
manipulation. The iteration constructs of [MWL], named iterate and reduce, express a single (not
nested) loop (iterate) or comprehension (reduce) with any number of parallel enumerations. A most
important feature of the [MWL]-concept is a modular way to add sequence types (generators). In effect,
the addition of a new sequence type does not require a modification of the existing macros. This is
achieved by carefully limiting the expressive power of the loop constructs and by using the macros in
Continuation Passing Style to call other macros. The [MWL]-concept, and its implementation, were most
influential for this SRFI.

Another related mechanism is the library of streams recently submitted by Phil L. Bewig as [SRFI 40].
The library contains a data type to represent even streams (both car and cdr potentially delayed) and
defines procedures for manipulating these streams. Moreover, the macro stream-of defines a lazy
comprehension resulting in the stream of values of an expression subject to generators and filters. A
fixed set of generators (lists, vector, string, port, and naturally: streams) is supported; extending the list
of generators requires changing stream-of. Nevertheless, modularity is high since it is easy to define
a procedure producing a stream object and this can be used for enumeration. The order of enumeration
is left unspecified to allow interleaving of generators (also refer to above.) Before Phil submitted his
SRFls, we had a short discussion in which we clarified the semantic and syntactic differences of our
approaches. It turned out that the mechanisms are sufficiently different not to unify them. The most
important difference is the design rationale: Phil created his library to support the stream-paradigm in
Scheme, inspired by the work done for Haskell and other lazy languages, and intrigued by the beauty of
programming with infinite streams. My work only aims at a convenient way of expressing frequent
patterns of loops in a compact way. For what it is worth, section SRFI140-ec contains a suggestion for
extending the eager comprehension mechanism for SRFI40-streams.

Phil's work on streams and lazy comprehensions in Scheme triggered Eli Barzilay to implement a library
of eager comprehensions for PLT-Scheme, [Eli]. The mechanism implemented by Eli is in essence very
similar to the one proposed in this SRFI, and the two efforts have been independent until recently.
Syntactically, Eli uses infix operators for generators, whereas this SRFI is purely prefix, and Eli uses the
[expr | outer .. inner] convention for nesting, whereas this SRFI uses the [outer .. inner| expr]
convention. Semantically, Eli's mechanism defines more flexible loops than this SRFI. Comprehensions
are regarded as generalized collection processes like fold and reduce. The mechanism in this SRFl is
more restricted with respect to control flow (there is no general while) and more extensive with respect
to generators and comprehensions. Despite the strong conceptual similarity, the design rationales are
different. This SRFI focuses on portability and modular extension, whatever that may cost in terms of
expressive power.

Finally, | would like to thank Mike Sperber for his encouragement to proceed with the SRFI and for
several discussions of the matter. In particular, the dispatching mechanism evolved rapidly during
discussions with Mike.

Implementation

The reference implementation focuses on portability, performance, readability and simplicity, roughly in
this order. It is written in [R5RS]-Scheme (including macros) extended by [SRFI 23] (error). The
reference implementation was developed under Scheme48 (0.57), PLT (202, 204), and SCM (5d7).

The file ec.scm is the source of the reference implementation. It also contains comments concerning
potential problems. Implementors might find the file design.scm helpful. It contains alternative
implementations of certain comprehensions and generators in order to simplify tuning the
implementation of this SRFI for different Scheme systems.

The file examples.scm contains a collection of examples, and some code checking their results. The
purpose of most examples is detecting implementation errors, but the section 'Less artificial examples'
contains a few real-world examples.

The file timing.scm contains some code to measure an idea of performance of the comprehensions. A
hand-coded do-loop, the typed generator (:range n), and the dispatching generator (= n) are


file:///Users/mdh/Downloads/srfi/ec.scm
file:///Users/mdh/Downloads/srfi/design.scm
file:///Users/mdh/Downloads/srfi/examples.scm
file:///Users/mdh/Downloads/srfi/timing.scm

compared. For each loop we compare the time needed per iteration and the time needed to construct
the loop (the startup delay). As a rule of thumb, :range is as fast (or slightly faster) as a hand-coded
do-loop per iteration and needs about a third more time for startup (due to type checking of the
argument). The dispatching generator needs about twice the time per iteration (due to calling the
generator procedure) and needs about five times as long for startup (due to dispatching).

The file extension.scm contains examples for adding new generators and comprehensions.
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Copyright
Copyright (C) Sebastian Egner (2003). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
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FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Author: Sebastian Egner
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Last modified: Sun Jan 28 13:40:34 MET 2007
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43: Vector library
by Taylor Campbell

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold.
To provide input on this SRFI, please send email to srfi-43@srfi.schemers.org. To
subscribe to the list, follow these instructions. You can access previous messages via the
mailing list archive.
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This SRFI proposes a comprehensive and complete library of vector operations accompanied
by a freely available and complete reference implementation. The reference implementation is
unencumbered by copyright, and useable with no modifications on any Scheme system that is
R5RS-compliant. It also provides several hooks for implementation-specific optimization as
well.

Because this SRFI is more of a library or module specification than a request for additions to
readers or any other internal implementation detail, in an implementation that supports a
module or structure or package or library or unit (et cetera) systems, these procedures should
be contained in a module / structure / package / library / unit called vector-1ib.

2. Rationale

R5RS provides very few list-processing procedures, for which reason SRFI 1 (1ist-1ib)
exists. However, R5RS provides even fewer vector operations — while it provides mapping,
appending, et cetera operations for lists, it specifies only nine vector manipulation operations

vector?
make-vector
vector
vector-length
vector-ref
vector-set!
vector->list
list->vector
vector-fill!
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Many Scheme implementations provide several vector operations beyond the miniscule set that
R5RS defines (the typical vector-append, vector-map, et cetera), but often these
procedures have different names, take arguments in different orders, don't take the same
number of arguments, or have some other flaw that makes them unportable. For this reason,
this SRFI is proposed.

It should be noted that no vector sorting procedures are provided by this SRFI, because there
already is a SRFI for such a purpose (SRFI 32 (sort-1ib)), which includes routines for sorting
not only vectors but also lists.

3. Procedure Index

Here is an index of the procedures provided by this package. Those marked by bold are
provided in R5RS and those marked by bold italic are defined by R5RS but are modified from
their original definitions.

- Constructors

make-vector vector

vector-unfold vector-unfold-right
vector-copy vector-reverse-copy
vector-append vector-concatenate

- Predicates

vector?
vector-empty?
vector=

- Selectors

vector-ref
vector-length

- Iteration

vector-fold vector-fold-right

vector-map vector-map!
vector-for-each

vector-count

- Searching

vector-index vector-index-right
vector-skip vector-skip-right
vector-binary-search

vector—-any vector-every

- Mutators

vector-set! vector-swap!
vector-fill!

vector-reverse!
vector-copy! vector-reverse-copy!

- Conversion

vector->list reverse-vector->list
list->vector reverse-list->vector

4. Procedures

In this section containing specifications of procedures, the following notation is used to specify
parameters and return values:

(f arg; arg, +++) -> something
Indicates a function £ takes the parameters arg; arg, -- - and returns a value of

the type something. If somethingis unspecified, then what £ returns is
implementation-dependant; this SRFI does not specify what it returns, and in order to
write portable code, the return value should be ignored.



vec
The argument in this place must be a vector, i.e. it must satisfy the predicate
vector?.

i, j, start, size
The argument in this place must be a nonnegative integer, i.e. it must satisfy the
predicates integer? and either zero? or positive?. The third case of it indicates
the index at which traversal begins; the fourth case of it indicates the size of a vector.

end
The argument in this place must be a positive integer, i.e. it must satisfy the
predicates integer? and positive?. This indicates the index directly before which
traversal will stop — processing will occur until the the index of the vector is end. It is
the closed right side of a range.

f
The argument in this place must be a function of one or more arguments, returning
exactly one value.

pred?

The argument in this place must be a function of one or more arguments that returns
one value, which is treated as a boolean.

x, y, 2z, seed, knil, fill, key, value
The argument in this place may be any Scheme value.

[something]
Indicates that something is an optional argument; it needn't necessarily be applied.
Something needn't necessarily be one thing; for example, this usage of it is perfectly
valid:
[start [end]]
and is indeed used quite often.

something - --
Indicates that zero or more somethings are allowed to be arguments.

something; something,
Indicates that at least one something must be arguments.

something; something, -+°++ something,

Exactly equivalent to the previous argument notation, but this also indicates that n will
be used later in the procedure description.

It should be noted that all of the procedures that iterate across multiple vectors in parallel stop
iterating and produce the final result when the end of the shortest vector is reached. The sole
exception is vector=, which automatically returns #£ if the vectors' lengths vary.

4.1. Constructors

(make-vector size [fill]) -> vector
[R5RS] Creates and returns a vector of size size, optionally filling it with £i11. The
default value of £i11 is unspecified.
Example:

(make-vector 5 3)
=> #(3 3 3 3 3)

(vector x ---) -> vector
[R5RS] Creates and returns a vector whose elements are x - - -

Example:

(vector 01 2 3 4)
=> #(0 1 2 3 4)

(vector-unfold f length initial-seed -+-++) -> vector
The fundamental vector constructor. Creates a vector whose length is Iength and



iterates across each index k between 0 and 1ength, applying £ at each iteration to the
current index and current seeds, in that order, to receive n + 1 values: first, the element
to put in the kth slot of the new vector and n new seeds for the next iteration. It is an error
for the number of seeds to vary between iterations.

Examples:
(vector-unfold (A (i x) (values x (- x 1)))
10 0)
=> #(0 -1 -2 -3 -4 -5 -6 -7 -8 -8)
Construct a vector of the sequence of integers in the range [0,n).
(vector-unfold values n)
=> #(0 1 2 -+ n-2 n-1)
Copy vector.

(vector-unfold (A (i) (vector-ref vector 1i))
(vector-length vector))

(vector-unfold-right f length initial-seed -+-++) -> vector
Like vector-unfold, but it uses f to generate elements from right-to-left, rather than
left-to-right.
Examples:

Construct a vector in reverse of the integers in the range [0, n).

(vector-unfold-right (A (i x) (values x (+ x 1))) n 0)
=> #(n-1 n-2 +++ 2 1 0)

Reverse vector.

(vector-unfold-right (A (i x) (values (vector-ref vector x) (+ X
1)))
(vector-length vector)
0)

(vector-copy vec [start [end [fill]]]) -> vector
Allocates a new vector whose length is end - start and fills it with elements from vec,
taking elements from vec starting at index start and stopping at index end. start
defaults to 0 and end defaults to the value of (vector-length vec). If end extends
beyond the length of vec, the slots in the new vector that obviously cannot be filled by
elements from vec are filled with £111, whose default value is unspecified.

Examples:

(vector-copy '#(a b cde f gh i))
=> #(abcde f ghi

(vector-copy '#(a b c de £f gh i) 6)
=> #(g h i)

(vector-copy '#(a b cde £f gh i) 3 6)
=> #(d e £f)

(vector-copy '#(a bcde f gh i) 6 12 'x)
=> #(g h i x x x)

(vector-reverse-copy vec [start [end]]) -> vector
Like vector-copy, but it copies the elements in the reverse order from vec.

Example:

(vector-reverse-copy '#(5 4 3 2 1 0) 1 5)
=> #(1 2 3 4)

(vector-append vec --°) -> vector
Returns a newly allocated vector that contains all elements in order from the subsequent
locations in vec - - -.

Examples:



(vector-append '#(x) '#(y))
=> #(x y)

(vector-append '#(a) '#(b c d))
=> #(a b c d)

(vector-append '#(a #(b)) '#(#(c)))
=> #(a #(b) #(c))

(vector-concatenate list-of-vectors) -> vector
Appends each vector in 1ist-of-vectors. This is equivalent to:

(apply vector-append list-of-vectors)
However, it may be implemented better.
Example:

(vector-concatenate '(#(a b) #(c d)))
=> #(a b c d)

4.2. Predicates

(vector? x) -> boolean

R5RS] Disjoint type predicate for vectors: this returns #t if x is a vector, and #£ if
otherwise.

Examples:

(vector? '#(a b c))
=> #t

(vector? '(a b c¢))
=> #f£f

(vector? #t)
=> #f£

(vector? '#())
=> #t

(vector? '())
=> #f£

(vector-empty? vec) -> boolean
Returns #t if vecis empty, i.e. its length is 0, and #£ if not.

Examples:

(vector-empty? '#(a))
#£

(vector-empty? '#(()))
#£

(vector-empty? '#(#()))
#£
(vector-empty? '#())
=> #t

(vector= elt=? vec ---) -> boolean
Vector structure comparator, generalized across user-specified element comparators.
Vectors a and b are considered equal by vector= iff their lengths are the same, and for
each respective elements E, and Ey,, (elt=? E, Ep) returns atrue value. EI1t=7?is

always applied to two arguments. Element comparison must be consistent with eq; that is,
if (eq? E, Ep) resultsin atrue value, then (elt=? E, E,) must also result in a true
value. This may be exploited to avoid unnecessary element comparisons. (The reference
implementation does, but it does not consider the situation where e1t=2is in fact itself



eq? to avoid yet more unnecessary comparisons.)

If there are only zero or one vector arguments, #t is automatically returned. The dynamic
order in which comparisons of elements and of vectors are performed is left completely
unspecified; do not rely on a particular order.

Examples:

(vector= eqg? '#(a b c d) '#(a b c d))
=> #t

(vector= eqg? '#(a b c d) '#(a b d c))
=> #f£

(vector=
=> #f£

'#(1 2 3 4 5) '"#(1 2 3 4))

(vector=
=> #t

"#(1 2 3 4) '#(1 2 3 4))

The two trivial cases.

(vector= eq?)
=> #t

(vector= eq? '#(a))
=> #t

Note the fact that we don't use vector literals in the next two — it is unspecified whether or
not literal vectors with the same external representation are eq?.

(vector= eqg? (vector (vector 'a)) (vector (vector 'a)))
=> #f

(vector= equal? (vector (vector 'a)) (vector (vector 'a)))
=> #t

4.3. Selectors

(vector-ref vec i) -> value
R5RS] Vector element dereferencing: returns the value that the location in vec at 1 is
mapped to in the store. Indexing is based on zero. I must be within the range [0,

(vector-length vec)).

Example:

(vector-ref '#(a b c d) 2)

(vector-length vec) -> exact nonnegative integer
R5RS] Returns the length of vec, the number of locations reachable from vec. (The
careful word 'reachable' is used to allow for 'vector slices,' whereby vec refers to a larger
vector that contains more locations that are unreachable from vec. This SRFI does not
define vector slices, but later SRFIs may.)

Example:

(vector-length '#(a b c))
=>3

4.4, lteration

(vector-fold kons knil vec; vec, -+-+) -> value
The fundamental vector iterator. Kons is iterated over each index in all of the vectors,
stopping at the end of the shortest; kons is applied as (kons i state (vector-ref
vec; 1) (wvector-ref vec, i) --+) where state is the current state value — the
current state value begins with knil, and becomes whatever kons returned at the
respective iteration —, and i is the current index.



The iteration is strictly left-to-right.
Examples:

Find the longest string's length in vector-of-strings.
(vector-fold (A (index len str) (max (string-length str) len))
0 vector-of-strings)

Produce a list of the reversed elements of vec.
(vector-fold (A (index tail elt) (cons elt tail))
"() vec)

Count the number of even numbers in vec.
(vector-fold (A (index counter n)

(if (even? n) (+ counter 1) counter))
0 vec)

(vector-fold-right kons knil vec; vec, +<--+) -> value
Similar to vector-fold, but it iterates right to left instead of left to right.

Example:

Convert a vector to a list.
(vector-fold-right (A (index tail elt) (cons elt tail))
"() '#(a b c d))
=> (a b c d)

(vector-map f vec; vec, °*-+°) -> vector
Constructs a new vector of the shortest size of the vector arguments. Each element at
index i of the new vector is mapped from the old vectors by (f i (vector-ref vec;
i) (vector-ref vec, i) -+--+).The dynamic order of application of £ is unspecified.

Examples:

(vector-map (A (i X) (* x X))
(vector-unfold (A (i x) (values x (+ x 1))) 4 1))
=> #(1 4 9 16)

(vector-map (A (i x y) (* X y))
(vector-unfold (A (i x) (values x (+ x 1))) 5 1)
(vector-unfold (A (i x) (values x (- x 1))) 5 5))
=> #(5 8 9 8 5)

(let ((count 0))

(vector-map (A (ignored-index ignored-elt)
(set! count (+ count 1))
count)

'‘#(a b)))

=> #(1 2) OR #(2 1)

(vector-map (A (i elt) (+ i elt)) '#(1 2 3 4))
=> #(1 3 5 7)

(vector-map! f vec; vec, +-++) -> unspecified
Similar to vector-map, but rather than mapping the new elements into a new vector, the
new mapped elements are destructively inserted into vec;. Again, the dynamic order of

application of £ unspecified, so it is dangerous for £ to apply either vector-ref or
vector-set! to vec;in £.

(vector-for-each f vec; vec, +-++) -> unspecified
Simple vector iterator: applies £ to each index in the range [0, Iength), where length is
the length of the smallest vector argument passed, and the respective list of parallel
elements from vec; vec, --- atthatindex. In contrast with vector-map, £ is reliably
applied to each subsequent elements, starting at index 0, in the vectors.

Example:

(vector-for-each (A (i x) (display x) (newline))
l#(llfooll |lbarll |lbazll |lquuxll "ZOt"))
Displays:



foo
bar
baz
quux
zot

(vector-count pred? vec; vec, +++) -> exact nonnegative integer

Counts the number of parallel elements in the vectors that satisfy pred?, which is applied,
for each index i in the range [0, Iength) — where length is the length of the smallest
vector argument —, to i and each parallel element in the vectors at that index, in order.

Examples:

(vector-count (A (i elt) (even? elt)) '#(3 1 4159 25 6))

(vector-count (A (i xy) (< xvy)) '#(1 3 6 9) "#(2 4 6 8 10 12))
=> 2

4.5. Searching

(vector-index pred? vec; vec, +-++) -> exact nonnegative integer or #f
Finds & returns the index of the first elements in vec; vec, - - - that satisfy pred?. If no
matching element is found by the end of the shortest vector, #£ is returned.

Examples:

(vector-index even? '#(3 1 4 1 5 9))
=>2

(vector-index < '#(3 1 4 159 25 6) '#(2 7 1 8 2))
=>]_

(vector-index = '#(3 1 4 159 256) '"#(2 71 8 2))
=> #f£

(vector-index-right pred? vec; vec, +-++) -> exact nonnegative integer
or #f

Like vector-index, but it searches right-to-left, rather than left-to-right, and all of the
vectors must have the same length.

(vector-skip pred? vec; vec, ++°+) -> exact nonnegative integer or #f
Finds & returns the index of the first elements in vec; vec, - - - thatdo not satisfy

pred?. If all the values in the vectors satisfy pred? until the end of the shortest vector,
this returns #£. This is equivalent to:

(vector-index (A (x7 X, *°*°) (not (pred? x; X7 +°*°)))
vecy vecy )

Example:

(vector-skip number? '#(1 2 a b 3 4 c d))

(vector-skip-right pred? vec; vec, +++) -> exact nonnegative integer
or #f
Like vector-skip, but it searches for a non-matching element right-to-left, rather than
left-to-right, and all of the vectors must have the same length. This is equivalent to:

(vector-index-right (A (X; Xp --°) (not (pred? x; X; *-*)))
vec; vecy *°°)

(vector-binary-search vec value cmp) -> exact nonnegative integer or
#£
Similar to vector-index and vector-index-right, but instead of searching left to
right or right to left, this performs a binary search. cmp should be a procedure of two



arguments and return a negative integer, which indicates that its first argument is less than
its second, zero, which indicates that they are equal, or a positive integer, which indicates
that the first argument is greater than the second argument. An example cmp might be:

(N (char; chary)
(cond ((char<? char; char,) -1)
((char=? char; chary) 0)

(else 1)))
(vector-any pred? vec; vec, +-+) -> value or #f£
Finds the first set of elements in parallel from vec; vec, - - - for which pred? returns a

true value. If such a parallel set of elements exists, vector-any returns the value that
pred? returned for that set of elements. The iteration is strictly left-to-right.

(vector-every pred? vec; vec, --+) -> value or #f

If, for every index i between 0 and the length of the shortest vector argument, the set of
elements (vector-ref vec; i) (vector-ref vec, i) --- satisfies pred?,

vector-every returns the value that pred? returned for the last set of elements, at the
last index of the shortest vector. The iteration is strictly left-to-right.

4.6. Mutators

(vector-set! vec i1 value) -> unspecified
R5RS] Assigns the contents of the location at i in vecto value.

(vector-swap! vec i j) -> unspecified
Swaps or exchanges the values of the locations in vec at 1 & j.

(vector-£fill! vec fill [start [end]]) -> unspecified
R5RS+] Assigns the value of every location in vec between start, which defaults to 0
and end, which defaults to the length of vec, to £i11.

(vector-reverse! vec [start [end]]) -> unspecified
Destructively reverses the contents of the sequence of locations in vec between start
and end. Start defaults to 0 and end defaults to the length of vec. Note that this does
not deeply reverse.

(vector-copy! target tstart source [sstart [send]]) -> unspecified
Copies a block of elements from source to target, both of which must be vectors,
starting in target at tstart and starting in source at sstart, ending when send -
sstart elements have been copied. It is an error for target to have a length less than
tstart + (send - sstart). Sstart defaults to 0 and send defaults to the length of
source.

(vector-reverse-copy! target tstart source [sstart [send]]) ->
unspecified
Like vector-copy!, but this copies the elements in the reverse order. It is an error if
target and source are identical vectors and the target & source ranges overlap;
however, if tstart = sstart, vector-reverse-copy! behaves as (vector-
reverse! target tstart send) would.

4.7. Conversion

(vector->list vec [start [end]]) -> proper-list
R5RS+] Creates a list containing the elements in vec between start, which defaults to
0, and end, which defaults to the length of vec.

(reverse-vector->list vec [start [end]]) -> proper-list
Like vector->1ist, but the resulting list contains the elements in reverse between the
the specified range.

(list->vector proper-list) -> vector
R5RS+] Creates a vector of elements from proper-1ist.

(reverse-list->vector proper-list) -> vector

Like 1ist->vector, but the resulting list contains the elements in reverse of proper-
list.



5. Reference Implementation

With this SRFI comes a complete reference implementation. It is licensed under a very open
copyright with which no implementors should have any legal issues.

The reference implementation has only one non-R5RS dependency: SRFI 23's error
procedure.

This reference implementation of all the procedures described in this SRFI can be found here.

6. Acknowledgements

Thanks to Olin Shivers for his wonderfully complete list and string packages; to all the members
of the #scheme IRC channel on Freenode who nitpicked a great deal, but also helped quite a
lot in general, and helped test the reference implementation in various Scheme systems; to
Michael Burschik for his numerous comments; to Sergei Egorov for helping to narrow down the
procedures; to Mike Sperber for putting up with an extremely overdue draft; to Felix
Winkelmann for continually bugging me about finishing up the SRFI so that it would be only
overdue and not withdrawn; and to everyone else who gave questions, comments, thoughts, or
merely attention to the SRFI.

7. References

[R5RS]
R5RS: The Revised® Report on Scheme
R. Kelsey, W. Clinger, J. Rees (editors).
Higher-Order and Symbolic Computation, Vol. 11, No. 1, September, 1998
and
ACM SIGPLAN Notices, Vol. 33, No. 9, October, 1998

Available at: http://www.schemers.org/Documents/Standards/R5RS/

[SRFI]
SRFI: Scheme Request for Implementation
The SRFI website can be found at: https://srfi.schemers.org/
The SRFIs mentioned in this document are described later.

[SRFI 1]
SRFI 1: List Library
A SRFI of list processing procedures, written by Olin Shivers.
Available at: https:/srfi.schemers.org/srfi-1/

[SRFI 13]
SRFI 13: String Library
A SRFI of string processing procedures, written by Olin Shivers.
Available at: https:/srfi.schemers.org/srfi-13/

[SRFI 23]
SRFI 23: Error Reporting Mechanism
A SRFI that defines a new primitive (error) for reporting that an error occurred, written by
Stephan Houben.
Available at: https:/srfi.schemers.org/srfi-23/

[SRFI 32]
SRFI 32: Sort Libraries (draft)
A SRFI of list and vector sorting routines, written by Olin Shivers.
Available at: https:/srfi.schemers.org/srfi-32/

8. Copyright

Copyright (C) Taylor Campbell (2003). All rights reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software
and associated documentation files (the "Software"), to deal in the Software without restriction,
including without limitation the rights to use, copy, modify, merge, publish, distribute,
sublicense, and/or sell copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all copies or


file:///Users/mdh/Downloads/srfi/vector-lib.scm
http://scheme-irc.webhop.org/
http://www.freenode.net/
http://www.schemers.org/Documents/Standards/R5RS/
https://srfi.schemers.org/
https://srfi.schemers.org/srfi-1/
https://srfi.schemers.org/srfi-13/
https://srfi.schemers.org/srfi-23/
https://srfi.schemers.org/srfi-32/

substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS
OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT.
IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY
CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT,
TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION WITH THE
SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

Editor: Mike Sperber


mailto:srfi%20minus%20editors%20at%20srfi%20dot%20schemers%20dot%20org

48: Intermediate Format Strings
by Ken Dickey

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-48@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

Received: 2003-11-24

Draft: 2003-11-25--2004-02-25

Revised: 2003-12-04

Revised: 2003-12-28

Final: 2004-03-02

Revised: 2005-06-01

Errata

post-finalization note: On 2020-03-18, Per Bothner began an email discussion of the proper
semantics of SRFI 48's freshline (~&) directive, suggesting a change when it is not known whether
the previous character was a newline. This is not an error in the SRFI, but deviation from it that Per
recommends. SRFI 48 author Ken Dickey responded with a patch to the sample implementation
that could be used to implement Per's change, if desired.

Abstract

This document specifies Format Strings, a method of interpreting a Scheme string which contains a
number of format directives that are replaced with other string data according to the semantics of each
directive. This SRFI extends SRFI 28 in being more generally useful but is less general than advanced
format strings in that it does not allow, aside from ~F, for controlled positioning of text within fields.

Issues

Some may disagree with specific escape options or return values. For those who desire complex
options as implemented by SLIB or Common Lisp's FORMAT, an upwards compatible "Advanced
Format" SRFI should be proposed.

In particular, the reference implementation given here does not accept numeric arguments (aside from
~F). Hence it does not support SRFI-29.

It is highly desireable that baseline library code be small, attempt to eliminiate heap allocation and
bound stack usage. This is especially important in embedded systems. This can be accomplished by
writing directly to a port, rather than a string, by not supporting ~W or ~F, and by replacing (display
(number->string n r) p) with a carefully written (display:number->string n r p) which does not build
intermediate strings.

As this is intermediate format, it was felt that ~F and ~W are too highly useful to elide. The ~H option is
helpful to users, allows for programattic query, and makes clear which format directives are supported.

Rationale

Inheriting from MacLisp, nearly all Lisp and Scheme implementations support some form of FORMAT
function with support for various numbers of format directives. By agreeing to the options here, we raise
the bar for portable code.

The reference implementation is R5RS compliant and easy to port. In not requiring advanced features
(aside from ~W and ~F) small implementations are possible. E.g. the reference code does not use side
effects (assignment) and is less than a third the source size of the latest SLIB implementation of
FORMAT (less than a tenth if ~F support is elided).

The optional port argument allows for compatibility with older code written for, e.g. scheme48, MIT
Scheme, T, et cetera, which required a port argument. It is also useful in cases where a synoptic
implementation of Scheme and CommonLisp is maintained.

Specification

format [port] format-string [ob] ...]
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Accepts a format template (a Scheme String), and processes it, replacing any format
directives in order with one or more characters, the characters themselves dependent on the
semantics of the format directive encountered. Each directive may consume one obj. It is an
error if fewer or more obj values are provided than format directives that require them.

When port is specified it must be either an output port or a boolean. If an output port is
specified, the formatted output is output into that port. If the port argument is #t, output is to
the current-output-port. If portis #£ or no port is specified, the output is returned as a
string. If portis specified and is #t or an output port, the result of the format function is
unspecified.

It is unspecified which encoding is used (e.g. ASCII, EBCDIC, UNICODE). A given
implementation must specify which encoding is used. The implementation may or may not
allow the encoding to be selected or changed.

It is an error if a format directive consumes an obj argument and that argument does not
conform to a required type as noted in the table below.

It is permissible, but highly discouraged, to implement pretty-print as (define
pretty-print write).

A format directive is a two character sequence in the string where the first character is a tilde
'~'. Directive characters are case-independent, i.e. upper and lower case characters are
interpreted the same. Each directive code's meaning is described in the following table:

DIRECTIVE MNEMONIC ACTION CONSUMES?
~a Any (display obj) for humans yes
~S Slashified  (write obj) for parsers yes
. L (write-with-shared-structure obj) like ~s, but handles
w WriteGircular recursive structures yes
~d Decimal the obj is a number which is output in decimal radix yes
X heXadecimal :ggigb] is a number which is output in hexdecimal yes
~0 Octal the obj is a number which is output in octal radix yes
~b Binary the obj is a number which is output in binary radix  yes
~C Character  the single charater obj is output by write-char yes
~y Yuppify the list obj is pretty-printed to the output yes
L the obj is another format-string and the following obj
~? Indirection is a list of arguments; format is called recursively yes
S the same as ~7? for backward compatibility with
~K Indirection some existing implementations yes
~w,dF outputs a number with width w and d digits
~[w[,d]JF  Fixed after the decimal; ~wF outputs a string or number  yes
with width w.
~~ Tilde output a tilde no
~t Tab output a tab character no
~% Newline output a newline character no
: output a newline character if it is known that the
~& Freshline previous output was not a newline no
~_ Space a single space character is output no
outputs one line of call synopsis, one line of
~h Help comment, and one line of synopsis for each format no

directive, starting with the directive (e.g. "~t")

The ~F, fixed format, directive requires some elucidation.

~wF is useful for strings or numbers. Where the string (or number->string of the number)
has fewer characters than the integer width w, the string is padded on the left with space
characters.

~w,dF is typically used only on numbers. For strings, the d specifier is ignored. For numbers,
the integer d specifies the number of decimal digits after the decimal place. Both w and d
must be zero or positive.

If d is specified, the number is processed as if added to 0.0, i.e. it is converted to an inexact
value.



(format "~8,2F" 1/3) => " 0.33"

If no d is specified, the number is not coerced to inexact.

(format "~6F" 32) => " 32"

Digits are padded to the right with zeros.

(format "~8,2F" 32) => " 32.00"

If the number is too large to fit in the width specified, a string longer than the width is returned.
(format "~1,2F" 4321) => "4321.00"

If the number is complex, d is applied to both real and imaginal parts.

(format "~1,2F" (sgrt -3.9)) => "0.00+1.97i"

For very large or very small numbers, the point where exponential notation is used is
implementation defined.

(format "~8F" 32e5) => " 3.2e6" or "3200000.0"

Examples

(format "~h")
;7 =>
"(format [<port>] <format-string> [<arg>...]) -- <port> is #t, #f or an
output-port

OPTION [MNEMONIC] DESCRIPTION -- This implementation Assumes ASCII Text
Encoding

~H [Help] output this text

~A [Any] (display arg) for humans

~S [Slashified] (write arg) for parsers

~~ [tilde] output a tilde

~T [Tab] output a tab character

~% [Newline] output a newline character

~& [Freshline] output a newline character if the previous output was not a
newline

~D [Decimal] the arg is a number which is output in decimal radix

~X [heXadecimal] the arg is a number which is output in hexdecimal radix
~0 [Octal] the arg is a number which is output in octal radix

~B [Binary] the arg is a number which is output in binary radix

~w,dF [Fixed] the arg is a string or number which has width w and d digits
after the decimal

~C [Character] charater arg is output by write-char

~ [Space] a single space character is output

~Y [Yuppify] the list arg is pretty-printed to the output

~? [Indirection] recursive format: next arg is a format-string and the
following arg a list of arguments

~K [Indirection] same as ~?

(format "Hello, ~a" "World!")

; => "Hello, World!"

(format "Error, list is too short: ~s" '(one "two" 3))
; => "Error, list is too short: (one \"twol" 3)"

(format "test me")
; => "test me"
(format "~a ~s ~a ~s" 'this 'is "a" "test")
; => "this is a \"test\""

format #t "#d~d #x~x #o~o #b~b~%" 32 32 32 32)
; Prints: #d32 #x20 #040 #b100000
=> <unspecified>

(

(format "~a ~? ~a" 'a "~s" '(new) 'test)



; =>"a new test"

(format #f "~&l1~&~&2~&~&~&3~%")

;=

1

2

3

(format #f "~a ~? ~a ~%" 3 " ~s ~s " '"(2 2) 3)
;=

"3 22 3

(format "~w" (let ( (¢ '(a b c)) ) (set-cdr! (cddr c) c) c))
; => "#l=(a b c . #1#)"

(format "~8,2F" 32)
; => " 32.00"

(format "~8,3F" (sqgrt -3.8))
; => "0.000+1.949i"

(format "~8,2F" 3.4567ell)
; => " 3.45ell"

(format "~6,3F" 1/3)
; => " 0.333"

(format "~4F" 12)
; => n 1 2 n

(format "~8,3F" 123.3456)
; => " 123.346"

(format "~6,3F" 123.3456)
; => "123.346"

(format "~2,3F" 123.3456)
; => "123.346"

(format "~8,3F" "foo")

7 => " foo"

(format "~a~a~&" (list->string (list #\newline)) "")
7 =>

Implementation

The implementation below requires SRFI-6 (Basic string ports), SRFI-23 (Error reporting mechanism)
and SRFI-38 (External Representation for Data With Shared Structure).

;7 IMPLEMENTATION DEPENDENT options

(define ascii-tab (integer->char 9)) ;; NB: assumes ASCII encoding
(define dont-print (if (eq? #t #f) 1))
;7 (define DONT-PRINT (string->symbol ""))
;; (define DONT-PRINT (void))
;7 (define DONT-PRINT #!void)
(define pretty-print write) ; ugly but permitted
;7 (require 'srfi-38) ;; write-with-shared-structure

Following three procedures are used by format ~F .
'inexact-number->string' determines whether output is fixed-point
notation or exponential notation. In the current definition,

the notation depends on the implementation of 'number->string'.

Ne Ne Neo wo
Ne Ne Neo wo



'exact-number->string' is expected to output only numeric characters
(not including such as '#', 'e', '.', '/') if the input is an positive
integer or zero.

'real-number->string' is used when the digits of ~F is not specified.
(define (inexact-number->string x) (number->string (exact->inexact Xx)))

° o
rr
° o
rr
. o
rr
. o
rrs

(define (exact-number->string x) (number->string (inexact->exact x)))
(define (real-number->string x) (number->string x))
;3 FORMAT
(define (format . args)
(cond

((null? args)
(error "FORMAT: required format-string argument is missing")
)
((string? (car args))
(apply format (cons #f args)))
((< (length args) 2)
(error (format #f "FORMAT: too few arguments ~s" (cons 'format args)))
)
(else
(let ( (output-port (car args))
(format-string (cadr args))
(args (cddr args))

)
(letrec ( (port
(cond ((output-port? output-port) output-port)
((eg? output-port #t) (current-output-port))
((eg? output-port #f) (open-output-string))
(else (error
(format #f "FORMAT: bad output-port argument:

~s
output-port)))
) )
(return-value
(if (eq? output-port #f) ;; 1f format into a string
(lambda () (get-output-string port)) ;; then return the
string

(lambda () dont-print)) ;; else do something harmless

)

(define (string-index str c)
(let ( (len (string-length str)) )
(let loop ( (i 0) )
(cond ((= i len) #f)
((egv? c (string-ref str i)) i)
(else (loop (+ i 1)))))))

(define (string-grow str len char)
(let ( (off (- len (string-length str))) )
(if (positive? off)
(string-append (make-string off char) str)
str)))

(define (compose-with-digits digits pre-str frac-str exp-str)
(let ( (frac-len (string-length frac-str)) )
(cond
((< frac-len digits) ;; grow frac part, pad with zeros
(string-append pre-str "."
frac-str (make-string (- digits frac-len) #\0)
exp-str)
)
((= frac-len digits) ;; frac-part is exactly the right size
(string-append pre-str "."
frac-str
exp-str)
)
(else ;; must round to shrink it
(let* ( (minus-flag (and (> (string-length pre-str) 0)
(char=? (string-ref pre-str 0) #\-
)))

(pre-str* (if minus-flag



(substring pre-str 1 (string-length
pre-str))

pre-str))
(first-part (substring frac-str 0 digits))
(last-part (substring frac-str digits frac-1len))
(temp-str
(string-grow
(exact-number->string
(round (string->number

(string-append pre-str* first-part "."
last-part))))

digits
#\0))
(temp-len (string-length temp-str))
(new-pre (substring temp-str 0 (- temp-len
digits)))
(new-frac (substring temp-str (- temp-len digits)
temp-1len))
)
(string-append
(if minus-flag "-" "")
(if (string=? new-pre "")
;7 check if the system displays integer part of
numbers

;7 whose absolute value is 0 < x < 1.
(if (and (string=? pre-str* "")

(> digits 0)
(not (= (string->number new-frac) 0)))
nn ||0||)
new-pre)

new-frac
exp-str)))
) ) )

(define (format-fixed number-or-string width digits) ; returns a
string

(cond
((string? number-or-string)
(string-grow number-or-string width #\space)
)
( (number? number-or-string)
(let ( (real (real-part number-or-string))
(imag (imag-part number-or-string))

(cond
((not (zero? imag))
(string-grow
(string-append (format-fixed real 0 digits)

(if (negative? imag) "" "+")
(format-fixed imag 0 digits)
Ilill)
width
#\space)
)
(digits
(let* ( (num-str (inexact-number->string real))

(dot-index (string-index num-str #\.))
(exp-index (string-index num-str #\e))
(length (string-length num-str))
(pre-string
(if dot-index
(substring num-str 0 dot-index)
(if exp-index
(substring num-str 0 exp-index)
num-str))
)
(exp-string
(if exp-index
(substring num-str exp-index length)

")



(frac-string

(if dot-ind
(if exp
(su
index)
(su
length))

")
)

check +inf.o0,

f (string-index
(string-grow n
(string-grow
(compose-with

i
(1

width
#\space))
))
(else ;; no digits
(string-grow (real-n
))
(else
(error
(format "FORMAT: ~F req
number-or-string)))

))

(define documentation-string
"(format [<port>] <format-string> [<a
output-port

OPTION [MNEMONIC] DESCRIPTION
Encoding

~H [Help] output this t
~A [Any] (display arg)
~S [Slashified] (write arg) f
~W [WriteCircular] like ~s but o
structures

~~ [tilde] output a tild
~T [Tab] output a tab
~% [Newline] output a newl
~& [Freshline] output a newl
was not a newline

~D [Decimal] the arg is a
~X [heXadecimal] the arg is a
radix

~0 [Octal] the arg is a
~B [Binary] the arg is a
~w,dF [Fixed] the arg is a
d digits after the decimal

~C [Character] charater arg
~ [Space] a single spac
~Y [Yuppify] the list arg

~? [Indirection]
list of arguments

~K [Indirection]

same as -~?

)

(define (require-an-arg args
(if (null? args)

(error "FORMAT: too few arguments"”

)

(define (format-help format-

(letrec (
(length-of-format-string

(anychar-dispatch

ex
-index
bstring num-str (+ dot-index 1) exp-

bstring num-str (+ dot-index 1)

inf.0, +nan.0, -nan.0
num-str #\n)

um-str width #\space)
-digits digits
pre-string

frac-string
exp-string)

umber->string real) width #\space)))

uires a number or a string, got ~s"

rg>...]) -- <port> is #t, #f or an
-- Implementation Assumes ASCII Text

ext
for humans
or parsers
utputs circular and recursive data

e
character

ine character

ine character if the previous output
number which is output in decimal radix
number which is output in hexdecimal
number which is output in octal radix
number which is output in binary radix
string or number which has width w and

is output by write-char
e character is output
is pretty-printed to the output

recursive format: next 2 args are format-string and

)
))

strg arglist)

(string-length format-strg))



(lambda (pos arglist last-was-newline)
(if (>= pos length-of-format-string)
arglist ; return unused args
(let ( (char (string-ref format-strg pos)) )
(cond
((egv? char #\~)
(tilde-dispatch (+ pos 1) arglist last-was-newline))
(else
(write-char char port)
(anychar-dispatch (+ pos 1) arglist #f)
)

))
)) ; end anychar-dispatch

(has-newline?
(lambda (whatever last-was-newline)
(or (eqv? whatever #\newline)
(and (string? whatever)
(let ( (len (string-length whatever)) )
(if (zero? len)
last-was-newline
(eqv? #\newline (string-ref whatever (- len

YN

)) ; end has-newline?

(tilde-dispatch
(lambda (pos arglist last-was-newline)
(cond
((>= pos length-of-format-string)
(write-char #\~ port) ; tilde at end of string is just
output
arglist ; return unused args

(else
(case (char-upcase (string-ref format-strg pos))
((#\A) ; Any -- for humans
(require-an-arg arglist)
(let ( (whatever (car arglist)) )
(display whatever port)
(anychar-dispatch (+ pos 1)
(cdr arglist)

(has-newline? whatever last-was-
newline))

))

((#\S) ; Slashified -- for parsers

(require-an-arg arglist)

(let ( (whatever (car arglist)) )
(write whatever port)
(anychar-dispatch (+ pos 1)

(cdr arglist)

(has-newline? whatever last-was-
newline))
))
((#\W)
(require-an-arg arglist)
(let ( (whatever (car arglist)) )
(write-with-shared-structure whatever port) ;;
srfi-38
(anychar-dispatch (+ pos 1)
(cdr arglist)

(has-newline? whatever last-was-
newline))

))

((#\D) ; Decimal

(require-an-arg arglist)

(display (number->string (car arglist) 10) port)
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)

)

( (#\X) ; HeXadecimal

(require-an-arg arglist)

(display (number->string (car arglist) 16) port)
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)



)
( (#\0) ; Octal

(require-an-arg arglist)

(display (number->string (car arglist) 8) port)
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)

)
( (#\B) ; Binary

(require-an-arg arglist)

(display (number->string (car arglist) 2) port)
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)

)
((#\C) ; Character
(require-an-arg arglist)
(write-char (car arglist) port)
(anychar-dispatch (+ pos 1) (cdr arglist) (eqgv? (car
arglist) #\newline))

)
((#\~) ; Tilde

(write-char #\~ port)

(anychar-dispatch (+ pos 1) arglist #f)

)
((#\%) ; Newline

(newline port)

(anychar-dispatch (+ pos 1) arglist #t)

)
((#\&) ; Freshline
(if (not last-was-newline) ;; (unless last-was-newline

(newline port))
(anychar-dispatch (+ pos 1) arglist #t)

)
((#\_) ; Space

(write-char #\space port)
(anychar-dispatch (+ pos 1) arglist #f)

)
((#\T) ; Tab -- IMPLEMENTATION DEPENDENT ENCODING
(write-char ascii-tab port)

(anychar-dispatch (+ pos 1) arglist #f)

)
((#\Y) ; Pretty-print
(pretty-print (car arglist) port) ;; IMPLEMENTATION

DEPENDENT
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)

)
( (#\F)

(require-an-arg arglist)

(display (format-fixed (car arglist) 0 #f) port)
(anychar-dispatch (+ pos 1) (cdr arglist) #f£)

)
((#\0 #\1 #\2 #\3 #\4 #\5 #\6 #\7 #\8 #\9) ;; gather
"~w[,d]F" w and d digits
(let loop ( (index (+ pos 1))

(w-digits (list (string-ref format-strg
pos)))

(d-digits '())

(in-width? #t)

(if (>= index length-of-format-string)
(error
(format "FORMAT: improper numeric format

directive in ~s" format-strgqg))
(let ( (next-char (string-ref format-strg index))

)
(cond
( (char-numeric? next-char)
(if in-width?
(loop (+ index 1)
(cons next-char w-digits)
d-digits
in-width?)
(loop (+ index 1)
w-digits



(cons next-char d-digits)
in-width?))

((char=? (char-upcase next-char) #\F)
(let ( (width (string->number (list->string
(reverse w-digits))))
(digits (if (zero? (length d-digits))
#£

(string->number (list-
>string (reverse d-digits)))))

)
(display (format-fixed (car arglist) width
digits) port)
(anychar-dispatch (+ index 1) (cdr arglist)
#£))
)
((char=? next-char #\,)
(if in-width?
(loop (+ index 1)
w-digits
d-digits
#1f)
(error
(format "FORMAT: too many commas in
directive ~s" format-strg)))

(else
(error (format "FORMAT: ~~w.dF directive ill-
formed in ~s" format-strg))))))

((#\? #\K) ; indirection -- take next arg as
format string
(cond ; and following arg as list of format
args
((< (length arglist) 2)
(error
(format "FORMAT: less arguments than specified for

~~2: ~s" arglist))

((not (string? (car arglist)))
(error
(format "FORMAT: ~~? requires a string: ~s

(car
arglist)))

(else
(format-help (car arglist) (cadr arglist))
(anychar-dispatch (+ pos 1) (cddr arglist) #f£)
)))
((#\H) ; Help
(display documentation-string port)
(anychar-dispatch (+ pos 1) arglist #t)
)
(else
(error (format "FORMAT: unknown tilde escape: ~s
(string-ref format-strg pos))))

)))
)) ; end tilde-dispatch
) ; end letrec

; format-help main
(anychar-dispatch 0 arglist #f)
)) ; end format-help

; format main
(let ( (unused-args (format-help format-string args)) )
(if (not (null? unused-args))
(error
(format "FORMAT: unused arguments ~s" unused-args)))
(return-value))

)) ; end letrec, if
))) ; end format
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61: A more general cond clause
by Taylor Campbell

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-61@srfi.schemers.org. To subscribe to the
list, follow these instructions. You can access previous messages via the mailing list archive.

o Received: 2005-01-04
o Draft: 2005-01-03--2005-03-04
o Final: 2005-07-21

Abstract

This SRFI proposes an extension to the cond syntax to allow a more general clause, one that allows
binding the results of tests as in the => clauses and user-defined meaning of the success & failure of
tests.

Rationale

The present set of cond clauses is based on simple boolean testing. It is prohibitively inexpressive in
that the condition part of a cond clause that uses => may pass only a single value to the receiver, and it
enforces a semantics whereby #£ implies failure of the condition. Programmers frequently use different
tokens to imply failure, such as in R5RS's 1/0O readers which return a distinguished 'EOF object' to
denote failure, and a successful condition may produce more than one useful value. This simple
extension allows any meaning of 'failure' to be assigned on a per-clause basis, and it also allows the
condition to return multiple values to be passed to the receiver.

Specification

The <cond clause> production in the formal syntax of Scheme as written by R5RS in section 7.1.3 is
extended with a new option:

<cond clause> --->
| (<generator> <guard> => <receiver>)
where <generator>, <guard>, & <receiver> are all <expression>s.

Clauses of this form have the following semantics: <generator> is evaluated. It may return arbitrarily
many values. <Guard> is applied to an argument list containing the values in order that <generator>
returned. If <guard> returns a true value for that argument list, <receiver> is applied with an
equivalent argument list. If <guard> returns a false value, however, the clause is abandoned and the
next one is tried.

Examples

This port->char-1ist procedure accepts an input port and returns a list of all the characters it
produces until the end.

(define (port->char-list port)
(cond ((read-char port) char?
=> (lambda (c) (cons c (port->char-list port))))
(else "())))

Consider now a hypothetical table-entry procedure that accepts two arguments, a table (perhaps a
hash table) and a key to an entry that may be in the table; it returns two values: a boolean that denotes
whether or not an entry with the given key was in the table and, if it was, the value associated with the

key. Also, a hypothetical proj0 combinator (projection of argument 0) returns its oth argument and
ignores all others. One might conditionally branch to a certain body of code if the table contains the
desired entry like so with the new type of cond clause:

(cond ...
((table-entry <table> <key>) projo0
=> (lambda (present? value)
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...[VALUE is bound to the value of the entry]...))
-)

Implementation

The entirety of a syntax transformer for the new cond syntax is given here. It uses an auxiliary macro,
cond/maybe-more, to simplify the construction of if expressions with or without more cond clauses.
The code is in the public domain.

(define-syntax cond
(syntax-rules (=> ELSE)

((COND (ELSE elsel else2 ...))

;; The (IF #T (BEGIN ...)) wrapper ensures that there may be no

;; internal definitions in the body of the clause. R5RS
mandates

;; this in text (by referring to each subform of the clauses as

;; <expression>) but not in its reference implementation of
COND,

;; which just expands to (BEGIN ...) with no (IF #T ...)
wrapper.

(IF #T (BEGIN elsel else2 ...)))

((COND (test => receiver) more-clause ...)
(LET ((T test))
(COND/MAYBE-MORE T
(receiver T)
more-clause ...)))

((COND (generator guard => receiver) more-clause ...)
(CALL-WITH-VALUES (LAMBDA () denerator)
(LAMBDA T
(COND/MAYBE-MORE (APPLY guard T)
(APPLY receiver T)
more-clause ...))))

((COND (test) more-clause ...)
(LET ((T test))
(COND/MAYBE-MORE T T more-clause ...)))

((COND (test bodyl body2 ...) more-clause ...)
(COND/MAYBE-MORE test
(BEGIN bodyl body2 ...)
more-clause ...))))

(define-syntax cond/maybe-more
(syntax-rules ()
( (COND/MAYBE-MORE test consequent)
(IF test
consequent))
( (COND/MAYBE-MORE test consequent clause ...)
(IF test
consequent
(COND clause ...)))))
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64: A Scheme API for test suites

by Per Bothner
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Status
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Received: 2005-01-07

Draft: 2005-01-28--2005-03-28

Revised: 2005-10-18

Revised: 2006-02-24

Final: 2006-06-18

Revised to fix errata: 2016-08-11

Revised to fix links and to refer to RackUnit, the new name of SchemeUnit: 2023-11-29

Abstract

This defines an API for writing test suites, to make it easy to portably test Scheme APIs, libraries,
applications, and implementations. A test suite is a collection of test cases that execute in the context of
a test-runner. This specification also supports writing new test-runners, to allow customization of
reporting and processing the result of running test suites.

Rationale

The Scheme community needs a standard for writing test suites. Every SRFI or other library should
come with a test suite. Such a test suite must be portable, without requiring any non-standard features,
such as modules. The test suite implementation or "runner" need not be portable, but it is desirable that
it be possible to write a portable basic implementation.

There are other testing frameworks written in Scheme, including RackUnit. However RackUnit is not
portable. It is also a bit on the verbose side. It would be useful to have a bridge between this framework
and RackUnit so RackUnit tests could run under this framework and vice versa. There exists also at
least one Scheme wrapper providing a Scheme interface to the "standard" JUnit API for Java. It would
be useful to have a bridge so that tests written using this framework can run under a JUnit runner.
Neither of these features are part of this specification.

This API makes use of implicit dynamic state, including an implicit "test runner". This makes the API
convenient and terse to use, but it may be a little less elegant and "compositional" than using explicit
test objects, such as JUnit-style frameworks. It is not claimed to follow either object-oriented or
functional design principles, but | hope it is useful and convenient to use and extend.

This proposal allows converting a Scheme source file to a test suite by just adding a few macros. You
don't have to write the entire file in a new form, thus you don't have to re-indent it.

All names defined by the API start with the prefix test-. All function-like forms are defined as syntax.
They may be implemented as functions or macros or built-ins. The reason for specifying them as syntax
is to allow specific tests to be skipped without evaluating sub-expressions, or for implementations to add
features such as printing line numbers or catching exceptions.

Specification
While this is a moderately complex specification, you should be able to write simple test suites after just

reading the first few sections below. More advanced functionality, such as writing a custom test-runner,
is at the end of the specification.

Writing basic test suites

Let's start with a simple example. This is a complete self-contained test-suite.

;; Initialize and give a name to a simple testsuite.
(test-begin "vec-test")

(define v (make-vector 5 99))

;; Require that an expression evaluate to true.
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(test-assert (vector? v))

;; Test that an expression is eqv? to some other expression.
(test-eqv 99 (vector-ref v 2))

(vector-set! v 2 7)

(test-eqv 7 (vector-ref v 2))

;; Finish the testsuite, and report results.

(test-end "vec-test")

This testsuite could be saved in its own source file. Nothing else is needed: We do not require any top-
level forms, so it is easy to wrap an existing program or test to this form, without adding indentation. It is
also easy to add new tests, without having to name individual tests (though that is optional).

Test cases are executed in the context of a test runner, which is a object that accumulates and reports
test results. This specification defines how to create and use custom test runners, but implementations
should also provide a default test runner. It is suggested (but not required) that loading the above file in
a top-level environment will cause the tests to be executed using an implementation-specified default

test runner, and test-end will cause a summary to be displayed in an implementation-specified
manner.

Simple test-cases

Primitive test cases test that a given condition is true. They may have a name. The core test case form
is test-assert:

(test-assert [test-name] expression)

This evaluates the expression. The test passes if the result is true; if the result is false, a test failure is
reported. The test also fails if an exception is raised, assuming the implementation has a way to catch
exceptions. How the failure is reported depends on the test runner environment. The test-name is a
string that names the test case. (Though the test-name is a string literal in the examples, it is an
expression. It is evaluated only once.) It is used when reporting errors, and also when skipping tests, as
described below. It is an error to invoke test-assert if there is no current test runner.

The following forms may be more convenient than using test-assert directly:

(test-eqv [test-name] expected test-expr)

This is equivalent to:

(test-assert [test-name] (eqv? expected test-expr))

Similarly test-equal and test-eq are shorthand for test-assert combined with equal? or eq?,
respectively:

(test-equal [test-name] expected test-expr)
(test-eq [test-name] expected test-expr)

Here is a simple example:

(define (mean x y) (/ (+ xy) 2.0))
(test-eqv 4 (mean 3 5))

For testing approximate equality of inexact reals we can use test-approximate:
(test-approximate [test-name] expected test-expr error)

This is equivalent to (except that each argument is only evaluated once):
(test-assert [test-name]

(and (>= test-expr (- expected error))
(<= test-expr (+ expected error))))

Tests for catching errors

We need a way to specify that evaluation should fail. This verifies that errors are detected when
required.

(test-error [[test-name] error-type] test-expr)

Evaluating test-expr is expected to signal an error. The kind of error is indicated by error-type.



If the error-type is left out, or it is #t, it means "some kind of unspecified error should be signaled".
For example:

(test-error #t (vector-ref '#(1 2) 9))

This specification leaves it implementation-defined (or for a future specification) what form test-error
may take, though all implementations must allow #t. Some implementations may support SRFI-35's
conditions, but these are only standardized for SRFI-36's 1/0O conditions, which are seldom useful in test
suites. An implementation may also allow implementation-specific "exception types". For example Java-
based implementations may allow the names of Java exception classes:

;7 Kawa-specific example
(test-error <java.lang.IndexOutOfBoundsException> (vector-ref '#(1 2) 9))

An implementation that cannot catch exceptions should skip test-error forms.
Testing syntax

Testing syntax is tricky, especially if we want to check that invalid syntax is causing an error. The
following utility function can help:

(test-read-eval-string string)

This function parses string (using read) and evaluates the result. The result of evaluation is returned
from test-read-eval-string. An error is signalled if there are unread characters after the read is
done. For example:

(test-read-eval-string "(+ 3 4)") evaluatesto 7.

(test-read-eval-string " (+ 3 4") signals an error.

(test-read-eval-string "(+ 3 4) ") signals an error, because there is extra "junk" (i.e. a
space) after the list is read.

The test-read-eval-string used in tests

(test-equal 7 (test-read-eval-string "(+ 3 4)"))
(test-error (test-read-eval-string "(+ 3"))

(test-equal #\newline (test-read-eval-string "#\\newline"))
(test-error (test-read-eval-string "#\\newlin"))

;; Skip the next 2 tests unless srfi-62 is available.
(test-skip (cond-expand (srfi-62 0) (else 2)))
(test-equal 5 (test-read-eval-string "(+ 1 #;(* 2 3) 4)"))
(test-equal '(x z) (test-read-string "(list 'x #;'y '2z)"))

Test groups and paths

A test group is a named sequence of forms containing testcases, expressions, and definitions. Entering
a group sets the test group name; leaving a group restores the previous group name. These are
dynamic (run-time) operations, and a group has no other effect or identity. Test groups are informal
groupings: they are neither Scheme values, nor are they syntactic forms.

A test group may contain nested inner test groups. The test group path is a list of the currently-active
(entered) test group names, oldest (outermost) first.

(test-begin suite-name [count])

A test-begin enters a new test group. The suite-name becomes the current test group name, and
is added to the end of the test group path. Portable test suites should use a string literal for suite-
name; the effect of expressions or other kinds of literals is unspecified.

Rationale: In some ways using symbols would be preferable. However, we want human-readable
names, and standard Scheme does not provide a way to include spaces or mixed-case text in literal
symbols.

The optional count must match the number of test-cases executed by this group. (Nested test groups
count as a single test case for this count.) This extra test may be useful to catch cases where a test
doesn't get executed because of some unexpected error.

Additionally, if there is no currently executing test runner, one is installed in an implementation-defined
manner.

(test-end [suite-name])
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A test-end leaves the current test group. An error is reported if the suite-name does not match the
current test group name.

Additionally, if the matching test-begin installed a new test-runner, then the test-end will uninstall
it, after reporting the accumulated test results in an implementation-defined manner.

(test-group suite-name decl-or-expr ...)
Equivalent to:

(if (not (test-to-skip$% suite-name))
(dynamic-wind
(lambda () (test-begin suite-name))
(lambda () decl-or-expr ...)
(lambda () (test-end suite-name))))

This is usually equivalent to executing the decl-or-exprs within the named test group. However, the
entire group is skipped if it matched an active test-skip (see later). Also, the test-end is executed
in case of an exception.

Handling set-up and cleanup

(test-group-with-cleanup suite-name
decl-or-expr ...
cleanup-form)

Execute each of the decl-or-expr forms in order (as in a <body>), and then execute the cleanup-
form. The latter should be executed even if one of a decl-or-expr forms raises an exception
(assuming the implementation has a way to catch exceptions).

For example:

(let ((f (open-output-file "log")))
(test-group-with-cleanup "test-file"
(do-a-bunch-of-tests f)
(close-output-port f)))

Erratum note: Earlier versions had a non-working example.
Conditonal test-suites and other advanced features

The following describes features for controlling which tests to execute, or specifying that some tests are
expected to fail.

Test specifiers

Sometimes we want to only run certain tests, or we know that certain tests are expected to fail. A test
specifier is one-argument function that takes a test-runner and returns a boolean. The specifier may be
run before a test is performed, and the result may control whether the test is executed. For
convenience, a specifier may also be a non-procedure value, which is coerced to a specifier procedure,
as described below for count and name.

A simple example is:

(if some-condition
(test-skip 2)) ;; skip next 2 tests

(test-match-name name) )
The resulting specifier matches if the current test name (as returned by test-runner-test-name) is
equal? to name.

(test-match-nth n [count])

This evaluates to a stateful predicate: A counter keeps track of how many times it has been called. The
predicate matches the n'th time it is called (where 1 is the first time), and the next (- count 1) times,
where count defaults to 1.

(test-match-any specifier ...)
The resulting specifier matches if any specifier matches. Each specifieris applied, in order, so
side-effects from a later specifier happen even if an earlier specifieris true.

(test-match-all specifier ...)
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The resulting specifier matches if each specifier matches. Each specifieris applied, in order, so
side-effects from a later specifier happen even if an earlier specifieris false.

count (i.e. an integer)
Convenience short-hand for: (test-match-nth 1 count).

name (I.e. a string)
Convenience short-hand for (test-match-name name).

Skipping selected tests

In some cases you may want to skip a test.
(test-skip specifier)

Evaluating test-skip adds the resulting specifier to the set of currently active skip-specifiers.
Before each test (or test-group) the set of active skip-specifiers are applied to the active test-runner.
If any specifier matches, then the test is skipped.

For convenience, if the specifieris a string that is syntactic sugar for (test-match-name
specifier). For example:

(test-skip "test-b")
(test-assert "test-a")

executed
(test-assert "test-b") S

;7 skipped
Any skip specifiers introduced by a test-skip are removed by a following non-nested test-end.

(test-begin "groupl")

(test-skip "test-a")

(test-assert "test-a") ;7 skipped

(test-end "groupl") ;; Undoes the prior test-skip
(test-assert "test-a") ;; executed

Expected failures

Sometimes you know a test case will fail, but you don't have time to or can't fix it. Maybe a certain
feature only works on certain platforms. However, you want the test-case to be there to remind you to fix
it. You want to note that such tests are expected to fail.

(test-expect-fail specifier)

Matching tests (where matching is defined as in test-skip) are expected to fail. This only affects test
reporting, not test execution. For example:

(test-expect-fail 2)

(test-eqv ...) expected to fail
(test-eqv ...) expected to fail
(test-eqv ...) expected to pass

~e ~eo we
~e ~eo we

Test-runner

A test-runner is an object that runs a test-suite, and manages the state. The test group path, and the
sets skip and expected-fail specifiers are part of the test-runner. A test-runner will also typically
accumulate statistics about executed tests.

(test-runner? value)
True iff value is a test-runner object.

(test-runner-current)

(test-runner-current runner)

Get or set the current test-runner. If an implementation supports parameter objects (as in SRFI-39),
then test-runner-current can be a parameter object. Alternatively, test-runner-current may
be implemented as a macro or function that uses a fluid or thread-local variable, or a plain global
variable.

(test-runner-get)
Same as (test-runner-current), but throws an exception if there is no current test-runner.

(test-runner-simple)
Creates a new simple test-runner, that prints errors and a summary on the standard output port.
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(test-runner-null)
Creates a new test-runner, that does nothing with the test results. This is mainly meant for extending
when writing a custom runner.

Implementations may provide other test-runners, perhaps a (test-runner-gui).

(test-runner-create)
Create a new test-runner. Equivalent to ( (test-runner-factory)).

(test-runner-factory)

(test-runner-factory factory)

Get or set the current test-runner factory. A factory is a zero-argument function that creates a new test-
runner. The default value is test-runner-simple, but implementations may provide a way to
override the default. As with test-runner-current, this may be a parameter object, or use a per-
thread, fluid, or global variable.

Running specific tests with a specified runner

(test-apply [runner] specifier ... procedure)

Calls procedure with no arguments using the specified runner as the current test-runner. If runner
is omitted, then (test-runner-current) is used. (If there is no current runner, one is created as in
test-begin.) If one or more specifiers are listed then only tests matching the specifiers are
executed. A specifier has the same form as one used for test-skip. A test is executed if it
matches any of the specifiersinthe test-apply and does not match any active test-skip
specifiers.

(test-with-runner runner decl-or-expr ...) _
Executes each decl-or-exprin order in a context where the current test-runner is runner.

Test results

Running a test sets various status properties in the current test-runner. This can be examined by a
custom test-runner, or (more rarely) in a test-suite.

Result kind

Running a test may yield one of the following status symbols:

'pass

The test passed, as expected.
'fail

The test failed (and was not expected to).
'xfail

The test failed and was expected to.
'xXpass

The test passed, but was expected to fail.
'skip

The test was skipped.

(test-result-kind [runner])

Returns one of the above result codes from the most recent tests. Returns #£ if no tests have been run
yet. If we've started on a new test, but don't have a result yet, then the result kind is 'xfail if the test is
expected to fail, ' skip if the test is supposed to be skipped, or #£ otherwise.

(test-passed? [runner])

True if the value of (test-result-kind [runner]) isone of 'pass or 'xpass. Thisis a
convenient shorthand that might be useful in a test suite to only run certain tests if the previous test
passed.

Test result properties

A test runner also maintains a set of more detailed "result properties" associated with the current or
most recent test. (l.e. the properties of the most recent test are available as long as a new test hasn't
started.) Each property has a name (a symbol) and a value (any value). Some properties are standard
or set by the implementation; implementations can add more.

(test-result-ref runner 'pname [default])
Returns the property value associated with the pname property name. If there is no value associated
with ' pname return default, or #f if default isn't specified.



(test-result-set! runner 'pname value)
Sets the property value associated with the pname property name to value. Usually implementation
code should call this function, but it may be useful for a custom test-runner to add extra properties.

(test-result-remove runner 'pname)
Remove the property with the name ' pname.

(test-result-clear runner)
Remove all result properties. The implementation automatically calls test-result-clear at the start
of a test-assert and similar procedures.

(test-result-alist runner)

Returns an association list of the current result properties. It is unspecified if the result shares state with
the test-runner. The result should not be modified; on the other hand, the result may be implicitly
modified by future test-result-set! or test-result-remove calls. However, a test-result-
clear does not modify the returned alist. Thus you can "archive" result objects from previous runs.

Standard result properties

The set of available result properties is implementation-specific. However, it is suggested that the
following might be provided:

'result-kind
The result kind, as defined previously. This is the only mandatory result property.
(test-result-kind runner) is equivalent to:
(test-result-ref runner 'result-kind)
'source-file
'source-line
If known, the location of test statements (such as test-assert) in test suite source code.
'source-form
The source form, if meaningful and known.
'expected-value
The expected non-error result, if meaningful and known.
'expected-error
The error-type specified in a test-error, if it meaningful and known.
'actual-value
The actual non-error result value, if meaningful and known.
'actual-error
The error value, if an error was signalled and it is known. The actual error value is implementation-
defined.

Writing a new test-runner
This section specifies how to write a test-runner. It can be ignored if you just want to write test-cases.
Call-back functions

These call-back functions are "methods" (in the object-oriented sense) of a test-runner. A method
test-runner-on-event is called by the implementation when event happens.

To define (set) the callback function for event use the following expression. (This is normally done
when initializing a test-runner.)
(test-runner-on-event! runner event-function)

An event-function takes a test-runner argument, and possibly other arguments, depending on the
event.

To extract (get) the callback function for event do this:
(test-runner-on-event runner)

To extract call the callback function for event use the following expression. (This is normally done by
the implementation core.)
((test-runner-on-event runner) runner other-args ...)

The following call-back hooks are available.

(test-runner-on-test-begin runner)

(test-runner-on-test-begin! runner on-test-begin-function)
(on-test-begin-function runner)

The on-test-begin-functionis called at the start of an individual testcase, before the test
expression (and expected value) are evaluated.



(test-runner-on-test-end runner)

(test-runner-on-test-end! runner on-test-end-function)

(on-test-end-function runner)

The ogﬁ—k;*.lest—end—function is called at the end of an individual testcase, when the result of the test
IS avallaple.

(test-runner-on-group-begin runner)

(test-runner-on-group-begin! runner on-group-begin-function)
(on-group-begin-function runner suite-name count)

The on-group-begin-functionis called by a test-begin, including at the start of a test-
group. The suite-name is a Scheme string, and count is an integer or #£.

(test-runner-on-group-end runner)

(test-runner-on-group-end! runner on-group-end-function)
(on-group-end-function runner)

The on-group-end-functionis called by a test-end, including at the end of a test-group.

(test-runner-on-bad-count runner)

(test-runner-on-bad-count! runner on-bad-count-function)
(on-bad-count-function runner actual-count expected-count)

Called from test-end (before the on-group-end-functionis called) if an expected-count was
specified by the matching test-begin and the expected-count does not match the actual-
count of tests actually executed or skipped.

(test-runner-on-bad-end-name runner)

(test-runner-on-bad-end-name! runner on-bad-end-name-function)
(on-bad-end-name-function runner begin-name end-name)

Called from test-end (before the on-group-end-functionis called) if a suite-name was
specified, and it did not that the name in the matching test-begin.

(test-runner-on-final runner)

(test-runner-on-final! runner on-final-function)

(on-final-function runner)

The on-final-function takes one parameter (a test-runner) and typically displays a summary
(count) of the tests. The on-final-functionis called after called the on-group-end-function
correspondiong to the outermost test-end. The default value is test-on-final-simple which
writes to the standard output port the number of tests of the various kinds.

The default test-runner returned by test-runner-simple uses the following call-back functions:
(test-on-test-begin-simple runner)

(test-on-test-end-simple runner)

(test-on-group-begin-simple runner suite-name count)
(test-on-group-end-simple runner)

(test-on-bad-count-simple runner actual-count expected-count)
(test-on-bad-end-name-simple runner begin-name end-name)

You can call those if you want to write your own test-runner.

Test-runner components

The following functions are for accessing the other components of a test-runner. They would normally
only be used to write a new test-runner or a match-predicate.

(test-runner-pass-count runner)
Returns the number of tests that passed, and were expected to pass.

(test-runner-fail-count runner)
Returns the number of tests that failed, but were expected to pass.

(test-runner-xpass-count runner)
Returns the number of tests that passed, but were expected to fail.

(test-runner-xfail-count runner)
Returns the number of tests that failed, and were expected to pass.

(test-runner-skip-count runner)
Returns the number of tests or test groups that were skipped.

(test-runner-test-name runner)

Returns the name of the current test or test group, as a string. During execution of test-begin this is
the name of the test group; during the execution of an actual test, this is the name of the test-case. If no
name was specified, the name is the empty string.



(test-runner-group-path runner)
A list of names of groups we're nested in, with the outermost group first.

(test-runner-group-stack runner)
A list of names of groups we're nested in, with the outermost group last. (This is more efficient than
test-runner-group-path, since it doesn't require any copying.)

(test-runner-aux-value runner)

(test-runner-aux-value! runner on-test)

Get or set the aux-value field of a test-runner. This field is not used by this API or the test-runner-
simple test-runner, but may be used by custom test-runners to store extra state.

(test-runner-reset runner)
Resets the state of the runner to its initial state.

Example

This is an example of a simple custom test-runner. Loading this program before running a test-suite will
install it as the default test runner.

(define (my-simple-runner filename)
(let ((runner (test-runner-null))
(port (open-output-file filename))
(num-passed 0)
(num-failed 0))
(test-runner-on-test-end! runner
(lambda (runner)
(case (test-result-kind runner)
((pass xpass) (set! num-passed (+ num-passed 1)))
((fail xfail) (set! num-failed (+ num-failed 1)))
(else #t))))
(test-runner-on-final! runner
(lambda (runner)
(format port "Passing tests: ~d.~%Failing tests: ~d.~%"
num-passed num-failed)
(close-output-port port)))
runner))

(test-runner-factory
(lambda () (my-simple-runner "/tmp/my-test.log")))

Implementation

The test implementation uses cond-expand (SRFI-0) to select different code depending on certain
SRFl names (srfi-9, srfi-34, srfi-35, srfi-39), or implementations (kawa). It should otherwise
be portable to any R5RS implementation.

testing.scm
Examples

Here is srfi-25-test.scm, based converted from Jussi Piitulainen's test . scm for SRFI-25.

Test suite

Of course we need a test suite for the testing framework itself. This suite srfi-64-test.scmwas

contributed by Donovan Kolbly <donovan@rscheme.org>.

Copyright

Copyright (C) Per Bothner (2005, 2006)

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and
associated documentation files (the "Software"), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial
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portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS
FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS
OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER LIABILITY,
WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM, OUT OF OR
IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.

Author: Per Bothner
Editor: Francisco Solsona

Last modified: Thu Mar 31 19:49:52 MST 2011
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69: Basic hash tables
by Panu Kalliokoski

Status

This SRFI is currently in final status. Here is an explanation of each status that a SRFI can hold. To
provide input on this SRFI, please send email to srfi-69 @srfi.schemers.org. To subscribe to
the list, follow these instructions. You can access previous messages via the mailing list archive.

Received: 2005-04-25

Revised: 2005-05-09

Revised: 2005-08-03

Revised: 2005-08-10

Draft extended: 2005-08-10--2005-09-09
Revised: 2005-08-30

Final: 2005-09-14

Abstract

This SRFI defines basic hash tables. Hash tables are widely recognised as a fundamental data
structure for a wide variety of applications. A hash table is a data structure that:

1. provides a mapping from some set of keys to some set of values associated to those keys

2. has no intrinsic order for the (key, value) associations it contains

3. supports in-place modification as the primary means of setting the contents of a hash table

4. provides key lookup and destructive update in amortised constant time, provided that a good hash
function is used.

This SRFI aims to accomplish these goals:

1. to provide a consistent, generic and widely applicable API for hash tables

2. to improve code portability by providing a standard hash table facility with guaranteed behaviour

3. to help the programmer by defining utility routines that account for the most common situations of
using hash tables.

Issues

There is no single best way to make hash tables. The tables presented in this SRFI aim at being both
conceptually simple and usable for a wide variety of applications. Even though a portable
implementation is provided, Scheme implementations can speed things up considerably by e.g.
providing an internal hash function for symbols. Moreover, almost every Scheme implementation
already has some kind of low-level hash table functionality, because that's the natural way to implement
the global environment, and specifically, to provide support for string->symbol. There might be
some benefit in integration between implementation-specific environment data types and the hash table
API presented here; however, these issues are left open.

This SRFI does not conform to the interface of maps presented in SRFI 44. Following SRFI 44 would
seriously cripple the interface of hash tables. The naming of the operations for maps in SRFI 44 goes
against common use and is unnatural. However, this SRFI has been written so that it does not prevent a
SRFI-44 API to hash tables. An implementation supporting both SRFI 44 and this SRFI is encouraged
to provide a SRFI 44 interface to hash tables in addition to the one presented here.

Rationale

Hash tables are widely recognised as a fundamental data structure for many kinds of computational
tasks. Thus far, there is no existing standard for Scheme hash tables; however, almost every non-
minimal Scheme implementation provides some kind of hash table functionality.

Alas, although somewhat similar, these hash table APIs have many differences: some trivial, like the
naming of certain functions; some complex, like revealing different aspects of the internal
implementation to the user; some coarse, like requiring keys to be of some specific type(s); some
subtle, like requiring the user to guess the size of the hash table in advance to get optimal performance.
As a result, the existing hash table facilities cannot be used to write portable programs.

The primary aim of this SRFl is to establish a standard API for hash tables so that portable programs
can be written that make efficient use of common hash table functionality. The SRFI resolves
discrepancies that exist between the various hash table API's with respect to naming and semantics of
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hash table operations. A lot of effort has been put into making the the API consistent, simple and
generic. The SRFI also defines some of the most common utility routines that would otherwise need to
be written and rewritten for various applications.

Incorporating this SRFI as a standard feature in Scheme implementations makes it possible to write
efficient and portable programs that use hash tables.

Specification

Names defined in this SRFI:

Type constructors and predicate
make-hash-table, hash-table?, alist->hash-table
Reflective queries
hash-table-equivalence-function, hash-table-hash-function
Dealing with single elements
hash-table-ref, hash-table-ref/default, hash-table-set!, hash-table-delete!, hash-table-exists?, hash-
table-update!, hash-table-update!/default
Dealing with the whole contents
hash-table-size, hash-table-keys, hash-table-values, hash-table-walk, hash-table-fold, hash-table-
>alist, hash-table-copy, hash-table-merge!
Hashing
hash, string-hash, string-ci-hash, hash-by-identity

An implementation that does not provide hash-table-ref, hash-table-set!, hash-table-
delete!, hash-table-update!, hash-table-exists?, and hash-table-size in amortised
constant time (when a good hash function is used), or fails to provide good hash function definitions for
hash, string-hash, string-ci-hash, and hash-by-identity, does not conform to this SRFI.

Hash table implementations are allowed to rely on the fact that the hash value of a key in hash table
does not change. In most cases, modifying a key in-place after it has been inserted into the hash table
will violate this constraint and thus leads to unspecified behaviour.

Type constructors and predicate

Procedure: make-hash-table [ equal?[ hash|[ args ... ]]] = hash-table

Create a new hash table with no associations. equal? is a predicate that should accept two keys and
return a boolean telling whether they denote the same key value; it defaults to equal?.

hash is a hash function, and defaults to an appropriate hash function for the given equal? predicate (see
section Hashing). However, an acceptable default is not guaranteed to be given for any equivalence
predicate coarser than equal?, except for string-ci=2?.[1] The function hash must be acceptable for
equal?, so if you use coarser equivalence than equal? other than string-ci=?, you must always
provide the function hash yourself.

[11 An equivalence predicate c1 is coarser than a equivalence predicate c2 iff there exist values x and y
such that (and (cl x y) (not (c2 x y))).

Implementations are allowed to use the rest args for implementation-specific extensions. Be warned,
though, that using these extensions will make your program less portable.

Procedure: hash-table? obj = boolean

A predicate to test whether a given object obj is a hash table. The hash table type should be disjoint
from all other types, if possible.

Procedure: alist->hash-table alist[ equal? [ hash [ args ... ]]] — hash-table

Takes an "association list" alist and creates a hash table hash-table which maps the car of every
element in alistto the cdr of corresponding elements in alist. equal?, hash, and args are interpreted as
in make-hash-table. If some key occurs multiple times in alist, the value in the first association will
take precedence over later ones. (Note: the choice of using cdr (instead of cadr) for values tries to
strike balance between the two approaches: using cadr would render this procedure unusable for cdr
alists, but not vice versa.)

The rest args are passed to make-hash-table and can thus be used for implementation-specific
extensions.

Reflective queries



Procedure: hash-table-equivalence-function hash-table
Returns the equivalence predicate used for keys of hash-table.
Procedure: hash-table-hash-function hash-table

Returns the hash function used for keys of hash-table.

Dealing with single elements

Procedure: hash-table-ref hash-table key [ thunk ] — value

This procedure returns the value associated to key in hash-table. If no value is associated to key and
thunk is given, it is called with no arguments and its value is returned; if thunk is not given, an error is
signalled. Given a good hash function, this operation should have an (amortised) complexity of O(1)
with respect to the number of associations in hash-table. (Note: this rules out implementation by
association lists or fixed-length hash tables.)

Procedure: hash-table-ref/default hash-table key default = value

Evaluates to the same value as (hash-table-ref hash-table key (lambda () default)).
Given a good hash function, this operation should have an (amortised) complexity of O(1) with respect
to the number of associations in hash-table. (Note: this rules out implementation by association lists or
fixed-length hash tables.)

Procedure: hash-table-set! hash-table key value — undefined

This procedure sets the value associated to key in hash-table. The previous association (if any) is
removed. Given a good hash function, this operation should have an (amortised) complexity of O(1) with
respect to the number of associations in hash-table. (Note: this rules out implementation by association
lists or fixed-length hash tables.)

Procedure: hash-table-delete! hash-table key — undefined

This procedure removes any association to key in hash-table. It is not an error if no association for that
key exists; in this case, nothing is done. Given a good hash function, this operation should have an
(amortised) complexity of O(1) with respect to the number of associations in hash-table. (Note: this rules
out implementation by association lists or fixed-length hash tables.)

Procedure: hash-table-exists? hash-table key — boolean

This predicate tells whether there is any association to key in hash-table. Given a good hash function,
this operation should have an (amortised) complexity of O(1) with respect to the number of associations
in hash-table. (Note: this rules out implementation by association lists or fixed-length hash tables.)
Procedure: hash-table-update! hash-table key function [ thunk] — undefined

Semantically equivalent to, but may be implemented more efficiently than, the following code:

(hash-table-set! hash-table key
(function (hash-table-ref hash-table key thunk)))

Procedure: hash-table-update!/default hash-table key function default = undefined

Behaves as if it evaluates to (hash-table-update! hash-table key function (lambda ()
default)).

Dealing with the whole contents

Procedure: hash-table-size hash-table — integer

Returns the number of associations in hash-table. This operation must have a complexity of O(1) with
respect to the number of associations in hash-table.

Procedure: hash-table-keys hash-table — list
Returns a list of keys in hash-table. The order of the keys is unspecified.

Procedure: hash-table-values hash-table — list



Returns a list of values in hash-table. The order of the values is unspecified, and is not guaranteed to
match the order of keys in the result of hash-table-keys.

Procedure: hash-table-walk hash-table proc — unspecified

proc should be a function taking two arguments, a key and a value. This procedure calls proc for each
association in hash-table, giving the key of the association as key and the value of the association as
value. The results of proc are discarded. The order in which proc is called for the different associations
is unspecified.

(Note: in some implementations, there is a procedure called hash-table-map which does the same
as this procedure. However, in other implementations, hash-table-map does something else. In no
implementation that | know of, hash-table-map does a real functorial map that lifts an ordinary
function to the domain of hash tables. Because of these reasons, hash-table-map is left outside this
SRFL.)

Procedure: hash-table-fold hash-table f init-value — final-value

This procedure calls ffor every association in hash-table with three arguments: the key of the
association key, the value of the association value, and an "accumulated value", val. val is init-value for
the first invocation of f, and for subsequent invocations of f, the return value of the previous invocation of
f. The value final-value returned by hash-table-fold is the return value of the last invocation of .
The order in which fis called for different associations is unspecified.

Procedure: hash-table->alist hash-table — alist

Returns an association list such that the car of each element in alistis a key in hash-table and the
corresponding cdr of each element in alist is the value associated to the key in hash-table. The order of
the elements is unspecified.

The following should always produce a hash table with the same mappings as a hash table h:

(alist->hash-table (hash-table->alist h)
(hash-table-equivalence-function h)
(hash-table-hash-function h))

Procedure: hash-table-copy hash-table = hash-table

Returns a new hash table with the same equivalence predicate, hash function and mappings as in hash-
table.

Procedure: hash-table-merge! hash-table1 hash-table2 — hash-table

Adds all mappings in hash-table2 into hash-table1 and returns the resulting hash table. This function
may modify hash-table1 destructively.

Hashing

Hashing means the act of taking some value and producing a number from the value. A hash function is
a function that does this. Every equivalence predicate e has a set of acceptable hash functions for that
predicate; a hash funtion hash is acceptable iff (e objl obj2) — (= (hash objl) (hash
obj2)).

A hash function his good for a equivalence predicate e if it distributes the result numbers (hash values)
for non-equal objects (by €) as uniformly as possible over the numeric range of hash values, especially
in the case when some (non-equal) objects resemble each other by e.g. having common
subsequences. This definition is vague but should be enough to assert that e.g. a constant function is
not a good hash function.

When the definition of make-hash-table above talks about an "appropriate" hashing function for e, it
means a hashing function that gives decent performance (for the hashing operation) while being both
acceptable and good for e. This definition, too, is intentionally vague.

Procedure: hash object [ bound ] — integer

Produces a hash value for object in the range ( 0, bound (. If bound is not given, the implementation is
free to choose any bound, given that the default bound is greater than the size of any imaginable hash
table in a normal application. (This is so that the implementation may choose some very big value in
fixnum range for the default bound.) This hash function is acceptable for equal?.

Procedure: string-hash string [ bound] — integer



The same as hash, except that the argument string must be a string.
Procedure: string-ci-hash string [ bound] — integer

The same as string-hash, except that the case of characters in string does not affect the hash value
produced.

Procedure: hash-by-identity object [ bound ] — integer

The same as hash, except that this function is only guaranteed to be acceptable for eq?. The reason for
providing this function is that it might be implemented significantly more efficiently than hash.
Implementations are encouraged to provide this function as a builtin.

Implementation

This implementation relies on SRFI-9 for distinctness of the hash table type, and on SRFI-23 for error
reporting. Otherwise, the implementation is pure R5RS.

(define *default-bound* (- (expt 2 29) 3))

(define (%string-hash s ch-conv bound)
(let ((hash 31)
(len (string-length s)))
(do ((index 0 (+ index 1)))
((>= index len) (modulo hash bound))
(set! hash (modulo (+ (* 37 hash)
(char->integer (ch-conv (string-ref s index))))
*default-bound*)))))

(define (string-hash s . maybe-bound)
(let ((bound (if (null? maybe-bound) *default-bound* (car maybe-bound))))
(%$string-hash s (lambda (x) X) bound)))

(define (string-ci-hash s . maybe-bound)
(let ((bound (if (null? maybe-bound) *default-bound* (car maybe-bound))))
(%$string-hash s char-downcase bound)))

(define (symbol-hash s . maybe-bound)
(let ((bound (if (null? maybe-bound) *default-bound* (car maybe-bound))))
(%$string-hash (symbol->string s) (lambda (x) x) bound)))

(define (hash obj . maybe-bound)

(let ((bound (if (null? maybe-bound) *default-bound* (car maybe-bound))))
(cond ((integer? obj) (modulo obj bound))

((string? obj) (string-hash obj bound))

((symbol? obj) (symbol-hash obj bound))

((real? obj) (modulo (+ (numerator obj) (denominator obj)) bound))

( (number? obj)
(modulo (+ (hash (real-part obj)) (* 3 (hash (imag-part obj))))
bound) )

((char? obj) (modulo (char->integer obj) bound))

((vector? obj) (vector-hash obj bound))

((pair? obj) (modulo (+ (hash (car obj)) (* 3 (hash (cdr obj))))

bound) )

((null? obj) 0)

((not obj) 0)

( (procedure? obj) (error "hash: procedures cannot be hashed" obj))

(else 1))))

(define hash-by-identity hash)

(define (vector-hash v bound)
(let ((hashvalue 571)
(len (vector-length v)))
(do ((index 0 (+ index 1)))
((>= index len) (modulo hashvalue bound))
(set! hashvalue (modulo (+ (* 257 hashvalue) (hash (vector-ref v
index)))
*default-bound*)))))



(define %make-hash-node cons)

(define %$hash-node-set-value! set-cdr!)
(define %hash-node-key car)

(define $hash-node-value cdr)

(define-record-type <srfi-hash-table>
(%$make-hash-table size hash compare associate entries)
hash-table?
(size hash-table-size hash-table-set-size!)
(hash hash-table-hash-function)
(compare hash-table-equivalence-function)
(associate hash-table-association-function)
(entries hash-table-entries hash-table-set-entries!))

(define *default-table-size* 64)

(define (appropriate-hash-function-for comparison)
(or (and (eqg? comparison eq?) hash-by-identity)
(and (eg? comparison string=?) string-hash)
(and (eqg? comparison string-ci=?) string-ci-hash)
hash))

(define (make-hash-table . args)
(let* ((comparison (if (null? args) equal? (car args)))
(hash
(if (or (null? args) (null? (cdr args)))
(appropriate-hash-function-for comparison) (cadr args)))
(size
(if (or (null? args) (null? (cdr args)) (null? (cddr args)))
*default-table-size* (caddr args)))
(association
(or (and (eq? comparison eq?) assq)
(and (eqg? comparison eqv?) assv)
(and (eqg? comparison equal?) assoc)
(letrec
((associate
(lambda (val alist)
(cond ((null? alist) #f£)
((comparison val (caar alist)) (car alist))
(else (associate val (cdr alist)))))))
associate))))
($make-hash-table 0 hash comparison association (make-vector size

“()))))

(define (make-hash-table-maker comp hash)
(lambda args (apply make-hash-table (cons comp (cons hash args)))))
(define make-symbol-hash-table
(make-hash-table-maker eqg? symbol-hash))
(define make-string-hash-table
(make-hash-table-maker string=? string-hash))
(define make-string-ci-hash-table
(make-hash-table-maker string-ci=? string-ci-hash))
(define make-integer-hash-table
(make-hash-table-maker = modulo))

(define (%hash-table-hash hash-table key)
( (hash-table-hash-function hash-table)
key (vector-length (hash-table-entries hash-table))))

(define (%hash-table-find entries associate hash key)
(associate key (vector-ref entries hash)))

(define (%hash-table-add! entries hash key value)
(vector-set! entries hash
(cons (%make-hash-node key value)
(vector-ref entries hash))))

(define (%hash-table-delete! entries compare hash key)
(let ((entrylist (vector-ref entries hash)))
(cond ((null? entrylist) #f£f)
( (compare key (caar entrylist))
(vector-set! entries hash (cdr entrylist)) #t)



(else
(let loop ((current (cdr entrylist)) (previous entrylist))
(cond ((null? current) #f)
((compare key (caar current))
(set-cdr! previous (cdr current)) #t)
(else (loop (cdr current) current))))))))

(define (%hash-table-walk proc entries)
(do ((index (- (vector-length entries) 1) (- index 1)))
((< index 0)) (for-each proc (vector-ref entries index))))

(define (%hash-table-maybe-resize! hash-table)
(let* ((old-entries (hash-table-entries hash-table))
(hash-length (vector-length old-entries)))

(if (> (hash-table-size hash-table) hash-length)
(let* ((new-length (* 2 hash-length))
(new-entries (make-vector new-length '()))

(hash (hash-table-hash-function hash-table)))
(%hash-table-walk
(lambda (node)
(%hash-table-add! new-entries
(hash (%hash-node-key node) new-length)
($hash-node-key node) (%$hash-node-value node)))
old-entries)
(hash-table-set-entries! hash-table new-entries)))))

(define (hash-table-ref hash-table key . maybe-default)
(cond ((%hash-table-find (hash-table-entries hash-table)
(hash-table-association-function hash-table)
(%hash-table-hash hash-table key) key)
=> %$hash-node-value)
((null? maybe-default)
(error "hash-table-ref: no value associated with" key))
(else ((car maybe-default)))))

(define (hash-table-ref/default hash-table key default)
(hash-table-ref hash-table key (lambda () default)))

(define (hash-table-set! hash-table key wvalue)
(let ((hash (%hash-table-hash hash-table key))
(entries (hash-table-entries hash-table)))

(cond ((%hash-table-find entries
(hash-table-association-function hash-table)
hash key)

=> (lambda (node) (%$hash-node-set-value! node value)))

(else (%hash-table-add! entries hash key value)
(hash-table-set-size! hash-table

(+ 1 (hash-table-size hash-table)))
($hash-table-maybe-resize! hash-table)))))

(define (hash-table-update! hash-table key function . maybe-default)
(let ((hash (%hash-table-hash hash-table key))
(entries (hash-table-entries hash-table)))
(cond ((%hash-table-find entries
(hash-table-association-function hash-table)
hash key)
=> (lambda (node)
(%hash-node-set-value!
node (function (%hash-node-value node)))))
((null? maybe-default)
(error "hash-table-update!: no value exists for key" key))
(else (%hash-table-add! entries hash key
(function ((car maybe-default))))
(hash-table-set-size! hash-table
(+ 1 (hash-table-size hash-table)))
($hash-table-maybe-resize! hash-table)))))

(define (hash-table-update!/default hash-table key function default)
(hash-table-update! hash-table key function (lambda () default)))

(define (hash-table-delete! hash-table key)
(if (%hash-table-delete! (hash-table-entries hash-table)



(hash-table-equivalence-function hash-table)
(%hash-table-hash hash-table key) key)
(hash-table-set-size! hash-table (- (hash-table-size hash-table) 1))))

(define (hash-table-exists? hash-table key)
(and (%hash-table-find (hash-table-entries hash-table)
(hash-table-association-function hash-table)
(%hash-table-hash hash-table key) key) #t))

(define (hash-table-walk hash-table proc)
(%hash-table-walk
(lambda (node) (proc (%hash-node-key node) (%hash-node-value node)))
(hash-table-entries hash-table)))

(define (hash-table-fold hash-table f acc)
(hash-table-walk hash-table
(lambda (key value) (set! acc (f key value acc))))
acc)

(define (alist->hash-table alist . args)
(let* ((comparison (if (null? args) equal? (car args)))
(hash
(if (or (null? args) (null? (cdr args)))
(appropriate-hash-function-for comparison) (cadr args)))
(size
(if (or (null? args) (null? (cdr args)) (null? (cddr args)))
(max *default-table-size* (* 2 (length alist))) (caddr args)))
(hash-table (make-hash-table comparison hash size)))
(for-each
(lambda (elem)
(hash-table-update!/default
hash-table (car elem) (lambda (x) x) (cdr elem)))
alist)
hash-table))

(define (hash-table->alist hash-table)
(hash-table-fold hash-table
(lambda (key val acc) (cons (cons key val) acc)) '()))

(define (hash-table-copy hash-table)
(let ((new (make-hash-table (hash-table-equivalence-function hash-table)
(hash-table-hash-function hash-table)
(max *default-table-sizex*

(* 2 (hash-table-size hash-table))))))

(hash-table-walk hash-table
(lambda (key value) (hash-table-set! new key value)))

new))

(define (hash-table-merge! hash-tablel hash-table2)
(hash-table-walk
hash-table2
(lambda (key value) (hash-table-set! hash-tablel key value)))
hash-tablel)

(define (hash-table-keys hash-table)
(hash-table-fold hash-table (lambda (key val acc) (cons key acc)) '()))

(define (hash-table-values hash-table)
(hash-table-fold hash-table (lambda (key val acc) (cons val acc)) '()))
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Abstract

A simple mechanism is defined for testing Scheme programs. As a most primitive example, the
expression

(check (+ 1 1) => 3)

evaluates the expression (+ 1 1) and compares the result with the expected result 3 provided after
the syntactic keyword =>. Then the outcome of this comparison is reported in human-readable form by
printing a message of the form

(+ 1 1) => 2 ; *** failed ***
; expected result: 3

Moreover, the outcome of any executed check is recorded in a global state counting the number of
correct and failed checks and storing the first failed check. At the end of a file, or at any other point, the
user can print a summary using check-report.

In addition to the simple test above, it is also possible to execute a parametric sequence of checks.

Syntactically, this takes the form of an eager comprehension in the sense of SRFI 42 [5]. For example,
(check-ec (:range e 100)

(:let x (expt 2.0 e))

(= (+ x 1) x) => #f (e X))

This statement runs the variable e through {0..99} and for each binding defines x as (expt 2.0 e).
Then it is checked if (+ x 1) is equal to %, and it is expected that this is not the case (i.e. expected
value is #£). The trailing (e x) tells the reporting mechanism to print the values of both e and x in case
of a failed check. The output could look like this:

(let ((e 53) (x 9007199254740992.0)) (= (+ x 1) x)) => #t ; *** failed
*

* %
; expected result: #f£

The specification of bindings to report, (e x) in the example, is optional but very informative.
Other features of this SRFI are:

A way to specify a different equality predicate (default is equal?).

Controlling the amount of reporting being printed.

Switching off the execution and reporting of checks entriely.
Retrieving a boolean if all checks have been executed and passed.

Rationale

The mechanism defined in this SRFI should be available in every Scheme system because it has
already proven useful for interactive development---of SRFls.

Although it is extremely straight-forward, the origin of the particular mechanism described here is the
'examples.scm' file accompanying the reference implementation of SRFI 42 [5]. The same mechanism
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has been reimplemented for the reference implementation of SRFI 67, and a simplified version is yet
again found in the reference implementation of SRFI 77.

The mechanism in this SRFI does not replace more sophisticated approaches to unit testing, like SRFI
64 [1] or SchemeUnit [2]. These systems provide more control of the testing, separate the definition of a
test, its execution, and its reports, and provide several other features.

Neil Van Dyke's Testeez library [3] is very close in spirit to this SRFI. In Testeez, tests are disabled by
(re-)defining a macro. The advantage of this method is that the code for the test cases can be removed
entirely, and hence even the dependency on the Testeez library. This SRFI on the other hand, uses a
Scheme conditional (COND, IF) to prevent execution of the testing code. This method is more dynamic
but retains dead testing code, unless a compiler and a module system are used to apply constant
folding and dead code elimination. The only major addition in SRFI over Testeez is the comprehension
for formulating parametric tests.

Design considerations for this SRFI include the following:

¢ Reporting is human-readable and as specific as possible, i.e. not just "assertion failed" but the
expression with actual and expected value, and if possibly the relevant part of the bindings
environment.

o An effort is made to print closed Scheme expressions, i.e. expressions that can directly be
copy/pasted into a REPL for further analysis (e.g. the let expression in the abstract).

o By default the checks report both correct and failed checks. However, it is possible to reduce the
output---or even to switch off the execution of checks. It has turned out useful to be able to run only
some subset checks for the features currently under development. This can be done by changing
the reporting mode between differnt sections.

e The global state (correct/failed count) is not made available to the user program. This reduces the
dependencies between different checks because it is not possible to use the state.

e Ocassionally, it is useful to check that a certain expression does not yield an ordinary result but
raises an error. However, R5RS [4] does not specify the mechanism by which this occurs (e.g.
raising exception, breaking into a REPL, aborting the program, etc.). For this reason, this SRFI is
restricted to the case that the checked expressions evaluate normally.

e Though usually | am very much in favor of strictly prefix syntax, for this SRFI | make an exception
because the infix "=>" syntax is widely used and intuitive.

Specification

(check <expr> (=> <equal>) <expected>) MACRO

(check <expr> => <expected>)
evaluates <expr> and compares the value to the value of <expected> using the predicate
<equal>, which is equal? when omitted. Then a report is printed according to the current mode
setting (see below) and the outcome is recorded in a global state to be used in check-report.
The precise order of evaluation is that first <equal> and <expected> are evaluated (in
unspecified order) and then <expr> is evaluated.
Example: (check (+ 1 1) => 2)

(check-ec <qualifier>" <expr> (=> <equal>) <expected> (<argument>"))
MACRO

(check-ec <qualifier>" <expr> => <expected> (<argument>"))

(check-ec <qualifier>" <expr> (=> <equal>) <expected>)

(check-ec <qualifier>* <expr> => <expected>)

an eager comprehension for executing a parametric sequence of checks.

Enumerates the sequence of bindings specified by <qualifier>*. For each binding evaluates
<equal> and <expected> in unspecified order. Then evalues <expr> and compares the value
obtained to the value of <expected> using the value of <equal> as predicate, which is equal?
when omitted. The comprehension stops after the first failed check, if there is any. Then a report is
printed according to the current mode setting (see below) and the outcome is recorded in a global
state to be used in check-report. The entire check-ec counts as a single check.

In case the check fails <argument>* is used for constructing an informative message with the
argument values. Use <argument>* to list the relevant free variables of <expr> (see examples)
that you want to have printed.

A <qualifier> is any qualifier of an eager comprehension as specified in SRFI 42 [5].
Examples:

(check-ec (: e 100) (positive? (expt 2 e)) => #t (e)) ; fails on
fixnums
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(check-ec (: e 100) (:let x (expt 2.0 e)) (= (+ x 1) x) => #f (x)) ;
fails

(check-ec (: x 10) (: y 10) (: z 10)
(* x (+yz)) =>(+r (*xy) (* x2))
(x vy z)) ; passes with 1073 cases checked
(check-report) PROCEDURE

prints a summary and the first failed check, if there is any, depending on the current mode settings.
(check-set-mode! mode) PROCEDURE

sets the current mode to mode, which must be a symbol in ' (off summary report-failed
report), default is ' report. Note that you can change the mode at any time, and that check,
check-ec and check-report use the current value.

The mode symbols have the following meaning:

of f: do not execute any of the checks,

summary: print only summary in (check-report) and nothing else,
report-failed: report failed checks when they happen, and in summary,
report: report every example executed.

(check-reset!) PROCEDURE
resets the global state (counters of correct/failed examples) to the state immediately after loading
the module for the first time, i.e. no checks have been executed.

(check-passed? expected-total-count) PROCEDURE
#t if there were no failed checks and expected-total-count correct checks, #f otherwise.

Rationale: This procedure can be used in automatized tests by terminating a test program with the
statement (exit (if (check-passed? n) 0 1)).

Implementation

check.scm: implementation in R5RS + SRFI 23 (error) + SRFI 42 (comprehensions); tested under PLT
208p1 and Scheme 48 1.3.

examples.scm: a few examples.
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Abstract

This SRFI specifies the procedure get-environment-variable, which gets the value of the specified
environment variable, and the procedure get-environment-variables, which gets an association list of all
environment variables.

Rationale

Most operating systems provide a mechanism for passing auxiliary parameters implicitly to child
processes. Usually, this mechanism is called "the environment", and is conceptually a map from string
names to string values. The string names are called enviornment variables.

Some applications rely on environment variables to modify their behavior according to local settings.
Also, various established protocols rely on environment variables as a form of interprocess
communication. For example, most implementations of the common gateway interface (CGl) use
environment variables to pass Meta-Variables from the server to the script [1]. Environment variables
are also required by SRFI 96: SLIB Prerequisites. Providing a means to access environment variables is
therefore indispensable for writing practical programs in Scheme.

Most widely-used Scheme implementations provide a function for getting the value of a specified
environment variable. The name for this function is usually getenv, but varies (see below). Some
implementations also provide a way to get all the environment variables, but others do not.

This SRFI specifies a uniform interface for accessing environment variables. That should make it easier
to write portable programs that need access to their environment. For example, a CGI program may
portably obtain the values of the Meta-Variables "QUERY_STRING", "CONTENT_LENGTH" and
"REQUEST_METHOD" as in the following examples:

(get-environment-variable "QUERY STRING") => "foo=bar&huga=hige"
(get-environment-variable "CONTENT LENGTH") => "512"
(get-environment-variable "REQUEST METHOD") => "post"

[1] The Common Gateway Interface (CGl) Version 1.1, RFC3875, http://www.ietf.org/rfc/rfc3875.

Specification

R6RS library name

The following two procedures belong to the R6RS library named (srfi :98 os-environment-variables).
Function: get-environment-variable name

Returns the value of the named environment variable as a string, or #f if the named environment
variable is not found. The name argument is expected to be a string. get-environment-variable may use
locale-setting information to encode the name and decode the value of the environment variable. If get-
environment-variable can't decode the value, get-environment-variable may raise an exception.

(get-environment-variable "PATH") =>
"/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin"
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Function: get-environment-variables

Returns names and values of all the environment variables as an a-list. The same decoding
considerations as for get-environment-variable apply.

(get-environment-variables) => (("PATH"
"/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin") ("USERNAME" . "taro"))

Implementation

Gauche

(define get-environment-variable sys-getenv)
(define get-environment-variables sys-environ->alist)

Scheme48

(define (get-environment-variable name)
(cond
( (lookup-environment-variable name) => os-string->string)
(else #£)))
(define (get-environment-variables)
(map (lambda (p)
(cons (os-string->string (car p)) (os-string->string (cdr p))))
(environment-alist)))

scsh

(define get-environment-variable getenv)
(define get-environment-variables env->alist)

SCM

(define get-environment-variable getenv)
(define get-environment-variables getenv)

Issues

get-environment-variable is expected to return a "Scheme string". Unfortunately, many current
platforms, including POSIX-like ones, do not require environment variables to be interpretable as
sequences of characters. In particular, environment variables can be used to name files, and filenames
on the system can amount to NULL-terminated byte vectors, which, if the Scheme program were to
collect uninterpreted and pass to, say, the open call, would work just fine, but which might not represent
a string in the particular encoding the program expects. While in principle it may be desirable to provide
a mechanism for accessing environment variables raw, this SRFI| specifies a "string" return type
because that best represents the consensus of existing implementations, and captures the semantically
desirable behavior in the common case that the byte sequence is interpretable as a string.

Appendix: Existing implementations

implementation got environment varlablo variables as an adist
[Bigloo |(getenv name) => (or string? false) name:string? | |
ICHICKEN |(getenv name) => (or string? false) name:string? | |
Gambit (getenv name . <default>) =>(or string? <default>

<Unbound OS environment variable error>) name:string?
|Gauche |(sys-getenv name) => (or string? false) name:string? |(sys-environ) |
|Guile |(getenv name) => (or string? false) name:string? | |
IPLT |(getenv name) => (or string? false) name:string? | |
MIT/GNU (get-environment-variable name) => (or string? false)
Scheme name:string?
Scheme48 S}Ig(r)nk;g;ﬁﬂggonment-varlable name) => (or string? false) (environment-alist)

ISLIB |(getenv name) => (or string? false) name:string? |




ISTk |(getenv name) => (or string? false) name:string? | |

|STklos |(getenv name) => (or string? false) name:string? |(getenv) |
ISCM |(getenv name) => (or string? false) name:string? |(getenv) |
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Abstract

Many Scheme programmers have considered records to be one of the most important features missing from the R5RS. The R6RS
proposed a record system, but its design has been widely criticized and it was not intended for use in R5RS programs anyway.

This SRFI proposes a better record system for use in RSRS, ERR5RS, and R6RS programs. The syntactic layer of this SRFT's record
system is an extension of SRFI 9. The procedural and inspection layers of this SRFI's record system are perfectly compatible with its
syntactic layer. This entire SRFI is compatible with the procedural and inspection layers of the R6RS record system, but offers several
worthwhile improvements over the R6RS system.

Rationale

In most programming languages, records (aka structures or classes) are important because they can package component values of
different types into a single object.

Scheme's vectors and procedures provided that capability already, but records remained important for two reasons:

e Records make it easier to index components by their names.
e Records can introduce new types in the sense that all previous type predicates return false for instances of the new record type,
while the new predicate associated with the new record type returns true only for instances of the new record type.

For many programmers, records were the most important new feature of the R6RS, but the specific record systems that were proposed by
the R6RS have been widely criticized. Over 30% of those who voted against ratification mentioned the record systems as one of their

reasons. ol

The ERRSRS record system described by this SRFI provides a simpler and fully portable alternative to the R6RS record system. The
ERRSRS record system consists of

e asyntactic layer, which is fully compatible with SRFI 9 but extends SRFI 9 with inheritance and with more succinct syntax for
common use cases

e a procedural layer, which is simpler and easier to use than the procedural layer of R6RS records but remains fully compatible with
the R6RS procedural layer

e an inspection layer, which is simpler and easier to use than the inspection layer of R6RS records but remains fully compatible with
the R6RS inspection layer

The ERRSRS record system does not mandate support for the non-generative, sealed, and/or opaque features of the R6RS record system.
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Implementations of this SRFI may extend the ERRSRS record system to support those features, however, and this SRFI recommends an
API to implementations that support those features. With those extensions, the ERRSRS record system has the same expressive power as
the R6RS record system. Hence the record system described by this SRFI can serve as either or both of the following:

e an efficient and relatively simple foundation for implementing the R6RS record system
e asimpler and fully portable alternative to the R6RS record system

The following subsections develop the rationale for this SRFI by considering

e the history of records in Scheme before the R6RS
e RORS records
e the design rationale for ERR5RS records

Records Before R6RS

The importance of adding records to Scheme has been recognized for more than twenty years. {2 The basic idea behind the SRFI 9 and
R6RS record systems was outlined by Norman Adams on 8 July 1987, following similar ideas that had been implemented in T and MIT

CScheme. 3] Jonathan Rees posted a revision of Adams's proposal on 26 May 1988. 4 Pavel Curtis proposed an extension of Rees's
proposal on 18 August 1989, noting that it had been approved by consensus at the first meeting of BASH (Bay Area Scheme Hackers?).

5] The rrrs-authors archive includes several responses to these proposals that are worth reading.

The Rees/Curtis proposal was revived in 1992. 1 When the RnRS authors met on 25 June 1992 in Palo Alto, they felt that this proposal

needed more discussion. I Kent Dybvig objected to the proposal on several grounds, including the provision of inspection facilities, the
inability to define immutable records, and the use of procedures instead of special forms. Although 9 authors favored adoption of the
records proposal, 11 opposed it.

The topic of records was revived again on 23 April 1996 by Bruce Duba, Matthew Flatt, and Shriram Krishnamurthi. {8 Alan Bawden
and Richard Kelsey observed that the Duba/Flatt/Krishnamurthi proposal was essentially the same as Pavel Curtis's, which Kelsey
reposted. Kent Dybvig objected once again, on the same three grounds. He also argued that procedural interfaces are difficult to compile

efficiently, and that this inefficiency would create portability problems. (21

In reality, however, procedural interfaces add no inefficiency. It is now agreed that syntactic interfaces offer no advantages for

generative records. 1% Even for non-generative records, the claimed inefficiency consists of a single load instruction, which optimizing
compilers can eliminate---along with the entire runtime check that includes the load instruction---for all but the first of a sequence of
operations that access the same record. (That optimization is a straightforward extension of the optimization that eliminates the pair
check when computing the cdr of a list whose car has already been computed.) Furthermore, it turns out that even the occasional load

instruction is no harder to remove using a procedural interface than when using a syntactic interface. {11 In R6RS library chapter 6,
therefore, both of the statements that claim an advantage in efficiency for the syntactic layer have no basis in fact. (These two statements
appear in the next-to-last paragraph before section 6.1, and in the note that follows the specification of parent-rtd.)

On 24 April 1996, Bill Rozas suggested the idea of having two separate APIs, one procedural and one syntactic, for the same record
facility. 121 Two days later, Dybvig proposed a compromise along those lines 131 that incorporated several artificial restrictions, which
were apparently motivated by concerns about the alleged extra load instruction. 41 Dybvig and Rozas continued to develop this

proposal, and presented a summary of it following the 1998 Scheme Workshop. [131 T have been unable to locate a written or online copy
of this proposal.

SRFI 9, submitted by Richard Kelsey in July 1999, is a syntactic API in the tradition of the Rees, Curtis, and Duba/Flatt/Krishnamurthi
proposals. [i6}

Single inheritance was added by Larceny in 1998, and by Chez Scheme in 1999. on

SRFI 57, submitted by Andre van Tonder in September 2004, features label polymorphism, which can be considered a form of structural
subtyping and multiple inheritance. 8]

R6RS Records

The R6RS proposes a three-layer single inheritance system, with syntactic, procedural, and inspection layers. 9]
R6RS Records: procedural layer

The R6RS procedural layer generally requires at least three separate definitions for each level of inheritance: the record-type descriptor,
at least one record-constructor descriptor, and an actual constructor (if instances of the record-type are to be created).

The (unratified) R6RS rationale 2% describes the constructor-descriptor mechanism as "an infrastructure for creating specialized
constructors, rather than just creating default constructors that accept the initial values of all the fields as arguments. This infrastructure
achieves full generality while leaving each level of an inheritance hierarchy in control over its own fields and allowing child record
definitions to be abstracted away from the actual number and contents of parent fields." Neither the (ratified) R6RS library document nor
the (unratified) R6RS rationale consider the fact that the constructor-descriptor mechanism adds unnecessary complexity to what is by



far the most common case: record definitions that do not require specialized constructors. Neither document considers the fact that the
benefits of the constructor-descriptor mechanism are small even when specialized constructors are needed, as in the first example below.

The R6RS library specification of records says that a record type is "specified by a record-type descriptor, which is an object that

specifies the fields of the record and various other properties that all records of that type share." 2L Since the record-type descriptor is
an object, it can be the value of a variable that is exported by a library. As discussed below, however, the R6RS syntactic layer uses a
different notion of record type that may be neither object nor syntax.

R6RS Records: syntactic layer

The R6RS syntactic layer consists of a define-record-type syntax that is incompatible with the syntaxes of the same name defined by
SRFI 9 and SRFI 99 (this SRFT).

According to R6RS library section 6.2, an RORS define-record-type form binds the record name "to an expand-time or run-time
representation of the record type [that] can be used as parent name in syntactic record-type definitions that extend this definition. It can
also be used as a handle to gain access to the underlying record-type descriptor and constructor descriptor".

Note that portable code cannot assume the record name is bound to a record-type descriptor. Portable code can only assume that the
record name is bound to "an expand-time or run-time representation”, whose semantics is not otherwise explained by the R6RS and
R6RS library documents. In particular, it is far from obvious that portable code can export the record name from a library; libraries can
export names that are bound to objects or to syntax, but the R6RS does not require the denotation of a record name to be either of those
things.

The mysterious entity to which a record name is bound can be used as a handle to recover a record-type descriptor or constructor
descriptor by using the record-type-descriptor Or record-constructor-descriptor syntaxes, respectively. The recovered record-
type descriptor and constructor descriptor may be exported from a library, and that is apparently the only portable way for a library to
export an RORS record type that was defined using the R6RS syntactic layer.

The recovered record-type descriptor and constructor descriptor also provide a way for the procedural layer to define new record types
that inherit from record types defined by the syntactic layer. Similarly, it is possible for the syntactic layer to use a parent-rtd clause to
define new record types that inherit from record types defined by the procedural layer.

The two notions of record type that are used by the procedural and syntactic layers are not interchangeable, however. In either direction,
defining a new record type that inherits from some previously defined record type requires the programmer to know whether the
previously defined record type was defined using the procedural or the syntactic layer. If the procedural and syntactic layers of the R6RS
were fully compatible, then changing a record type definition from procedural to syntactic (or vice versa) would be transparent to clients.
As the R6RS record facility is defined, however, that minor change will break all code that inherits from the record type.

R6RS library chapter 6 attempts to excuse that incompatibility, and the interoperability and maintenance problems that result from it, on
the basis of efficiency. Recall, however, that the claimed efficiency of the R6RS syntactic layer is illusory. In reality, the R6RS design
offers no advantages over a simpler and more orthogonal design (such as the one specified by this SRFI) in which the syntactic and
procedural layers both use the same notion of record type.

The problems described above were known and had been documented before the R6RS documents were put to a vote, but the RORS
documents were ratified anyway. [22] At this point, the best that can be done is to use the SRFI process to specify a better record facility,
and to warn programmers of the problems they will encounter if they use the record facilities described within the R6RS library
document.

Design Rationale for ERRSRS Records

The ERRSRS syntactic layer described by this SRFI is based upon the Rees/Curtis/Duba/Flatt/Krishnamurthi/Kelsey/SRFI-9 tradition,
changing only a few details to improve interoperability with records defined by the ERR5RS and R6RS procedural layers.

The define-record-type syntax specified by this SRFI is compatible with and extends SRFI 9, which is one of the more widely
accepted SRFIs. The extensions include single inheritance and (optional) implicit naming, along with succinct abbreviations for
specifying whether a field is immutable or mutable.

The procedural layer specified by this SRFT is fully compatible with its define-record-type syntax. Both the procedural and syntactic
layers can define new record types that inherit from previously defined record types without requiring programmers to know which layer
was used to define the parent type.

In implementations of the R6RS, a SRFI 99 record type coincides with the R6RS notion of a record-type descriptor. Portable libraries
can safely export SRFI 99 record types even if they were defined using the syntactic layer of SRFI 99.

In procedure names, SRFI 99 uses rtd as an abbreviation for record-type descriptor. This naming convention prevents name clashes
between SRFI 99 and the R6RS procedural and inspection layers, which makes it easier for R6RS programs to import SRFI 99 libraries.
R6RS programs must take care when importing the R6RS syntactic layer, however, because that library's exports conflict with both SRFI
9 and with SRFI 99.

When implemented properly, SRFI 99 records will be just as efficient as R6RS records. SRFI 99 is simpler than R6RS records, both in
specification and in implementation. SRFI 99 is strictly less powerful than the R6RS records facility because SRFI 99 does not require
implementations to provide sealed, opaque, or non-generative records. On the other hand, SRFI 99 describes three optional extensions



(the sealed, opaque, and uid arguments to make-rtd) that would give SRFT 99 the same power as R6RS records. With those three
extensions, SRFI 99 would become a simple and efficient foundation for implementing R6RS records.

The record system described by this SRFI has been implemented in Larceny. It is the primary record system used by Larceny's
implementation of the R6RS, including the (rnrs records syntactic) library. Larceny demonstrates both the efficiency of ERR5RS
records and the ease of interoperability between SRFI 9, ERRSRS, and the procedural and inspection layers of R6RS records.

Issues

e ERRSRS records support single inheritance.

e ERRS5RS records do not support the non-generative feature of R6RS records. (To show how SRFI 99 could be extended to provide
all useful features of R6RS records, SRFI 99 describes an optional extension for non-generativity, and the reference
implementation shows how that extension is implemented in Larceny, but that extension is not part of SRFI 99's API.)

e ERRS5RS records do not support the optional "sealed" feature of R6RS records. (To show how SRFI 99 could be extended to
provide all useful features of R6RS records, SRFI 99 describes an optional extension for sealed records, and the reference
implementation shows how that extension is implemented in Larceny, but that extension is not part of SRFI 99's API.)

e ERRS5RS records do not support the optional "opaque" feature of R6RS records. (To show how SRFI 99 could be extended to
provide all useful features of R6RS records, SRFI 99 describes an optional extension for opaque records, and the reference
implementation shows how that extension is implemented in Larceny, but that extension is not part of SRFI 99's API.)

e ERRS5RS records do not support the record-constructor descriptors of R6RS records. (Even so, ERRSRS records are compatible
with the make-record-constructor-descriptor procedure of the R6RS. Larceny, for example, allows that procedure to be used
with ERR5RS record type descriptors.)

e ERRS5RS records support the per-field mutable/immutable feature of R6RS records.

e The define-record-type syntax provides succinct defaults for both immutable and mutable fields. An identifier-only field spec
implies immutability. When enclosed within parentheses, a single identifier implies mutability.

e ERRSRS records are partitioned into a procedural layer, an inspection layer, and a syntactic layer. (The primary reason for
separating the procedural layer from the inspection layer is to simplify comparisons with R6RS records.)

e The make-rtd procedure accepts a vector of field specifiers instead of a list of field specifiers. (This is carried over from the
corresponding procedure of the R6RS procedural layer.)

Specification

All implementations of SRFI 99 must provide the following libraries:

(srfi :99) ; alias for (srfi :99 records)
(srfi :99 records) ; composite of the next three
(srfi :99 records procedural)

(srfi :99 records inspection)

(srfi :99 records syntactic)

Implementations of ERR5RS should provide the following aliases as well:

(err5rs records)

(err5rs records procedural)
(err5rs records inspection)
(err5rs records syntactic)

alias for (srfi :99 records)

alias for (srfi :99 records procedural)
alias for (srfi :99 records inspection)
alias for (srfi :99 records syntactic)

The specification also describes how Scheme's standard equivalence predicates behave with respect to records, and shows how some

R6RS examples can be translated to use the ERR5RS libraries instead.

When the following specification says that a procedure is said to be equivalent to some R6RS procedure, the equivalence holds only
when all arguments have the properties required of them by the R6RS specification. Neither ERRSRS nor this SRFI mandate the R6RS
exception semantics for programs that violate the specification.

Procedural Layer

The (srfi :99 records procedural) library exports the following procedures.
(make-rtd name fieldspecs)
(make-rtd name fieldspecs parent)

name is a symbol, which matters only to the rtd-name procedure of the inspection layer. fieldspecs is a vector of field specifiers, where
each field specifier is one of

e asymbol naming the (mutable) field,
e alist of the form (mutable name), where name is a symbol naming the mutable field,
e alist of the form (immutable name), where name is a symbol naming the immutable field.

The optional parent is an rtd or #£. It is an error for any of the symbols in fieldspecs to name more than one of the fields specified by
fieldspecs, but the field names in fieldspecs may shadow field names in the parent record-type.

Implementations may wish to extend this procedure to support the non-generative, sealed, and/or opaque features of the R6RS. The
recommended way to support those features is to allow any combination of the following arguments to follow the optional parent
argument:



e The symbol sealed means the new rtd cannot be used as the parent of other rtds.

e The symbol opaque means the record? predicate will not recognize instances of the new rtd.

e The symbol uid, following by another symbol id, means the new rtd is non-generative with uid id. The semantics of this extension
is the same as described by the R6RS.

The recommendation above is not binding on implementations of SRFI 99. There are other ways to realize sealed, opaque, or non-
generative rtds.

Returns an R6RS-compatible record-type descriptor. Could be defined (without the recommended error checking, and without the
extensions described above) in terms of the RORS procedural layer by

(define (make-rtd name fieldspecs . rest)
(make-record-type-descriptor

name
(if (null? rest) #f (car rest))
#f #f #f

(vector-map (lambda (fieldspec)
(if (symbol? fieldspec)
(list 'mutable fieldspec)
fieldspec))
fieldspecs)))

(rtd? obj)

Equivalent to the record-type-descriptor? procedure of the R6RS.
(rtd-constructor rtd)

(rtd-constructor rtd fieldspecs)

rtd is a record-type descriptor, and fieldspecs is an optional vector of symbols.

If no fieldspecs argument is supplied, then rtd-constructor returns a procedure that expects one argument for each field of the record-
type described by r¢d and returns an instance of that record-type with its fields initialized to the corresponding arguments. Arguments
that correspond to the fields of the record-type's parent (if any) come first.

If fieldspecs is supplied, then rtd-constructor returns a procedure that expects one argument for each element of fieldspecs and returns
an instance of the record-type described by rtd with the named fields initialized to the corresponding arguments.

It is an error if some symbol occurs more than once in fieldspecs. Fields of a derived record-type shadow fields of the same name in its
parent; the fieldspecs argument cannot be used to initialize a shadowed field.

Note: The optional second argument was proposed by Pavel Curtis, and interoperates well with SRFT 9.

Could be defined in terms of the R6RS procedural layer and ERR5RS inspection layer by:

(define (rtd-constructor rtd . rest)

; Computes permutation and allocates permutation buffer

; when the constructor is created, not when the constructor

; is called. More error checking is recommended.

(define (make-constructor fieldspecs allnames maker)

(let* ((k (length fieldspecs))

(n (length allnames))
(buffer (make-vector n (unspecified)))
(reverse-all-names (reverse allnames)))

(define (position fieldname)
(let ((names (memg fieldname reverse-all-names)))
(assert names)
(- (length names) 1)))

(let ((indexes (map position fieldspecs)))

The following can be made quite efficient by
hand-coding it in some lower-level language,
e.g. Larceny's mal. Even case-lambda would
be good enough in most systems.

(lambda args
(assert (= (length args) k))
(for-each (lambda (arg posn)
(vector-set! buffer posn arg))
args indexes)
(apply maker (vector->list buffer))))))

(if (null? rest)
(record-constructor
(make-record-constructor-descriptor rtd #f #f))

(begin (assert (null? (cdr rest)))
(make-constructor
(vector->list (car rest))
(vector->1list (rtd-all-field-names rtd))
(record-constructor

(make-record-constructor-descriptor rtd #f #£))))))



(rtd-predicate rtd)
Equivalent to the record-predicate procedure of the R6RS.
(rtd-accessor rtd field)

field is a symbol that names a field of the record-type described by the record-type descriptor r#d. Returns a unary procedure that accepts
instances of 7¢d (or any record-type that inherits from r¢d) and returns the current value of the named field.

Fields in derived record-types shadow fields of the same name in a parent record-type.

(rtd-mutator rtd field)
field is a symbol that names a field of the record-type described by the record-type descriptor 7¢d. Returns a binary procedure that accepts
instances of rtd (or any record-type that inherits from r#d) and a new value to be stored into the named field, performs that side effect,

and returns an unspecified value.

Fields in derived record-types shadow fields of the same name in a parent record-type.

Inspection Layer

The (srfi :99 records inspection) library exports the following procedures.
(record? obj)

Equivalent to its R6RS namesake.

(record-rtd record)

Equivalent to its R6RS namesake.

(rtd-name rtd)

Equivalent to the record-type-name procedure of the R6RS.

(rtd-parent rtd)

Equivalent to the record-type-parent procedure of the R6RS.
(rtd-field-names rtd)

Equivalent to the record-type-field-names procedure of the R6RS. (That is, it returns a vector of the symbols that name the fields of
the record-type represented by rtd, excluding the fields of parent record-types.)

(rtd-all-field-names rtd)

Returns a vector of the symbols that name the fields of the record-type represented by r#d, including the fields of its parent record-types,
if any. The fields of parent record-types come before the fields of its children, with each subsequence in the same order as in the vectors
that would be returned by calling rtd-field-names on rtd and on all its ancestral record-type descriptors.

Could be defined by

(define (rtd-all-field-names rtd)
(define (loop rtd othernames)
(let ((parent (rtd-parent rtd))
(names (append (vector->list
(rtd-field-names rtd))
othernames)))
(if parent
(loop parent names)
(list->vector names))))
(loop rtd '()))

(rtd-field-mutable? rtd field)

rtd is a record-type descriptor, and field is a symbol naming a field of the record-type described by r#d. Returns #t if the named field is
mutable; otherwise returns #£.

Syntactic Layer

The syntactic layer consists of SRFI 9 extended with single inheritance and (optional) implicit naming.

All ERR5RS record-type definitions are generative, but ERRSRS drops the SRFI 9 restriction to top level, mainly because the R6RS
allows generative definitions wherever a definition may appear.



The (srfi :99 records syntactic) library exports the define-record-type syntax specified below.

The syntax of an ERRSRS record-type definition is

<definition>
-> <record type definition> ; addition to 7.1.6 in R5RS

<record type definition>
-> (define-record-type <type spec>
<constructor spec>
<predicate spec>
<field spec> ...)

<type spec> -> <type name>
-> (<type name> <parent>)

<constructor spec>
-> #£
-> #t
-> <constructor name>
-> (<constructor name> <field name> ...)

<predicate spec>
-> #f
-> #t
-> <predicate name>

<field spec> -> <field name>
-> (<field name>)
-> (<field name> <accessor name>)
-> (<field name> <accessor name> <mutator name>)

<parent> -> <expression>
<type name> -> <identifier>
<constructor name> -> <identifier>
<predicate name> -> <identifier>
<accessor name> -> <identifier>
<mutator name> -> <identifier>
<field name> -> <identifier>

The semantics of a record type definition is the same as in SRFI 9: the record type definition macro-expands into a cluster of definitions
that

define the <type name> as the record-type descriptor for the new record-type;

defines a constructor for instances of the new record-type (unless the constructor spec is #£);

defines a predicate that recognizes instances of the new record-type and its subtypes (unless the predicate spec is #£);
defines an accessor for each field name;

defines a mutator for each mutable field name.

An ERRSRS record type definition extends SRFI 9 with the following additional options:

e Ifa <parent> expression is specified, then it must evaluate to an rtd that serves as the parent record-type for the record-type being
defined.
o If #f is specified for the constructor or predicate, then no constructor or predicate procedure is defined. (This is useful when the
record-type being defined will be used as an abstract base class.)
o If #t is specified for the constructor or predicate, then the name of the constructor is the type name prefixed by make-, and the
name of the predicate is the type name followed by a question mark (?).
e [f the constructor name is specified as #t or as an identifier, then the constructor's arguments correspond to the fields of the parent
(if any) followed by the new fields added by this record-type definition.
e Ifafield spec consists of a single identifier, then
o the field is immutable;
o the name of its accessor is the type name followed by a hyphen (-) followed by the field name.
e Ifafield spec consists of a list of one identifier, then
o the field is mutable;
o the name of its accessor is the type name followed by a hyphen (-) followed by the field name;
o the name of its mutator is the type name followed by a hyphen (-) followed by the field name followed by -set!.

Record Identity

Two ERRSRS records with fields are eqv? if and only if they were created by the same (dynamic) call to some record constructor. Two
ERRSRS records are eq? if and only if they are eqv?.

Two ERRSRS records for which the record? predicate returns true are equal? if and only if they are eqvz. This SRFI does not specify
the semantics of equal? on opaque records, which are not required by this SRFI. (The R6RS requires equal? and eqv? to behave the
same on all records, unless the records happen to be opaque records that represent pairs, vectors, strings, or bytevectors.)

(Historical note: Pavel Curtis proposed that equal? behave the same as eqv?.)

A define-record-type form macro-expands into code that calls make-rtd each time the expanded record-type definition is executed.
Two ERRSRS record-type descriptors are eqv? if and only if they were created by the same (dynamic) call to make-rtd.



Examples

RO6RS library section 6.3 includes two extended examples that provide a nice comparison of the R6RS and ERR5RS record systems,
especially since these two examples were designed to highlight the use of R6RS record-constructor descriptors in combination with
inheritance.

Example 1

Using ERRSRS records, the first example becomes:

(define rtdl
(make-rtd 'rtdl '#((immutable x1) (immutable x2))))

(define rtd2
(make-rtd 'rtd2 '#((immutable x3) (immutable x4)) rtdl))

(define rtd3
(make-rtd 'rtd3 '#((immutable x5) (immutable x6)) rtd2))

(define protocoll
(lambda (p)
(lambda (a b c)
(p (+ ab) (+Dbc))))

(define protocol2
(lambda (n)
(lambda (a b c d e £f)
(let ((p (n abc)))
(p (+ de) (+ef))))))

(define protocol3
(lambda (n)
(lambda (a b c de £ gh i
(let ((p (nabcdef)))
(p (+ g h) (+hi))))))

(define make-rtdl
(protocoll (rtd-constructor rtdl)))

(define make-rtd2
(let ((maker2 (rtd-constructor rtd2)))
(protocol2
(protocoll
(lambda (x1 x2)
(lambda (x3 x4)
(maker2 x1 x2 x3 x4)))))))

(define make-rtd3
(let ((maker3 (rtd-constructor rtd3)))
(protocol3
(protocol2
(protocoll
(lambda (x1 x2)
(lambda (x3 x4)
(lambda (x5 x6)
(maker3 x1 x2 x3 x4 x5 x6)))))))))

(make-rtd3 1 2 3 4 56 7 809)

; evaluates to a record whose fields contain
; 359 11 15 17

The purpose of the R6RS record-constructor descriptors is to automate the idiom shown in the definitions of make-rtd1, make-rtd2, and
make-rtd3 above, and to provide an alternative to procedural abstraction when eliminating the duplication of code seen inmake-
point/abs and make-cpoint/abs below.

Example 2

The second example illustrates the shadowing of fields in a parent record-type by fields in a derived record-type. Using ERR5RS
records, the second example becomes:

(define :point
(make-rtd 'point '#((mutable x) (mutable y))))

(define make-point (rtd-constructor :point))

(define point? (rtd-predicate :point))
(define point-x (rtd-accessor :point 'x))
(define point-y (rtd-accessor :point 'y))
(define point-x-set! (rtd-mutator :point 'x))
(define point-y-set! (rtd-mutator :point 'y))

(define pl (make-point 1 2))

(point? pl) => #t
(point-x pl) => 1
(point-y pl) => 2
(point-x-set! pl 5)

(point-x pl) => 5

(define :point2
(make-rtd 'point2 '#((mutable x) (mutable y)) :point))
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(define make-point2

(rtd-constructor :point2))
(define point2? (rtd-predicate :point2))
(define point2-xx (rtd-accessor :point2 'x))
(define point2-yy (rtd-accessor :point2 'y))

(define p2 (make-point2 1 2 3 4))

(point? p2) => #t
(point-x p2) => 1
(point-y p2) = 2
(point2-xx p2) => 3
(point2-yy p2) => 4

(define make-point/abs
(let ((maker (rtd-constructor :point)))
(lambda (x y)
(maker (abs x) (abs y)))))

(point-x (make-point/abs -1 -2)) =>1
(point-y (make-point/abs -1 -2)) => 2

(define :cpoint
(make-rtd 'cpoint '#((mutable rgb)) :point))

(define make-cpoint
(let ((maker (rtd-constructor :cpoint)))
(lambda (x y c)
(maker x y (color->rgb c)))))

(define make-cpoint/abs
(let ((maker (rtd-constructor :cpoint)))
(lambda (x y c)
(maker (abs x) (abs y) (color->rgb c)))))

(define cpoint-rgb
(rtd-accessor :cpoint 'rgb))

(define (color->rgb c)
(cons 'rgb c))

(cpoint-rgb (make-cpoint -1 -3 'red)) => (rgb . red)
(point-x (make-cpoint -1 -3 'red)) = -1
(point-x (make-cpoint/abs -1 -3 'red)) =>1

Reference Implementation

To simplify maintenance, the reference implementation is provided separately.
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Abstract

Random-access lists [1] are a purely functional data structure for representing lists of values. A random-
access list may act as a drop in replacement for the usual linear-access pair and list data structures
(pair?, cons, car, cdr), which additionally supports fast index-based addressing and updating (List-
ref, list-set). The impact is a whole class of purely-functional algorithms expressed in terms of index-
based list addressing become feasible compared with their linear-access list counterparts.

This document proposes a library API for purely functional random-access lists consistent with the
RORS [2] base library and list utility standard library [3].

Issues

e Procedure names have been chosen to be consistent with R6RS, even though in some cases such as
list-ref and list-tail the choice seems poor since they include the prefix 1ist- even though
they do not operate on lists, but chains of pairs, i.e. lists and improper lists, and arbitrary objects,
respectively. Although the names have remained the same, the descriptions have been corrected
(e.g. using pair or obj instead of list for parameter names). Should the names be changed as well?

e To what extent should standard Scheme procedures and syntax that consume or construct lists be
included in this proposal? For example, should all of the (rnrs base) library that deals with lists
be included? By my count this would mean adding: 1ambda, apply, vector->list, list-
>vector, string->1list, and 1list->string. I am inclined to add these. Should all of the (rnrs
lists) library be included? These procedures are easily defined in terms of what's given here, and
no perfomance advantage is gained by implementig them "under the hood" using the data
structures in the reference implementation. I am inclined not to include them.

e Should a car+cdr procedure be added?

e Should the current syntax and procedures sub-libraries be included?

Rationale

Functional programming and list hacking go together like peanut butter and jelly, eval and apply, syntax
and semantics, or cursing and recursing. But the traditional approach to implementing pairs and lists
results in index-based access (1ist-ref) requiring time proportional the index being accessed.
Moreover, indexed-based functional update (1ist-set) becomes so inefficient as to be nearly
unspeakable. Instead, programmers revert the imperatives of the state; they use a stateful data structure
and imperative algorithms.
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This SRFT intends to improve the situation by offering an alternative implementation strategy based on
Okasaki's purely functional random-access lists [1]. Random-access pairs and lists can be used as a
replacement for traditional, linear-access pairs and lists with no asymptotic loss of efficiency. In other
words, the typical list and pair operations such as cons, car, and cdr, all operate in O(1) time as usual.
However, random-access lists additionally support index-based access and functional update operations
that are asymptotically cheaper; O(log(n)) for random-access lists versus O(n) for linear-access lists,
where 7 is the length of the list being access or updated. As such, many purely functional index-based
list algorithms become feasible by using a random-access list representation for pairs and lists.

The requirements of this SRFI have been designed in such a way as to admit portable library
implementations of this feature, such as the reference implementation, while at the same time admit
more radical implementations that embrace random-access pairs as the fundamental pair representation.

Specification

Random-access pairs and lists

A random-access pair (or just pair) is a compound structure with two fields called the car and the cdr
fields (consistent with the historical naming of pair fields in Scheme). Pairs are created by the procedure
cons. The car and cdr fields are accessed by the procedures car and cdr.

Pairs are used primarily to represents lists. A list can be defined recursively as either the empty list or a
pair whose cdr is a list. More precisely, the set of lists is defined as the smallest set X such that

e The empty list is in X.
e If list is in X, then any pair whose cdr field contains /is¢ is also in X.

The objects in the car fields of successive pairs of a list are the elements of the list. For example, a two-
element list is a pair whose car is the first element and whose cdr is a pair whose car is the second
element and whose cdr is the empty list. The length of a list is the number of elements, which is the
same as the number of pairs.

The empty list is a special object of its own type. It is not a pair. It has no elements and its length is zero.

Note: The above definitions imply that all lists have finite length and are terminated by the
empty list.

A chain of pairs is defined recursively as either a non-pair object or a pair whose cdr is a chain of pairs
(Note: every value is a chain of pairs). A chain of pairs ending in the empty list is a list. A chain of pairs
not ending in the empty list is called an improper list. Note that an improper list is not a list. Whether a
given pair is a list depends upon what is stored in the cdr field.

The external representation of pairs is not specified by this SRFI, however the examples below do use
the typical notation for writing pair and list values.

Random-access pairs and lists are specified to be fully functional, or, to use the term from the academic
literature, fully persistent [1]. Full persistence means that all operations on random-access lists, notably
including cons, list-ref, list-set, and list-ref/update, are specified

1. not to mutate any of their arguments; perforce

2. to be safe to execute concurrently on shared arguments; and

3. to suffer no degradation of performance as a consequence of the history of operations carried out
to produce their arguments (except as it is reflected in the lengths of those arguments); but
permitted

4. to produce results that share structure with their arguments.

It is usually taken for granted that standard Scheme lists have these properties. This SRFI explicitly
specifies that random-access lists share them.

syntax: (quote datum)
Syntax: <Datum> should be a syntactic datum.

Semantics: (quote <datum>) evaluates to the datum value represented by <datum> (see section 4.3 of
R6RS). This notation is used to include constants.

When the datum value represented by <datum> contains pair structure, quote produces random-access
pairs.

(quote a) - a
(quote #(a b c)) = #(a b ¢)
(quote (+ 1 2)) = (+ 1 2)

As noted in section 4.3.5 of RO6RS, (quote <datum>) may be abbreviated as '<datum>:
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" abe" - "abe"
'145932 = 145932

'a = a

'#(a b c) = #(a b c)
. -0
"(+12) = (+ 1 2)

' (quote a) = (quote a)
''a = (quote a)

As noted in section 5.10 of R6RS, constants are immutable.

Note: Different constants that are the value of quote expression may share the same
locations.

procedure: (equal? obj; obj,) - bool

The equal? predicate returns #t if and only if the (possibly infinite) unfoldings of its arguments into
regular trees are equal as ordered trees.

The equal? predicate treats pairs and vectors as nodes with outgoing edges, uses string=2 to compare
strings, uses bytevector=2? to compare bytevectors, and uses eqv? to compare other nodes.

(equal? 'a 'a) = #t
(equal? '(a) '(a)) = #t
(equal? '(a (b) c)

"(a (b) c)) > #t
(equal? "abc" "abc") = #t
(equal? 2 2) = #t
(equal? (make-vector 5 'a)

(make-vector 5 'a)) = #t

(equal? '#vu8(1 2 3 4 5)
(u8-list->bytevector

(12 3 4 5)) = #t
(equal? (lambda (x) Xx)
(lambda (y) ¥)) = unspecified

(let* ((x (list 'a)
(y (list 'a)

(z (list x y

(list (equal? z (
z (

)

)

)))

lis
(equal? lis

ty x))
t x x)))) > (#t #t)
procedure: (pair? obj) - bool

Returns #t if obj is a pair, and otherwise returns #£. This operation must take O(1) time.

(pair? '(a . b)) = #t
(pair? '(a b c)) = #t
(pair? '()) = #f
(pair? '#(a b)) = #f£

procedure: (cons obj; obj,) - pair

Returns a newly allocated pair whose car is obj; and whose cdr is 0bj,. The pair is guaranteed to be
different (in the sense of eqv?) from every existing object. This operation must take O(1) time.

(cons 'a '()) = (a)

(cons '(a) '(b c d)) = ((a) bc d)
(cons "a" '"(b c)) = ("a" b c)
(cons 'a 3) = (a . 3)
(cons '(a b) 'c) = ((ab) . c)

procedure: (car pair) - obj

Returns the contents of the car field of pair. This operation must take O(7) time.

(car '(a b ¢)) = a

(car '((a) b c d)) = (a)

(car '(1 . 2)) - 1

(car '()) &assertion exception

procedure: (cdr pair) - obj

Returns the contents of the cdr field of pair. This operation must take O(7) time.

(cdr '((a) b c d)) = (b cd
(cdr '"(1 . 2)) - 2
(cdr '()) &assertion exception

procedure: (caar pair) - obj
procedure: (cadr pair) - obj

procedure: (cdddar pair) - obj
procedure: (cddddr pair) - obj

These procedures are compositions of car and cdr, where for example caddr could be defined by
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(define caddr (lambda (x) (car (cdr (cdr x))))).

Arbitrary compositions, up to four deep, are provided. There are twenty-eight of these procedures in all.
These operations must take O(1) time.

procedure: (null? obj) - bool

Returns #t if obj is the empty list, #£ otherwise. This procedure is equivalent to the null? procedure of
the RORS base library.

procedure: (1ist? obj) - bool
Returns #t if obyj is a list, #£ otherwise. By definition, all lists are chains of pairs that have finite length

and are terminated by the empty list. This operation must take time bounded by O(log(n)), where n is the
number of pairs in the chain forming the potential list.

(list? '(a b c)) = #t
(list? '()) - #t
(list? '(a . b)) = #£
procedure: (list obj ...) - list

Returns a newly allocated list of its arguments. This operation must take time bounded by O(n), where n
is the number of arguments to list.

(list 'a (+ 3 4) 'c) = (a7c)
(list) = ()

procedure: (make-list k) - list
procedure: (make-list k obj) - list

Returns a newly allocated list of £ elements. If a second argument is given, then each element is
initialized to obj. Otherwise the initial contents of each element is unspecified. This operation must take
time and space bounded by O(log(k)).

(make-list 5 0) = (0000 0)
procedure: (length list) - k

Returns the length of /ist. This operation must take time bounded by O(log(n)), where n is the length of
the list.

(length '(a b c)) - 3
(length '(a (b) (c))) -3
(length '()) =0

procedure: (length<=? obj k) - bool

Returns true if obj is a chain of at least & pairs and false otherwise. This operation must take time
bounded by O(log(min(k,n))), where n is the length of the chain of pairs.

(length<=? 'not-a-list 0) = #t
(length<=? '(a . b) 0) s #t
(length<=? '(a . b) 1) = #t
(length<=? '(a . b) 2) = #f

procedure: (append list ... obj) - obj

Returns a chain of pairs consisting of the elements of the first /ist followed by the elements of the other
lists, with obj as the cdr of the final pair. An improper list results if o0bj is not a list. This operation must
take time bounded by O(log(n)), where n is the total number of elements in the given lists.

(append '(x) '(y)) = (xY)
(append '(a) '(b c d)) = (abcd
(append '(a (b)) '((c))) = (a (b) (c))
(append '(a b) '(c d)) > (abc . d
(append '() 'a) = a

procedure: (reverse list) - list

Returns a newly allocated list consisting of the element of /ist in reverse order. This operation must take
time bounded by O(n) where n is the length of the list.

(reverse '(a b c)) = (c b a)
(reverse '(a (b c) 'd "(e (f)))) > ((e (£)) d (b c) a)

procedure: (list-tail obj k) - obj

Obj should be a chain of pairs with a count of at least k. The 1ist-tail procedure returns the object
obtained by omitting the first £ elements in obj. This operation must take time bounded by
O(log(min(k,n))), where n is the length of the chain of pairs.



(list-tail '(a b c d) 0) = (abcd
(list-tail '(a b c d) 2) > (c d)
(list-tail 'not-a-list 0) = not-a-list

Implementation responsibilities: The implementation must check that obj is a chain of pairs whose count
is at least k.

procedure: (list-ref pair k) - obj

Pair must be a chain of pairs whose count is at least k£ + /. The 1ist-ref procedure returns the kth
element of pair. This operation must take time bounded by O(min(k,log(n))), where n is the length of the
chain of pairs.

(list-ref '(a b c d) 2) = C

Implementation responsibilities: The implementation must check that pair is a chain of pairs whose
count is at least k + 1.

procedure:(list-set pair k obj) - obj

Pair must be a chain of pairs whose count is at least k£ + /. The 1ist-set procedure returns the chain of
pairs obtained by replacing the kth element with obj. This operation must take time bounded by
O(min(k,log(n))), where n is the length of the chain of pairs.

(list-set '(a b c d) 2 'x) = (abxd)

Implementation responsibilities: The implementation must check that pair is a chain of pairs whose
count is at least k + 1.

procedure: (list-ref/update pair k proc) - obj; obj,

Returns the same results as:

(values (list-ref pair k)
(list-set pair k (proc (list-ref pair k))))

but it may be implemented more efficiently.
(list-ref/update '(7 8 9 10) 2 -) = 9 (7 8 -9 10)
procedure: (map proc list; list; ...) - list

The lists should all have the same length. Proc should accept as many arguments as there are /ists and
return a single value.

The map procedure applies proc element-wise to the elements of the /ists and returns a list of the results,
in order. Proc is always called in the same dynamic environment as map itself. The order in which proc
is applied to the elements of the /ists is unspecified.

(map cadr '((a b) (d e) (g h))) = (b e h)

(map (lambda (n

) (expt n n))
'(12345

))
= (1 4 27 256 3125)

(map + '(1 2 3) (45 6)) = (579)

(let ((count 0))
(map (lambda (ignored)
(set! count (+ count 1))
count)
'(a b))) = (1 2) or (2 1)

Implementation responsibilities: The implementation should check that the /ists all have the same
length. The implementation must check the restrictions on proc to the extent performed by applying it as
described. An implementation may check whether proc is an appropriate argument before applying it.

procedure: (for-each proc list; list, ...) - unspecified
The lists should all have the same length. Proc should accept as many arguments as there are lists.

The for-each procedure applies proc element-wise to the elements of the Jists for its side effects, in
order from the first element to the last. Proc is always called in the same dynamic environment as for-
each itself. The return values of for-each are unspecified.

(let ((v (make-vector 5)))
(for-each (lambda (i)
(vector-set! v i (* i 1)))
'(01 2 3 4))
V) = #(0 1 4 9 16)

(for-each (lambda (x) x) '(1 2 3 4)) = unspecified



(for-each even? '()) = unspecified

Implementation responsibilities: The implementation should check that the Jists all have the same
length. The implementation must check the restrictions on proc to the extent performed by applying it as
described. An implementation may check whether proc is an appropriate argument before applying it.

Note: Implementations of for-each may or may not tail-call proc on the last element.

Representation conversion

procedure: (random-access-list->linear-access-list ra-list) - la-list
procedure: (linear-access-list->random-access-list la-list) - ra-list

These procedures convert between (potentially) distinct representations of lists. To avoid confusion,
parameters named ra-list range over lists represented with random-access lists, i.e. objects satisfying the
list? predicate described above, while parameters named /a-list range over lists represented with the
more traditional linear-access lists, i.e. objects satisfying the 1ist? predicate of R6RS. In systems that
represent all lists as random-access lists, these conversions may simply be list identity procedures.

Implementation requirements

Random-access pairs must be disjoint from all other base types with the possible exception of (linear-
access) pairs.

The external representation of random-access pairs is unspecified. The behavior of equal? when given a
random-access pair and a sequential-access pair is unspecified in implementations with disjoint
representations.

The behavior of eq? and eqv? on random-access pairs must be the same as that for pairs, vectors, or
records. Namely, two random-access pair objects are eq? if and only if they are eqv?, and they are eqv?
if and only if they refer to the same location in the store.

All argument checking for each operation must be done within the time bounds given for that operation.

Implementations are encouraged, but not required, to support random-access pairs and lists as their
primary pair and list representation. In such an implementation, the external representation of random-

access pairs and list should be as described in section 4.3.2 (Pairs and lists) of R°RS, the behavior of
equivalence predicates on random-access pairs should be as described in section 11.5 (Equivalence

predicates) of RORS, and so on. In short, all pairs should be random-access pairs.
Implementations supporting SRFI Libraries [4] and SRFI 101 must provide the following libraries:

(srfi :101) ; Composite libraries
(srfi :101 random-access-lists)

(srfi :101 random-access-lists procedures) ; Procedures only
(srfi :101 random-access-lists syntax) ; Syntax only

Reference Implementation

A portable R6RS library reference implementation and test suite are provided. The library has been
tested successfully using Ikarus (0.0.3), Larceny (0.97), and PLT Scheme (4.2.1.7).

A PLT Scheme specific library that implements purely functional random-access lists, but with an API
designed to be consistent with PLT's list libraries rather than R6RS, is available as the RaList package
on Planet [5].
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113: Sets and Bags

by John Cowan
Status
This SRFT is currently in final status. Here is an explanation of each status that a SRFI can hold. To provide input on this SRFI, please

send email to srfi-113@nospamsrfi.schemers.org. To subscribe to the list, follow these instructions. You can access previous
messages via the mailing list archive.
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Revised: 2013-06-09

Revised: 2013-07-03

Revised: 2013-12-04
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Revised: 2014-08-15

Revised: 2014-08-19
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Revised: 2014-08-29

Revised: 2014-11-16

Revised: 2014-11-28

Final: 2014-11-29

Revised to fix errata:

2016-11-29 (Fixed calls to set-map and bag-map.)

2017-01-03 (Replaced references to "character set" with "set or bag.")
2018-07-03 (Fixed wording error about total orders.)
2022-02-19 (Fixed order of arguments in example of set-map.)

[e]

o O o

Post-finalization note 1 (Added 2016-05-14.): Because SRFI 114 has been deprecated by SRFI 128, it is recommended that
implementers make use of SRFI 128 rather than SRFI 114 comparators where comparators are specified in this SRFI. Specifically, the
procedures set, bag, set-unfold, bag-unfold, set-map, list->set, list->bag, and alist->bag, should accept SRFI 128 rather than
SRFI 114 comparators as arguments. By the same token, the results of set-element-comparator and bag-element-comparator, as
well as the values of set-comparator and bag-comparator, should be SRFI 128 comparators. The sample implementation has been
updated to depend on SRFT 128 rather than SRFI 114.

Post-finalization note 2: The order of arguments of set-map and set-unfold are not consistent with those of hash-table-map and
hash-table-unfold in SRFI 125. Both SRFI 113 and SRFI 125 are going to be part of R7RS large (also known as the Red Edition), and
the plan is to make them consistent there, following the order in SRFI 125. Furthermore, SRFI 146 (in draft status at the time of this
writing) uses the order of SRFI 125. Since this problem was discovered after SRFI 113 was finalized, and it wasn't an error in the SRFI,
it's too late to fix it here. However, John Cowan, the author, encourages implementers to consider adopting the order of SRFI 125.
Thanks to Marc Nieper-WiBkirchen for reporting this mismatch, and for providing a version of SRFI 113 with the recommended
argument order in the implementation of SRFI 146.

Post-finalization note 3 (Added 2021-06-03): At the request of the SRFT author, this paragraph has been marked deleted where it
appears below:

The implementation registers set-comparator and bag-comparator with SRFI 114's default comparator, assuming the sample
implementation of SRFI 114 is being used. Scheme implementers who provide their own implementations of SRFI 114 must
change this part of the code.

John says:
The words from "assuming" onwards represent the SRFI 114 situation, where registration was not standardized but was

made available by the sample implementation, so since PFN 1 (which replaced SRFI 114 with SRFI 128) they are now
meaningless anyway.

Abstract

Sets and bags (also known as multisets) are unordered collections that can contain any Scheme object. Sets enforce the constraint that no
two elements can be the same in the sense of the set's associated equality predicate; bags do not.

Rationale

Sets are a standard part of the libraries of many high-level programming languages, including Smalltalk, Java, and C++. Racket provides
general sets similar to those of this proposal, though with fewer procedures, and there is a Chicken egg called sets (unfortunately
undocumented), which provides a minimal set of procedures. SRFI 1 also provides a list-based implementation of sets.

Bags are useful for counting anything from a fixed set of possibilities, e.g. the number of each type of error in a log file or the number of
uses of each word in a lexicon drawn from a body of documents. Although other data structures can serve the same purpose, using bags
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clearly expresses the programmer's intent and allows for optimization.

Insofar as possible, the names in this SRFT are harmonized with the names used for ordered collections (lists, strings, vectors, and
bytevectors) in Scheme. However, size is used instead of length to express the number of elements in a collection, because length
implies order.

It's possible to use the general sets of this SRFI to contain characters, but the use of SRFI 14 is recommended instead. The names and
facilities in this SRFI are harmonized with SRFI 14, except that SRFI 14 does not contain analogues of the set-search!, set>?, set<=2,
set>=?,set—remove,Orset—partitionprocedure&

Sets and bags do not have a lexical syntax representation. It's possible to use SRFI 108 quasi-literal constructors to create them in code,
but this SRFI does not standardize how that is done.

The interface to general sets and bags depends on SRFI 114 comparators, despite that SRFI having a higher number than this one for
hysterical raisins. Comparators conveniently package the equality predicate of the set with the hash function or comparison procedure
needed to implement the set efficiently.

Specification

Sets and bags are mutually disjoint, and disjoint from other types of Scheme objects.

It is an error for any procedure defined in this SRFI to be invoked on sets or bags with distinct comparators (in the sense of eq?).
It is an error to mutate any object while it is contained in a set or bag.

It is an error to add an object to a set or bag which does not satisfy the type test predicate of the comparator.

It is an error to add or remove an object for a set or a bag while iterating over it.

Linear update

The procedures of this SRFI, by default, are "pure functional" — they do not alter their parameters. However, this SRFI also defines
"linear-update" procedures, all of whose names end in !. They have hybrid pure-functional/side-effecting semantics: they are allowed,
but not required, to side-effect one of their parameters in order to construct their result. An implementation may legally implement these
procedures as pure, side-effect-free functions, or it may implement them using side effects, depending upon the details of what is the
most efficient or simple to implement in terms of the underlying representation.

It is an error to rely upon these procedures working by side effect. For example, this is not guaranteed to work:

(let* ((setl (set 'a 'b 'c)) ; setl = {a,b,c}.
(set2 (set-adjoin! setl 'd))) ; Add d to {a,b,c}.
setl) ; Could be either {a,b,c} or {a,b,c,d}.

However, this is well-defined:

(let ((setl (set 'a 'b 'c)))
(set-adjoin! setl 'd)) ; Add d to {a,b,c}.

So clients of these procedures write in a functional style, but must additionally be sure that, when the procedure is called, there are no
other live pointers to the potentially-modified set or bag (hence the term "linear update").

There are two benefits to this convention:
e Implementations are free to provide the most efficient possible implementation, either functional or side-effecting.

e Programmers may nonetheless continue to assume that sets are purely functional data structures: they may be reliably shared
without needing to be copied, uniquified, and so forth.

In practice, these procedures are most useful for efficiently constructing sets and bags in a side-effecting manner, in some limited local
context, before passing the set or bag outside the local construction scope to be used in a functional manner.

Scheme provides no assistance in checking the linearity of the potentially side-effected parameters passed to these functions — there's no
linear type checker or run-time mechanism for detecting violations.

Note that if an implementation uses no side effects at all, it is allowed to return existing sets and bags rather than newly allocated ones,
even where this SRFI explicitly says otherwise.

Comparator restrictions

Implementations of this SRFI are allowed to place restrictions on the comparators that the procedures accept. In particular, an
implementation may require comparators to provide a comparison procedure. Alternatively, an implementation may require comparators
to provide a hash function, unless the equality predicate of the comparator is eq?, eqv?, equal?, string=2?, Or string-ci=2.
Implementations must not require the provision of both a comparison procedure and a hash function.
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e (Constructors: set, set-unfold
e Predicates: set?, set-contains?, set-empty?, set-disjoint?
® Accessors: set-member, set-element-comparator

e Updaters: set-adjoin, set-adjoin!, set-replace, set-replace!, set-delete, set-delete!, set-delete-all, set-delete-
all!, set-search!

e The whole set: set-size, set-find, set-count, set-any?, set-every?

e Mapping and folding: set-map, set-for-each, set-fold, set-filter, set-filter!, set-remove, set-remove!, set-
partition, set-partition!

e Copying and conversion: set-copy, set->list, list->set, list->set!
e Subsets: set=?, set<?, set>?, set<=?, set>=?

e Set theory operations: set-union, set-intersection, set-difference, set-xor, set-union!, set-intersection!, set-
difference!, set-xor!

e Additional bag procedures: bag-sum, bag-sum!, bag-product, bag-product !, bag-element-count, bag-for-each-unique, bag-
fold-unique, bag-increment!, bag-decrement!, bag->set, set->bag, set->bag!

o Comparators: set-comparator, bag-comparator

Set procedures

Constructors

(set comparator element ... )

Returns a newly allocated empty set. The comparator argument is a SRFI 114 comparator, which is used to control and distinguish the
elements of the set. The elements are used to initialize the set.

(set-unfold comparator stop? mapper successor seed)
Create a newly allocated set as if by set using comparator. If the result of applying the predicate stop? to seed is true, return the set.

Otherwise, apply the procedure mapper to seed. The value that mapper returns is added to the set. Then get a new seed by applying the
procedure successor to seed, and repeat this algorithm.

Predicates

(set? obj)

Returns #t if obj is a set, and #£ otherwise.
(set-contains? set element)

Returns #t if element is a member of set and #f otherwise.
(set-empty? set)

Returns #t if set has no elements and #£ otherwise.
(set-disjoint? set; set))

Returns #t if set; and set, have no elements in common and #£ otherwise.

Accessors

(set-member set element default)

Returns the element of set that is equal, in the sense of set's equality predicate, to element. If element is not a member of set, default is
returned.

(set-element-comparator sef)

Returns the comparator used to compare the elements of se.
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Updaters

(set-adjoin set element ...)

The set-adjoin procedure returns a newly allocated set that uses the same comparator as set and contains all the values of sez, and in
addition each element unless it is already equal (in the sense of the comparator) to one of the existing or newly added members. It is an
error to add an element to set that does not return #t when passed to the type test procedure of the comparator.

(set-adjoin! set element ...)

The set-adjoin! procedure is the same as set-adjoin, except that it is permitted to mutate and return the set argument rather than
allocating a new set.

(set-replace set element)

The set-replace procedure returns a newly allocated set that uses the same comparator as set and contains all the values of set except
as follows: If element is equal (in the sense of set's comparator) to an existing member of set, then that member is omitted and replaced
by element. If there is no such element in set, then set is returned unchanged.

(set-replace! set element)

The set-replace! procedure is the same as set-replace, except that it is permitted to mutate and return the set argument rather than
allocating a new set.

(set-delete set element ...)
(set-delete! set element ...)
(set-delete-all set element-list)
(set-delete-all! set element-list)

The set-delete procedure returns a newly allocated set containing all the values of set except for any that are equal (in the sense of
set's comparator) to one or more of the elements. Any element that is not equal to some member of the set is ignored.

The set-delete! procedure is the same as set-delete, except that it is permitted to mutate and return the sef argument rather than
allocating a new set.

The set-delete-all and set-delete-all! procedures are the same as set-delete and set-delete!, except that they accept a single
argument which is a list of elements to be deleted.

(set-search! set element failure success)
The set is searched for element. If it is not found, then the failure procedure is tail-called with two continuation arguments, insert and
ignore, and is expected to tail-call one of them. If element is found, then the success procedure is tail-called with the matching element
of set and two continuations, update and remove, and is expected to tail-call one of them.
The effects of the continuations are as follows (where 0bj is any Scheme object):

e Invoking (insert obj) causes element to be inserted into set.

e Invoking (ignore obj) causes set to remain unchanged.

o Invoking (update new-element obj) causes new-element to be inserted into set in place of element.

e Invoking (remove obj) causes the matching element of sef to be removed from it.

In all cases, two values are returned: the possibly updated set and obj.
The whole set

(set-size serf)

Returns the number of elements in sef as an exact integer.

(set-find predicate set failure)

Returns an arbitrarily chosen element of set that satisfies predicate, or the result of invoking failure with no arguments if there is none.
(set-count predicate set)

Returns the number of elements of set that satisfy predicate as an exact integer.

(set-any? predicate set)



Returns #t if any element of set satisfies predicate, or #£ otherwise. Note that this differs from the SRFI 1 analogue because it does not
return an element of the set.

(set-every? predicate set)

Returns #t if every element of set satisfies predicate, or #£ otherwise. Note that this differs from the SRFI 1 analogue because it does not
return an element of the set.

Mapping and folding

(set-map comparator proc set)

Applies proc to each element of sef in arbitrary order and returns a newly allocated set, created as if by (set comparator), which
contains the results of the applications. For example:

(set-map string-ci-comparator symbol->string (set eq? 'foo 'bar 'baz))
=> (set string-ci-comparator "foo" "bar" "baz")

Note that, when proc defines a mapping that is not 1:1, some of the mapped objects may be equivalent in the sense of comparator's
equality predicate, and in this case duplicate elements are omitted as in the set constructor. For example:

(set-map integer-comparator

(lambda (x) (quotient x 2))

(set integer-comparator 1 2 3 4 5))
=> (set integer-comparator 0 1 2)

If the elements are the same in the sense of eqgv?, it is unpredictable which one will be preserved in the result.
(set-for-each proc set)

Applies proc to set in arbitrary order, discarding the returned values. Returns an unspecified result.
(set-fold proc nil set)

Invokes proc on each member of set in arbitrary order, passing the result of the previous invocation as a second argument. For the first
invocation, nil is used as the second argument. Returns the result of the last invocation, or nil if there was no invocation.

(set-filter predicate set)

Returns a newly allocated set with the same comparator as set, containing just the elements of sef that satisfy predicate.
(set-filter! predicate set)

A linear update procedure that returns a set containing just the elements of set that satisfy predicate.

(set-remove predicate set)

Returns a newly allocated set with the same comparator as set, containing just the elements of sef that do not satisfy predicate.
(set-remove! predicate set)

A linear update procedure that returns a set containing just the elements of set that do not satisfy predicate.

(set-partition predicate set)

Returns two values: a newly allocated set with the same comparator as set that contains just the elements of set that satisfy predicate, and
another newly allocated set, also with the same comparator, that contains just the elements of set that do not satisfy predicate.

(set-partition! predicate set)

A linear update procedure that returns two sets containing the elements of sef that do and do not, respectively, not satisfy predicate.
Copying and conversion

(set-copy sef)

Returns a newly allocated set containing the elements of set, and using the same comparator.

(set->list ser)

Returns a newly allocated list containing the members of set in unspecified order.

(list->set comparator list)

Returns a newly allocated set, created as if by set using comparator, that contains the elements of /isz. Duplicate elements (in the sense
of the equality predicate) are omitted.



(list->set! set list)

Returns a set that contains the elements of both sef and /isz. Duplicate elements (in the sense of the equality predicate) are omitted.
Subsets

Note: None of these predicates produces a total order on sets. In particular, set=2, set<?, and set>? do not obey the trichotomy law.
(set=2? sef; set) ...)

Returns #t if each sef contains the same elements.

(set<? set; sel) ...)

Returns #t if each set other than the last is a proper subset of the following set, and #£ otherwise.

(set>? set; set) ...)

Returns #t if each set other than the last is a proper superset of the following set, and #£ otherwise.

(set<=? sef; set) ...)

Returns #t if each set other than the last is a subset of the following set, and #£ otherwise.

(set>=? sel; set) ...)

Returns #t if each set other than the last is a superset of the following set, and #£ otherwise.

Set theory operations

(set-union sef; sef; ...)

(set-intersection sef; set; ...)

(set-difference set; set) ...)

(set-xor set; sety)

Return a newly allocated set that is the union, intersection, asymmetric difference, or symmetric difference of the sets. Asymmetric
difference is extended to more than two sets by taking the difference between the first set and the union of the others. Symmetric
difference is not extended beyond two sets. Elements in the result set are drawn from the first set in which they appear.
(set-union! set; set; ...)

(set-intersection! sef; sef; ...)

(set-difference! sef; set)...)

(set-xor! set; set))

Linear update procedures returning a set that is the union, intersection, asymmetric difference, or symmetric difference of the sets.

Asymmetric difference is extended to more than two sets by taking the difference between the first set and the union of the others.
Symmetric difference is not extended beyond two sets. Elements in the result set are drawn from the first set in which they appear.

Bag procedures

Bags are like sets, but can contain the same object more than once. However, if two elements that are the same in the sense of the
equality predicate, but not in the sense of eqv?, are both included, it is not guaranteed that they will remain distinct when retrieved from
the bag. It is an error for a single procedure to be invoked on bags with different comparators.

The procedures for creating and manipulating bags are the same as those for sets, except that set is replaced by bag in their names, and
that adjoining an element to a bag is effective even if the bag already contains the element. If two elements in a bag are the same in the
sense of the bag's comparator, the implementation may in fact store just one of them.

The bag-union, bag-intersection, bag-difference, and bag-xor procedures (and their linear update analogues) behave as follows
when both bags contain elements that are equal in the sense of the bags' comparator:

e For bag-union, the number of equal elements in the result is the largest number of equal elements in any of the original bags.

e For bag-intersection, the number of equal elements in the result is the smallest number of equal elements in any of the original
bags.



e For bag-difference, the number of equal elements in the result is the number of equal elements in the first bag, minus the
number of elements in the other bags (but not less than zero).

e For bag-xor, the number of equal elements in the result is the absolute value of the difference between the number of equal
elements in the first and second bags.

Additional bag procedures

(bag-sum sef; set) ... )

(bag-sum! bag; bag, ...)

The bag-sum procedure returns a newly allocated bag containing all the unique elements in all the bags, such that the count of each
unique element in the result is equal to the sum of the counts of that element in the arguments. It differs from bag-union by treating
identical elements as potentially distinct rather than attempting to match them up.

The bag-sum! procedure is equivalent except that it is linear-update.

(bag-product n bag)

(bag-product! 71 bag)

The bag-product procedure returns a newly allocated bag containing all the unique elements in bag, where the count of each unique
element in the bag is equal to the count of that element in bag multiplied by 7.

The bag-product! procedure is equivalent except that it is linear-update.
(bag-unique-size bag)

Returns the number of unique elements of bag.

(bag-element-count bag element)

Returns an exact integer representing the number of times that element appears in bag.
(bag-for-each-unique proc bag)

Applies proc to each unique element of bag in arbitrary order, passing the element and the number of times it occurs in bag, and
discarding the returned values. Returns an unspecified result.

(bag-fold-unique proc nil bag)

Invokes proc on each unique element of bag in arbitrary order, passing the number of occurrences as a second argument and the result of
the previous invocation as a third argument. For the first invocation, nil is used as the third argument. Returns the result of the last
invocation.

(bag-increment! bag element count)

(bag-decrement! bag element count)

Linear update procedures that return a bag with the same elements as bag, but with the element count of element in bag increased or
decreased by the exact integer count (but not less than zero).

(bag->set bag)

(set->bag sef)

(set->bag! bag set)

The bag->set procedure returns a newly allocated set containing the unique elements (in the sense of the equality predicate) of bag. The
set->bag procedure returns a newly allocated bag containing the elements of set. The set->bag! procedure returns a bag containing the
elements of both hag and set. In all cases, the comparator of the result is the same as the comparator of the argument or arguments.
(bag->alist bag)

(alist->bag comparator alist)

The bag->alist procedure returns a newly allocated alist whose keys are the unique elements of hag and whose values are the number

of occurrences of each element. The alist->bag returning a newly allocated bag based on comparator, where the keys of alist specify
the elements and the corresponding values of alist specify how many times they occur.

Comparators

The following comparators are used to compare sets or bags, and allow sets of sets, bags of sets, etc.



set-comparator
bag-comparator

Note that these comparators do not provide comparison procedures, as there is no ordering between sets or bags. It is an error to compare
sets or bags with different element comparators.

Implementation

The implementation places the identifiers defined above into the sets library.

Sets and bags are implemented as a thin veneer over hashtables.

part-of-the-eode: (See post-ﬁnalizatin note #3.)
The sample implementation contains the following files:

sets-impl.scm— implementation of general sets and bags
sets.sld —an R7RS library named (sets)

sets.scm— a Chicken library

sets-test.scm— test suite

The test suite will work with the Chicken test egg, which is provided on Chibi as the (chibi test) library.
Copyright
Copyright (C) John Cowan 2013. All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and associated documentation files (the
"Software"), to deal in the Software without restriction, including without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR IMPLIED, INCLUDING BUT
NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM,
DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

Editor: Mike Sperber
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Post-finalization note #1: Because of the extremely high cost of conforming to the first and third conditions of default-hash,
implementers may disregard those conditions and examine only a bounded portion of the argument.

Post-finalization note #2: After finalization, on 2021-06-03, the author requested the addition of a non-normative recommendation in
the description of comparator-register-default!. See the third paragraph.

Post-finalization note #3 (added on 2022-07-19): The hash functions in the eq-comparator and the eqv-comparator objects are
implementation-defined.

Abstract

This SRFI provides comparators, which bundle a type test predicate, an equality predicate, an ordering predicate, and a hash function
(the last two are optional) into a single Scheme object. By packaging these procedures together, they can be treated as a single item for
use in the implementation of data structures.

Rationale

The four procedures above have complex dependencies on one another, and it is inconvenient to have to pass them individually to other
procedures that might or might not make use of all of them. For example, a set implementation by its nature requires only an equality
predicate, but if it is implemented using a hash table, an appropriate hash function is also required if the implementation does not provide
one; alternatively, if it is implemented using a tree, procedures specifying a total order are required. By passing a comparator rather than
a bare equality predicate, the set implementation can make use of whatever procedures are available and useful to it.

This SRFT is a simplified and enhanced rewrite of SRFI 114, and shares some of its design rationale and all of its acknowledgements.
The largest change is the replacement of the comparison procedure with the ordering procedure. This allowed most of the special-
purpose comparators to be removed. In addition, many of the more specialized procedures, as well as all but one of the syntax forms,
have been removed as unnecessary.

Special thanks to Taylan Ulrich Bayirli/Kammer, whose insistence that SRFI 114 was unacceptable inspired this redesign. Jorg
Wittenberger added Chicken-specific type declarations, which I have moved to comparators.scm, as it is a Chicken-specific library. He
also provided Chicken-specific metadata and setup commands. Comments from Shiro Kawai, Alex Shinn, and Kevin Wortman guided
me to the current design for bounds and salt.

Specification

The procedures in this SRFT are in the (srfi 128) library (or (srfi :128) on R6RS), but the sample implementation currently places
them in the (comparators) library. This means it can't be used alongside SRFT 114, but there's no reason for anyone to do that.

Definitions
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A comparator is an object of a disjoint type. It is a bundle of procedures that are useful for comparing two objects in a total order. It is an
error if any of the procedures have side effects. There are four procedures in the bundle:

The type test predicate returns #t if its argument has the correct type to be passed as an argument to the other three procedures, and
#£ otherwise.

The equality predicate returns #t if the two objects are the same in the sense of the comparator, and #£ otherwise. It is the
programmer's responsibility to ensure that it is reflexive, symmetric, transitive, and can handle any arguments that satisfy the type
test predicate.

The ordering predicate returns #t if the first object precedes the second in a total order, and #£ otherwise. Note that if it is true, the
equality predicate must be false. It is the programmer's responsibility to ensure that it is irreflexive, antisymmetric, transitive, and
can handle any arguments that satisfy the type test predicate.

The hash function takes an object and returns an exact non-negative integer. It is the programmer's responsibility to ensure that it
can handle any argument that satisfies the type test predicate, and that it returns the same value on two objects if the equality
predicate says they are the same (but not necessarily the converse).

It is also the programmer's responsibility to ensure that all four procedures provide the same result whenever they are applied to the
same object(s) (in the sense of eqv?), unless the object(s) have been mutated since the last invocation. In particular, they must not
depend in any way on memory addresses in implementations where the garbage collector can move objects in memory.

Limitations

The comparator objects defined in this SRFI are not applicable to circular structure or to NaNs, or to objects containing any of these.
Attempts to pass any such objects to any procedure defined here, or to any procedure that is part of a comparator defined here, is an error
except as otherwise noted.

Index
e Predicates: comparator? comparator-ordered? comparator-hashable?
o Constructors: make-comparator make-pair-comparator make-list-comparator make-vector-comparator make-eq-
comparator make-egv-comparator make-equal-comparator
e Standard hash functions: boolean-hash char-hash char-ci-hash string-hash string-ci-hash symbol-hash number-hash
e Bounds and salt: hash-bound hash-salt
e Default comparators: make-default-comparator default-hash comparator-register-default!
e Accessors and invokers: comparator-type-test-predicate comparator-equality-predicate comparator-ordering-
predicate comparator-hash-function comparator-test-type comparator-check-type comparator-hash
e Comparison predicates: =? <? >? <=? >=?
e Syntax: comparator-if<=>
Predicates

(comparator? 0bj)

Returns #t if obj is a comparator, and #£ otherwise.

(comparator-ordered? comparator)

Returns #t if comparator has a supplied ordering predicate, and #£ otherwise.

(comparator-hashable? comparator)

Returns #t if comparator has a supplied hash function, and #£ otherwise.

Constructors

The following comparator constructors all supply appropriate type test predicates, equality predicates, ordering predicates, and hash
functions based on the supplied arguments. They are allowed to cache their results: they need not return a newly allocated object, since
comparators are pure and functional. In addition, the procedures in a comparator are likewise pure and functional.

(make-comparator type-test equality ordering hash)

Returns a comparator which bundles the type-test, equality, ordering, and hash procedures provided. However, if ordering or hash is #£,
a procedure is provided that signals an error on application. The predicates comparator-ordered? and/or comparator-hashable?,
respectively, will return #£ in these cases.



Here are calls on make-comparator that will return useful comparators for standard Scheme types:

® (make-comparator boolean? boolean=? (lambda (x y) (and (not x) y)) boolean-hash) will return a comparator for
booleans, expressing the ordering #£ < #t and the standard hash function for booleans.

® (make-comparator real? = < (lambda (x) (exact (floor (abs x))))) will return a comparator expressing the natural
ordering of real numbers and a plausible (but not optimal) hash function.

® (make-comparator string? string=? string<? string-hash) will return a comparator expressing the implementation's
ordering of strings and the standard hash function.

® (make-comparator string? string-ci=? string-ci<? string-ci-hash will return a comparator expressing the
implementation's case-insensitive ordering of strings and the standard case-insensitive hash function.

(make-pair-comparator car-comparator cdr-compamtor )
This procedure returns comparators whose functions behave as follows.

e The type test returns #t if its argument is a pair, if the car satisfies the type test predicate of car-comparator, and the cdr satisfies
the type test predicate of cdr-comparator.

e The equality function returns #t if the cars are equal according to car-comparator and the cdrs are equal according to cdr-
comparator, and #£ otherwise.

e The ordering function first compares the cars of its pairs using the equality predicate of car-comparator. If they are not equal, then
the ordering predicate of car-comparator is applied to the cars and its value is returned. Otherwise, the predicate compares the
cdrs using the equality predicate of cdr-comparator. If they are not equal, then the ordering predicate of cdr-comparator is
applied to the cdrs and its value is returned.

e The hash function computes the hash values of the car and the cdr using the hash functions of car-comparator and cdr-comparator
respectively and then hashes them together in an implementation-defined way.

(make-list-comparator element-comparator type-test empty? head tail)

This procedure returns comparators whose functions behave as follows:
e The type test returns #t if its argument satisfies type-test and the elements satisfy the type test predicate of element-comparator.
e The total order defined by the equality and ordering functions is as follows (known as lexicographic order):

o The empty sequence, as determined by calling empty?, compares equal to itself.

o The empty sequence compares less than any non-empty sequence.

o Two non-empty sequences are compared by calling the head procedure on each. If the heads are not equal when compared
using element-comparator, the result is the result of that comparison. Otherwise, the results of calling the tail procedure are
compared recursively.

e The hash function computes the hash values of the elements using the hash function of element-comparator and then hashes them
together in an implementation-defined way.

(make-vector-comparator element-comparator type-test length ref)
This procedure returns comparators whose functions behave as follows:
o The type test returns #t if its argument satisfies fype-test and the elements satisfy the type test predicate of element-comparator.

e The equality predicate returns #t if both of the following tests are satisfied in order: the lengths of the vectors are the same in the
sense of =, and the elements of the vectors are the same in the sense of the equality predicate of element-comparator.

e The ordering predicate returns #t if the results of applying length to the first vector is less than the result of applying length to the
second vector. If the lengths are equal, then the elements are examined pairwise using the ordering predicate of element-
comparator. If any pair of elements returns #t, then that is the result of the list comparator's ordering predicate; otherwise the
result is #£

e The hash function computes the hash values of the elements using the hash function of element-comparator and then hashes them
together in an implementation-defined way.

Here is an example, which returns a comparator for byte vectors:

(make-vector-comparator
(make-comparator exact-integer? = < number-hash)
bytevector?
bytevector-length
bytevector-u8-ref)

(make-eg-comparator)

(make-eqv-comparator)



(make-equal-comparator)

These procedures return comparators whose functions behave as follows:
e The type test returns #t in all cases.
e The equality functions are eq?, eqv?, and equal? respectively.

o The ordering function is implementation-defined, except that it must conform to the rules for ordering functions. It may signal an
error instead.

e The hash function is default-hash.

These comparators accept circular structure (in the case of equal-comparator, provided the implementation's equal? predicate does so)
and NaNs.

Standard hash functions

These are hash functions for some standard Scheme types, suitable for passing to make-comparator. Users may write their own hash
functions with the same signature. However, if programmers wish their hash functions to be backward compatible with the reference
implementation of SRFI 69, they are advised to write their hash functions to accept a second argument and ignore it.

(boolean-hash 0bj)

(char-hash obyj)

(char-ci-hash 0bj)

(string-hash 0byj)

(string-ci-hash 0bj)

(symbol-hash 0bj)

(number-hash 0byj)

These are suitable hash functions for the specified types. The hash functions char-ci-hash and string-ci-hash treat their argument

case-insensitively. Note that while symbol-hash may return the hashed value of applying symbol->string and then string-hash to the
symbol, this is not a requirement.

Bounds and salt

The following macros allow the callers of hash functions to affect their behavior without interfering with the calling signature of a hash
function, which accepts a single argument (the object to be hashed) and returns its hash value. They are provided as macros so that they
may be implemented in different ways: as a global variable, a SRFI 39 or R7RS parameter, or an ordinary procedure, whatever is most
efficient in a particular implementation.

(hash-bound) [syntax]

Hash functions should be written so as to return a number between 0 and the largest reasonable number of elements (such as hash
buckets) a data structure in the implementation might have. What that value is depends on the implementation. This value provides the
current bound as a positive exact integer, typically for use by user-written hash functions. However, they are not required to bound their
results in this way.

(hash-salt) [syntax]

A salt is random data in the form of a non-negative exact integer used as an additional input to a hash function in order to defend against
dictionary attacks, or (when used in hash tables) against denial-of-service attacks that overcrowd certain hash buckets, increasing the
amortized O(1) lookup time to O(n). Salt can also be used to specify which of a family of hash functions should be used for purposes
such as cuckoo hashing. This macro provides the current value of the salt, typically for use by user-written hash functions. However,
they are not required to make use of the current salt.

The initial value is implementation-dependent, but must be less than the value of (hash-bound), and should be distinct for distinct runs

of a program unless otherwise specified by the implementation. Implementations may provide a means to specify the salt value to be
used by a particular invocation of a hash function.

Default comparators
(make-default-comparator)

Returns a comparator known as a default comparator that accepts Scheme values and orders them in some implementation-defined way,
subject to the following conditions:
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e Given disjoint types a and b, one of three conditions must hold:

o All objects of type a compare less than all objects of type b.

o All objects of type a compare greater than all objects of type b.

o All objects of both type @ and type b compare equal to each other. This is not permitted for any of the Scheme types
mentioned below.

e The empty list must be ordered before all pairs.
e When comparing booleans, it must use the total order #£ < #t.
e When comparing characters, it must use char=? and char<?.

Note: In R5RS, this is an implementation-dependent order that is typically the same as Unicode codepoint order; in R6RS and
R7RS, it is Unicode codepoint order.

e When comparing pairs, it must behave the same as a comparator returned by make-pair-comparator with default comparators as
arguments.

e When comparing symbols, it must use an implementation-dependent total order. One possibility is to use the order obtained by
applying symbol->string to the symbols and comparing them using the total order implied by string<?.

e When comparing bytevectors, it must behave the same as a comparator created by the expression (make-vector-comparator
(make-comparator bytevector? = < number-hash) bytevector? bytevector-length bytevector-u8-ref).

e When comparing numbers where either number is complex, since non-real numbers cannot be compared with <, the following
least-surprising ordering is defined: If the real parts are < or >, so are the numbers; otherwise, the numbers are ordered by their
imaginary parts. This can still produce somewhat surprising results if one real part is exact and the other is inexact.

e When comparing real numbers, it must use = and <.
e When comparing strings, it must use string=2 and string<2.

Note: In R5RS, this is lexicographic order on the implementation-dependent order defined by char<?; in R6RS it is lexicographic
order on Unicode codepoint order; in R7RS it is an implementation-defined order.

e When comparing vectors, it must behave the same as a comparator returned by (make-vector-comparator (make-default-
comparator) vector? vector-length vector-ref).

e When comparing members of types registered with comparator-register-default!, it must behave in the same way as the
comparator registered using that function.

Default comparators use default-hash as their hash function.
(default-hash 0bj)

This is the hash function used by default comparators, which accepts a Scheme value and hashes it in some implementation-defined way,
subject to the following conditions:

e When applied to a pair, it must return the result of hashing together the values returned by default-hash when applied to the car
and the cdr.

e When applied to a boolean, character, string, symbol, or number, it must return the same result as boolean-hash, char-hash,
string-hash, symbol-hash, Or number-hash respectively.

e When applied to a list or vector, it must return the result of hashing together the values returned by default-hash when applied to
each of the elements.

(comparator-register-default! comparator)

Registers comparator for use by default comparators, such that if the objects being compared both satisfy the type test predicate of
comparator, it will be employed by default comparators to compare them. Returns an unspecified value. It is an error if any value
satisfies both the type test predicate of comparator and any of the following type test predicates: boolean?, char?, null?, pair?,
symbol?, bytevector?, number?, string?, vector?, or the type test predicate of a comparator that has already been registered.

This procedure is intended only to extend default comparators into territory that would otherwise be undefined, not to override their
existing behavior. In general, the ordering of calls to comparator-register-default! should be irrelevant. However, implementations
that support inheritance of record types may wish to ensure that default comparators always check subtypes before supertypes.

This SRFI recommends (but does not require) that libraries which expose comparators do not register them with this procedure, because

the default comparator (which is meant mostly for ad hoc programming) is meant to be under the control of the program author rather
than the library author. It is the program author's responsibility to ensure that the registered comparators do not conflict with each other.

Accessors and Invokers

(comparator-type-test-predicate comparator)



(comparator-equality-predicate comparator)
(comparator-ordering-predicate comparator)
(comparator-hash-function comparator)
Return the four procedures of comparator.
(comparator-test-type comparator Obj)

Invokes the type test predicate of comparator on obj and returns what it returns. More convenient than comparator-type-test-
predicate, but less efficient when the predicate is called repeatedly.

(comparator-check-type comparator Obj)

Invokes the type test predicate of comparator on obj and returns true if it returns true, but signals an error otherwise. More convenient
than comparator-type-test-predicate, but less efficient when the predicate is called repeatedly.

(comparator-hash comparator obj)

Invokes the hash function of comparator on obj and returns what it returns. More convenient than comparator-hash-function, but less
efficient when the function is called repeatedly.

Note: No invokers are required for the equality and ordering predicates, because =2 and <2 serve this function.
Comparison predicates

(=2 comparator object; object, object; ...)

(<? comparator object; object, object; ...)

(>2? comparator object| object, object; ...)

(<=? comparator object; object, object; ...)

(>=2 comparator object| object; object; ...)

These procedures are analogous to the number, character, and string comparison predicates of Scheme. They allow the convenient use of
comparators to handle variable data types.

These procedures apply the equality and ordering predicates of comparator to the objects as follows. If the specified relation returns #t
for all object; and object; where n is the number of objects and 1 <= i <j <= n, then the procedures return #t, but otherwise #£. Because
the relations are transitive, it suffices to compare each object with its successor. The order in which the values are compared is
unspecified.

Syntax
(comparator-if<=> [ <comparator> ] <object;> <object,> <less-than> <equal-to> <greater-than>)

It is an error unless <comparator> evaluates to a comparator and <object;> and <object,> evaluate to objects that the comparator can
handle. If the ordering predicate returns true when applied to the values of <object;> and <object,> in that order, then <less-than> is

evaluated and its value returned. If the equality predicate returns true when applied in the same way, then <equal-to> is evaluated and its
value returned. If neither returns true, <greater-than> is evaluated and its value returned.

If <comparator> is omitted, a default comparator is used.

Implementation

The sample implementation is found in the repository of this SRFI. It contains the following files.

® comparators-impl.scm - the record type definition and most of the procedures

default.scm - a simple implementation of the default constructor, which should be improved by implementers to handle records
and implementation-specific types

r7rs-shim.scm - procedures for R7RS compatibility, including a trivial implementation of bytevectors on top of SRFI 4 u8vectors
complex-shim.scm - a trivial implementation of real-part and imag-part for Schemes that don't have complex numbers
comparators.meta - Chicken-speciﬁc metadata

comparators.setup - Chicken-specific executable setup

comparators.sld - an R7RS library

comparators.scm - a Chicken library

comparators-test.scm - a test file using the Chicken test egg

Copyright


https://srfi.schemers.org/srfi-128/srfi-128.tgz
https://srfi.schemers.org/srfi-4/srfi-4.html

Copyright (C) John Cowan (2015). All Rights Reserved.

Permission is hereby granted, free of charge, to any person obtaining a copy of this software and associated documentation files (the
"Software"), to deal in the Software without restriction, including without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to permit persons to whom the Software is furnished to do so, subject to the
following conditions:

The above copyright notice and this permission notice shall be included in all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR IMPLIED, INCLUDING BUT
NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
NONINFRINGEMENT. IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM,
DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.

Editor: Arthur A. Gleckler
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